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Abstract

Artificial intelligence (AI) has paved the way for transformative new applications
— from autonomous vehicles and robotic-assisted surgery to smart energy

solutions; yet, entrusting these systems to operate without human oversight raises
urgent questions about ensuring their safe and reliable behaviour. Developing control
methods that formally guarantee intended system functionality rigorously by design
remains a fundamental challenge, especially in the presence of randomness (aleatoric
uncertainty) and incomplete model knowledge (epistemic uncertainty).

A key difficulty with formal approaches for designing controllers arises from the
fact that they typically establish guarantees based on an assumed model that needs to
accurately reflect the real system. This thesis addresses this core issue by developing
a continuum of formal control synthesis and verification frameworks for stochastic
systems under uncertainty — evolving from classical, robustness-focused techniques
to highly expressive, learning-based methods that retain meaningful guarantees even
under increasing uncertainty.

The first part explores robustness under model parametric uncertainty by devel-
oping a new type of probabilistic simulation relation that links a nominal model
to a target system with uncertain parameters. Combined with Bayesian inference
to extract credible parameter sets from measurement data, the resulting data-driven
approach enables correct-by-design control synthesis for nonlinear systems capa-
ble of satisfying complex temporal logic specifications with quantified probabilistic
guarantees. The approach is further extended to networked systems with inherent
structure arising from interacting components.

In a narrative transition toward learning under increasing levels of uncertainty, the
subsequent chapters develop structured kernel methods for data-driven verification.
Gaussian processes based on binary-tree kernels are used to learn formal abstractions
directly from data without requiring an explicit system model and dramatically
reducing the associated computational cost compared to existing approaches. Finally,
the thesis culminates in the verification of fully black-box systems with AI-based
controllers in the loop, leveraging spectral control barrier certificates derived via
conditional mean embeddings and Fourier series expansions.

Collectively, these contributions trace a clear trajectory from robustness to learn-
ing under uncertainty, demonstrating that formal guarantees and practical applica-
bility can advance hand in hand to realise trustworthy autonomy.
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Zusammenfassung

Künstliche Intelligenz (KI) ermöglicht neuartige Anwendungen mit weitreichen-
dem Potenzial, von autonomen Fahrzeugen und robotergestützter Chirurgie bis

hin zu intelligenten Energielösungen wie selbstorganisierenden Stromnetzen. Doch
der Betrieb solcher Systeme ohne menschliche Aufsicht wirft grundlegende Fragen
über ihre Sicherheit und Verlässlichkeit auf. Die Entwicklung von Regelungsver-
fahren, die die gewünschte Systemfunktionalität per Design zuverlässig gewährleis-
tet, stellt dabei eine zentrale Herausforderung dar, insbesondere angesichts intrinsis-
cher Zufallseinflüsse (aleatorische Unsicherheit) und unvollständigen Modellwissens
(epistemische Unsicherheit).

Eine besondere Schwierigkeit formaler Regelungsansätze besteht darin, dass
deren Garantien nur dann gelten, wenn das zugrunde gelegte Modell die Realität
hinreichend genau abbildet. Diese Dissertation addressiert dieses Grundproblem
durch die Entwicklung eines Spektrums formaler Synthese- und Verifikationsmeth-
oden für stochastische Systeme unter Unsicherheit, ausgehend von klassischen, ro-
bustheitsorientierten Verfahren bis hin zu hochflexiblen, lernbasierten Ansätzen, die
auch bei wachsender Unsicherheit belastbare Garantien ermöglichen.

Im ersten Teil wird eine probabilistische Simulationsrelation eingeführt, die
ein nominales Modell mit einem unsicher parametrisierten Zielsystem verknüpft.
In Kombination mit Bayesscher Inferenz auf Basis von Messdaten ermöglicht
diese datengetriebene Methode die korrektheitsgarantierende Synthese nichtlinearer
Regelungen unter temporalen Logikspezifikationen mit quantifizierten Wahrschein-
lichkeitsgarantien. Die Methodik wird auf vernetzte Systeme mit inhärenter Struktur,
die durch interagierende Komponenten entsteht, erweitert.

Im weiteren Verlauf werden strukturierte Kernel-Methoden zur datengestützten
Verifikation eingesetzt. Mithilfe Binärbaum-Gaußprozesse lassen sich formale Ab-
straktionen effizient direkt aus Daten lernen, ohne explizites Systemmodell. Ab-
schließend wird die Verifikation vollständig unbekannter Systeme mit KI-basierten
Regelungen durch spektrale Control Barrier Certificates ermöglicht, die auf Condi-
tional Mean Embeddings und Fourierreihen basieren.

Die Beiträge dieser Arbeit zeichnen eine klare Entwicklung nach, von modell-
basierter Robustheit bis hin zu lernbasierter Flexibilität, und zeigen, dass formale
Garantien und praktische Anwendbarkeit Hand in Hand gehen können, um ver-
trauenswürdige autonome Systeme zu realisieren.
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Chapter 1

Introduction

This thesis deals with the challenges of designing trustworthy artificial intelligence
(AI) that will one day drive our cars, fly our aircraft, perform robotic surgeries,
and orchestrate our entire energy infrastructure. Such high-risk applications demand
accountable forms of AI, which can learn and act robustly, even in the face of
uncertainty. The motivation is clear — to make technology safer, smarter, and more
cost-effective — and ultimately, to overcome existing technological limitations to
enable entirely new applications previously beyond reach.

1.1 Background and Motivation

Voice assistants, facial recognition, seamless language translation, personalised
content recommendations, and increasingly omniscient chatbots: undoubtedly,

AI has already proven transformative, powering technologies that we can no longer
imagine living without. At the same time, the media continues to fuel our imagination
with the promise of emerging innovations, reminding us that AI wields the power to
advance technology far beyond this. Echoing this promise, cyber-physical systems Embodied AI
(CPSs) — systems in which software and physical components such as sensors
and actuators are tightly interwoven — are increasingly evolving into forms of so-
called embodied AI, referring to agentic forms of AI operating within the physical
world. For CPSs, the impact of AI agency is particularly profound and poised to
reshape entire industries. Examples include autonomous vehicles, robotic systems,
implantable medical devices, and intelligent infrastructure. Autonomous vehicles
(AVs), for instance, have recently been reported to have surpassed human-level safety
whilst driving under controlled conditions — an achievement supported largely by
extensive and costly testing (Kalra and Paddock, 2016). Yet, achieving the level of
safety required to earn societal trust in AI-driven systems remains elusive. In fact, in
a world governed by non-determinism, it is fundamentally infeasible to exhaustively
test systems against every conceivable edge case. Crucially, it cannot be the goal to

1
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eliminate hazardous behaviour entirely, but to reduce the risk to as low as reasonably
practicable.

This limitation is not merely theoretical. Unlike conventional applications of AI,
premature deployment in safety-critical applications has already resulted in severe
accidents (Axelrod, 2013; Amodei et al., 2016). For AVs alone, there have been
numerous documented failures1 leading to serious injuries and loss of life (NHTSA,
2025). Notably, the reasons for such incidents often remain opaque, owing to the
complexity and black-box nature of AI components. With a rapid adoption of em-
bodied AI across various high-risk domains such as robotics and advanced medical
technologies, there is an unprecedented demand for tools that can provide guarantees
for their safe operation. This demand is further reinforced by the dawn of new regu-
lations targeting so-called high-risk AI, signalling that the evolving legal landscape
will shape the path of automation and AI. This marks a pivotal shift in the global gov-
ernance of intelligent systems toward enforcing a certifiable demonstration of robust
reliability under increasingly stringent requirements (Veale and Zuiderveen Borge-
sius, 2021). Examples include China’s Guidelines for Next-Generation AI (January
2022), the US Algorithmic Accountability Act (April 2022), the EU AI Act (April
2023), and the Colorado Artificial Intelligence Act (May 2024) — among others.
Although intended as safeguards, these regulatory efforts have recently become a
major roadblock for innovation, demanding evidence of reliability and compliance
in the absence of mature tools to assert these requirements. As a result, many com-
panies have exited the market, leaving a market increasingly concentrated around a
handful of large, AI-focused corporations.

In response to these developments, a new technical imperative has emerged: to
design new frameworks that provide rigorous safety guarantees, even in the face of
uncertainty (Bengio, 2025; Bengio et al., 2024; Dalrymple et al., 2024; Annaswamy
et al., 2024). Central to this endeavour is the ability to enforce complex logical
properties — such as safety, reachability, and invariance — on intelligent systems.
This thesis contributes to this broader agenda by developing algorithmic tools that
blend data-driven learning with formal verification and control synthesis to provide
robust probabilistic guarantees of the correct system functionality by design. As
such, this work lies at the intersection of AI, control theory, and computer science,
drawing particularly on formal methods and statistical learning.

The following two subsections provide the technical and conceptual background
that motivates this thesis. Subsection 1.1.1 explores the role of autonomy in high-
risk domains, outlining concrete application areas and their specific challenges.
Subsection 1.1.2 then turns to the formal methods that underpin the systematic
design and verification of such systems, highlighting their current limitations and
motivating the need for uncertainty-aware, data-driven approaches.

1 https://www.avcrashes.net/

https://www.avcrashes.net/
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1.1.1 Autonomy in High-Risk Applications

A scene from the TV show “Friends” (Season 3, Episode 19, aired in 1997) captures
a prescient outlook:

Pete: [...] within a few years, that voice recognition is gonna be pretty much standard on any
computer you buy. Y’know, so you could be like-like, “Wash my car.” “Clean my room.”
It’s not gonna be able to do any of those things, but it’ll understand what you’re saying.

More than 25 years later, this quip remains surprisingly accurate: many AI break-
throughs have been concentrated around systems that understand, but rarely act —
remaining disembodied and advisory. Overcoming this lack of agency in the physical AI Agency
world calls for systems that are not only intelligent but autonomous. Autonomy refers
to the ability of a system to execute tasks without human oversight (Provan, 2024).
This thesis focuses in particular on dynamical systems, whose behaviour unfolds Dynamical Systems
over time, driven by the evolution of an underlying state2. Unlike conventional con-
trol applications, the growing complexity of the dynamics and task specifications
of modern systems increasingly necessitates the integration of AI-based compo-
nents. Additionally, they usually operate in tightly coupled feedback loops with their
environment and its inhabitants. For example, in practise, autonomous systems of-
ten operate in collaboration with humans at different levels of autonomy. Equipped
with only incomplete or imprecise model knowledge, they must repeatedly make
safety-critical decisions under uncertain dynamics and in the face of inherently un-
predictable human behaviour. To navigate these challenges, autonomous systems
are typically structured around a set of core components. Various sensors provide
high-dimensional, multimodal data streams. AI-driven perception and localisation
extract and update abstract, uncertainty-aware representations of the world they in-
habit. These inform the planning and control unit, which acts according to specified
objectives and constraints. The resulting actions are executed via actuators, enabling
the system to interact with the real world (Luckcuck, 2023; Wongpiromsarn et al.,
2023). This thesis focuses on the part of constructing abstract system representations
and subsequent control, especially, developing formal techniques that perform these
tasks robustly and with quantified guarantees of producing the desired behaviour in
the actual real-world system.

Let us now consider some examples of autonomous systems, loosely categorised
by application domain.

Autonomous Vehicles Whilst “autonomous vehicle” (AV) is used as an umbrella
term for systems deployed across various sectors — including automotive (Provan,
2024), aviation (Emanuilov, 2017), maritime (Ramos et al., 2020), and agricul-
ture (Eaton et al., 2010) — it is most commonly associated with self-driving cars.
Technologically, these systems are particularly mature and represent the first use case

2 The state of a system encompasses all quantities — such as position, velocity, and internal variables
— needed to uniquely describe its current configuration. Dynamical systems theory formalises this
behaviour; control theory provides tools for analysis and synthesis (Slotine and Li, 1991; Åström
and Murray, 2021).
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of embodied AI (Pfeifer and Iida, 2004). The primary motivation of automation in
this area is simple: 94% of serious crashes are due to human error (NHTSA, 2022).
The development of AVs — concerning both hardware and software — centres
largely around the challenges of two key subsystems: perception & localisation, and
planning & control (Wongpiromsarn et al., 2023). Whilst navigating through urban
traffic, an AV must process high-dimensional sensor data (e.g., LiDAR, radar, cam-
eras) in real-time, comprehend the environment and its agents, and act in accordance
with a comprehensive set of rules (Esterle et al., 2020; Rizaldi et al., 2017; Mehdipour
et al., 2023). However, complying with rules alone is not sufficient: rare but critical
edge cases — such as sudden pedestrian crossings or erratic driver behaviour —
pose particular challenges and demand robust behaviour under uncertainty.

As perhaps the most prominent commercial use case, robotaxis deployed by
companies such as Waymo and Baidu operate at level 4 autonomy (high driving au-
tomation) (ISO 21448, 2022, (3.15)), functioning without human input in constrained
environments. They are remotely monitored, with to date no commercially available
robotaxi having reached level 5 autonomy (full automation under all conditions).
Apart from their technological maturity, AVs are also notable for the relatively ad-
vanced regulatory landscape they inhabit. Central among relevant standards is ISO
21448 (SOTIF), which defines safety as the absence of unreasonable risk due to
hazards arising from functional insufficiencies or their implementations — even in
the absence of technical faults (ISO 21448, 2022, (3.25)). This highlights the core
challenge in the development of systems that do not behave as intended, despite
functioning as designed. Notably, the notion of intended behaviour (ISO 21448,Intended Behaviour
2022, (3.13)) makes clear that the requirements imposed on autonomous systems
often go far beyond simple safety constraints, such as maintaining a safe distance
or avoiding collisions. Instead, many specifications describe rich, temporally ex-
tended patterns of behaviour: sequences of actions, context-sensitive responses, and
interactions that must unfold in a certain way. These are often abstract, high-level
objectives — grounded in traffic rules, ethical considerations, or operational norms
— and can be numerous and interdependent (Rizaldi et al., 2017; Jobin et al.,
2019). Specifying, reasoning about, and ensuring such behaviours in a rigorous and
traceable manner demands formal specification languages, such as temporal logic
(see Subsection 2.2.3). Developing methods that translate such specifications into
correct-by-design control strategies lies at the core of trustworthy autonomy — and
forms a central theme of this thesis.

Robotics Robotic systems are moving beyond controlled settings, such as factory
floors and logistics hubs, into unstructured, human-populated environments (Penders
et al., 2018). In doing so, robotics generalises the challenge of embodied AI to more
diverse and less standardised domains (Pfeifer and Iida, 2004). Applications range
from delivery robots and drones, assistive systems in healthcare and elderly care,
to robotic surgery. these systems begin to interact more closely with humans, they
must contend with non-deterministic, context-dependent human behaviour — often
reactive in response to their own actions — while maintaining safe and interpretable
operation. This transition raises profound challenges for guaranteeing trustworthy
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behaviour under uncertainty, especially in scenarios involving rich interactions and
dynamic decision-making (Barajas et al., 2025). Several surveys have begun to
explore how formal methods can contribute to this goal (Luckcuck et al., 2019;
Araujo et al., 2023).

Aviation Compared to other domains, aviation is anchored in a deeply conservative
safety culture, where liability concerns outweigh innovation due to the catastrophic
potential of failure (Emanuilov, 2017). As a result, autonomous capabilities are in-
troduced only incrementally. While developments span drones, air taxis, and even
commercial aircraft, true autonomy remains extremely limited. Traditional avionics
rely on high-integrity sensors (e.g., GPS, IMU, altimeters), well-understood mod-
els, and sufficiently limited automation to enable the formal verification of critical
functions such as autopilot control. For instance, semi-autonomous aircraft operate
within rigorously defined safety envelopes (Annaswamy et al., 2024, Chapter 4.B).
However, increasing functional requirements and the gradual integration of machine
learning components — especially in perception — challenge existing frameworks
and call for new verification approaches (Provan, 2024). As a case in point, in most
countries, stringent safety regulations mandate commercial aircraft to carry certified
collision avoidance systems. The long-standing Traffic Alert and Collision Avoid-
ance System (TCAS) (Kuchar and Drumm, 2007) provided rule-based advisories,
but has been superseded by the more adaptive Airborne Collision Avoidance System
X (ACAS X) (Kochenderfer et al., 2012), designed to accommodate the increasing
density of air traffic and evolving safety requirements. Notably, ACAS X remains
purely advisory — the pilot retains full control. This underscores the prevailing
regulatory ethos: even when autonomy is introduced, agency is not relinquished —
instead, additional challenges arise from keeping the human in the loop.

Personalised/Smart Healthcare Advances in sensing and data analytics have en-
abled systems that monitor human health through digital histories of multimodal
measurements — from wearable insulin and heart rate monitors to MRI scans and
blood tests. These systems often aim to support clinical decision-making by identi-
fying temporal patterns, classifying patient trajectories, or suggesting personalised
interventions (Corral-Acero et al., 2020). Applications under development increas-
ingly place patients in closed-loop interaction with medical devices, ranging from
remote patient monitoring that informs treatment decisions, to automatic volume
control in ventilators (Hewing et al., 2021), and predictive vagus nerve stimulation
for epilepsy (Ingham et al., 2024). Despite these advancements in AI-based moni-
toring and diagnostic tools, clinical adoption remains limited, as they often fail to
map multimodal symptoms onto actionable, coherent disease profiles, undermin-
ing explainability and trust (Tjoa and Guan, 2020). This challenge is compounded
by the fact that many biological processes remain only partially understood, in-
troducing significant epistemic uncertainty. Regulatory frameworks further restrict
innovation: medical devices typically require full re-certification for any software
change, severely restricting the deployment of adaptive, learning-enabled systems —
especially in the absence of accepted verification procedures and tools. As a result,
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most systems remain strictly advisory. Comprehensive accounts of these systemic
barriers and emerging trends are given in Thimbleby (2021); Orwat et al. (2008).

Smart Grids and Critical Infrastructure Modern critical infrastructure — in-
cluding power grids, communication networks, and transportation systems — is
becoming increasingly decentralised, data-driven, and interconnected. The power
grid, in particular, is undergoing a profound transition in response to global cli-
mate imperatives: shifting from centralised, dispatchable generation to distributed
energy resources (DERs) such as rooftop photovoltaics, wind farms, and electric
vehicle fleets. These systems must continuously balance fluctuating demand and
variable supply, especially under intermittent renewable inputs. High penetration of
renewables reduces grid inertia, rendering the system more sensitive to disturbances
and raising the risk of cascading failures (Wooding et al., 2021). Blackouts have
demonstrated how insufficient automation and inadequate coordination can trig-
ger widespread societal disruption — affecting hospitals, public transport, payment
services, factories, and communication networks — with severe economic conse-
quences and fatalities. Such network-wide failures are rarely the result of isolated
technical faults; rather, they emerge from the inability of the network to maintain or
recover safe and functional operation under unforeseen conditions. Formal methods
offer a promising path toward provably safe coordination of DERs, enabling the
automatic arrest of frequency drops and prevention of load-shedding events. Tech-
niques for synthesising distributed controllers with network-level guarantees could
significantly reduce reliance on manual SCADA3 interventions, which often fail un-
der large-scale disturbances (Wooding et al., 2021). Yet, most existing methods rely
on accurate network models — a limitation that motivates the uncertainty-aware,
data-driven approaches developed in this thesis.

Military and Defence Fuelled by resurging defence spendings, autonomous sys-
tems are increasingly explored in military contexts (Reis et al., 2021). While many
previously mentioned technologies allow dual use, notable applications include au-
tonomous drones and vehicles used for surveillance, tactical missions, recovery,
and transportation — reducing human exposure in high-risk zones. Systems such
as Palantir’s AI-enabled decision-support platforms assist with real-time situational
analysis and strategy formulation. While these tools remain advisory, they oper-
ate over dynamic data streams and asset networks, underscoring the role of AI in
managing complex, time-sensitive military operations.

This overview is not exhaustive. Numerous other domains also demand certi-
fied, trustworthy autonomy — each with their own technical and societal challenges.
Building on this, the next section examines the formal foundations that enable reason-
ing about the behaviour of such systems and outlines the principal methodological
challenges they face.

3 SCADA – supervisory control and data acquisition
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1.1.2 Formal Methods for Cyber-Physical Systems

Formal methods encompass a broad spectrum of mathematically grounded tech-
niques for specifying the desired behaviour of a system and rigorously reasoning
about its adherence (Clarke and Wing, 1996; Belta et al., 2017). In this regard, Formal Verification &

Synthesisformal verification refers to determining the compliance of a system with a given
specification via formal methods; formal synthesis extends this concept to the al-
gorithmic design of controllers that render the controlled system compliant. Unlike
testing-based solutions, formal methods provide rigorous correctness guarantees by
systematically accounting for all possible behaviours permitted by a given model —
typically by construction or formal proof. This level of guarantee is especially com-
pelling for autonomous CPSs, where embedded controllers operate without human
oversight (Wongpiromsarn et al., 2023; Provan, 2024; Luckcuck, 2023) — aiming
at asserting compliance before actual deployment.

Many formal methods are designed for nonlinear system dynamics and abstract
high-level tasks, which classical control methods struggle to represent or reason
over (Khalil and Grizzle, 2002). Yet, the application of these methods to real-world
CPSs poses fundamental challenges: many techniques rely on accurate models of the
system and its environment, and struggle to cope with high-dimensional dynamics
and uncertainty. In fact, establishing scalable yet formal synthesis methods was high-
lighted as a major goal in the control community’s 50-year road map (Annaswamy
et al., 2024).

Challenges Despite their appeal, formal methods face fundamental obstacles when
applied to real-world CPSs (Luckcuck et al., 2019). Most approaches presuppose
access to accurate and tractable models of both the system and its environment — an
assumption that often breaks down in complex physical domains, where dynamics
are often nonlinear, stochastic, and only partially known. Even when such models
exist, formal reasoning typically incurs prohibitive computational costs, especially
in high-dimensional or partially observed systems, where the interplay of discrete
and continuous variables leads to combinatorial explosion (Norman et al., 2017). To Abstraction
remain tractable, these methods often rely on structural simplifications — such as
assuming low-dimensional or linear dynamics, or Gaussian noise (Park et al., 2012)
— but any guarantees derived under such assumptions may no longer hold if the real
system violates them. In practice, autonomous systems often fail due to discrepan-
cies between design-time models and the actual operating environment (Luckcuck,
2023). This demands for methods that can bridge the simulation–reality gap between Simulation vs Reality
increasingly abstract models and the actual physical system they aim to represent (see
Fig. 1.1). As systems grow in complexity and autonomy, addressing these challenges
calls for methods that can confront uncertainty, abstraction, and learning, without
relinquishing formal rigour.

To navigate these limitations, different strands of formal methods have emerged
(Lavaei et al., 2022a; Yin et al., 2024) — each adopting a distinct formal reasoning
approach, resting on specific system assumptions and supporting different specifica-
tion types.
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Degree of abstraction
Real-world system Simulator Explicit model Reduced-order

model

Fig. 1.1: Levels of abstraction: From the real-world system, via simulation models
and mathematical descriptions, to reduced-order models.

Abstraction-Based Approaches A prominent class of approaches enables control
synthesis by abstracting the continuous dynamics of CPSs into finite-state models
(see Fig. 1.2). These symbolic abstractions, typically constructed through spaceSymbolic Abstraction
discretisation, enable control synthesis from high-level specifications — often ex-
pressed using temporal logic languages — via automata-based techniques (Vardi,
1985; Baier and Katoen, 2008; Tabuada, 2009; Belta et al., 2017; Forejt et al.,
2011a). That is, specifications are translated into equivalent automata, and synthesis
is performed on the product of the symbolic abstraction and the specification au-
tomaton. Note that the number of discrete states grows exponentially with the system
dimension and complexity of the automaton. To mitigate this curse of dimensionality
inherent in abstraction-based approaches, several techniques have been proposed to
reduce the abstraction size while preserving formal guarantees:

• Adaptive partitioning and refinement seeks to reduce the total number of parti-
tions on a dynamics manifold of given dimensionality by exploiting its regular-
ity (Soudjani and Abate, 2013), the inflicted non-determinism (Kattenbelt et al.,
2010), or its emanating behaviour with respect to a given specification (Banse
et al., 2023).

• Compositional techniques break down large-scale networked systems via dissi-
pativity or small-gain reasoning (Arcak et al., 2016; Alur et al., 2001; Hahn et al.,
2013; Lavaei et al., 2023). They often rely on appropriate assumptions, including
input-to-state stability, bounded subsystem interaction, and decomposable task
specifications.

• Model order reduction (MOR) methods approximate high-dimensional systems
by lower-dimensional surrogate models that preserve key behavioural or input-
output properties (Chou et al., 2017). For stochastic systems, typical MOR meth-
ods providing computable error bounds include balanced truncation (Gugercin
and Antoulas, 2004) and tensor-based approaches (Wang et al., 2025; Mathiesen
et al., 2025).

While such additional steps can facilitate more scalable formal reasoning (Miner and
Parker, 2004), every layer of abstraction introduces a behavioural mismatch between
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Fig. 1.2 To reason formally
about the behaviour of a de-
livery robot in the continuous
physical world (top), the state
spaceX is discretised (middle)
to construct a symbolic model
(bottom), suitable for synthe-
sis. Target regions (yellow)
are underapproximated and
obstacles (grey) overapprox-
imated to ensure correctness
despite model error. The dis-
crete trajectory (black dots)
induces a predicted continu-
ous trajectory (red), whilst the
resulting actual trajectory of
the robot (purple) may diverge
due to dynamics mismatch or
uncertainty.
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the symbolic model and the physical system. Simulation relations are used to formally Simulation Relations
quantify the behavioural similarity between the two systems and guide the synthesis
of robust controllers for which the guarantees transfer to the original system (Segala
and Lynch, 1995; Baier and Katoen, 2008; Girard and Pappas, 2011). However,
constructing tractable abstractions and establishing simulation relations for nonlinear
stochastic systems is extremely computationally demanding (Van Huijgevoort et al.,
2023), and ensuring robustness becomes even more challenging when the underlying
model is uncertain or incomplete. These challenges have motivated the development
of alternative approaches that reason directly about the continuous-state system
dynamics, circumventing the need for fully symbolic abstractions.

Abstraction-Free Approaches Rather than constructing symbolic abstractions, an
alternative strand of methods operates directly on the continuous dynamics, typically
by trying to find witness functions or performing set-based computations. These
so-called abstraction-free approaches avoid the combinatorial blow-up associated
with discretisation, but come with their own trade-offs: they often require specific
structural assumptions to remain computationally feasible and the introduced conser-
vatism tends to be less controllable. Control barrier certificates4 (CBCs) are among Barrier Certificates
the most widely used techniques in this category (see Fig. 1.3). They certify safety or

4 In this thesis, CBCs and discrete-time control barrier functions (CBFs) (Cosner et al., 2024) are
jointly referred to as CBCs since their definitions are equivalent.
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Fig. 1.3 The delivery robot is
steered toward a target region
(in yellow) without construct-
ing a symbolic abstraction of
the continuous system (top),
by identifying a barrier func-
tion (red surface) that exceeds
a safety threshold in the avoid
regions (in grey) — indicated
by the red dashed level set
— and decreases towards the
target.

reachability properties by proving the existence of a (barrier) function that satisfies
a given set of inequalities with respect to the expected behaviour of the system (Pra-
jna et al., 2007). The resulting global optimisation problem is in general a robust
optimisation problem featuring infinitely many constraints. Thus, most approaches
either impose strong assumptions — such as control-affine or polynomial dynamics
and constraints to permit sum-of-squares (SOS) relaxations — or resort to spatial
abstractions to render the problem tractable. For specifications beyond reachability,
the problems become sequential reachability tasks (Jagtap et al., 2020b), greatly
impeding their applicability. Chapter 5 explores these approaches in more detail.

Reachability analysis forms a second major class of abstraction-free techniques,Reachability Analysis
which computes over-/underapproximations of the state space reachable under a
given control law by iteratively propagating sets of states through the system dynam-
ics (Althoff et al., 2021). For linear dynamics, these sets remain convex, enabling
highly efficient computation and placing such methods among the most practically
applied formal tools. While extensions to nonlinear systems exist, most approaches
resort to abstraction techniques or rely on specific system properties to handle non-
convexity. For stochastic systems, viable approaches are scarce, and often either
depend on linearity (Arcari et al., 2023) or isolate the stochastic influence from the
deterministic dynamics (Jafarpour et al., 2025) — a decomposition that may not
hold in more complex systems.

Both reachability analysis and CBCs struggle to handle richer temporal or logical
specifications beyond basic reach-avoid properties. Consequently, abstraction-free
methods offer a promising direction for formal methods, but remain sensitive to
structural assumptions. With a focus on autonomous CPSs, these assumptions might
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not hold as systems become increasingly complex, uncertain, or opaque. As a result,
even supposedly abstraction-free approaches regularly resort to some form of ab-
straction when moving towards more complex systems or specifications — placing
them in subtle tension with abstraction-based methods, which, despite their discreti-
sation overhead, naturally support broader classes of dynamics and specifications
(see Section 5.7).

Formal Synthesis Pipeline Powered by the formal approaches discussed above, one
can construct end-to-end formal synthesis pipelines that take high-level task specifi-
cations and system representations as inputs and produce controllers with probabilis-
tic correctness guarantees as outputs (see Fig. 1.4). This systematic application of Temporal Logic

Controlformal methods is commonly referred to as temporal logic control (Belta et al., 2017),
where the specification is typically provided in a temporal logic language — such
as linear temporal logic (LTL), signal temporal logic (STL), or 𝜔-regular expres-
sions — whilst possible system representations range from discrete-time stochastic
models, such as Markov decision processes (MDPs) and partially observed MDPs
(POMDPs), to data-driven approximations. Based on these inputs, a suitable formal

Specification
(e.g., LTL, STL)

System Model
(e.g., MDP, POMDP)

Layers of
Abstraction
(optional)

Formal
Synthesis

Robust Controller

Robust Sat. Prob.
(between 0 and 1)

Fig. 1.4: Formal synthesis pipeline.

synthesis framework computes a controller that ensures that the controlled system
satisfies the specification with mathematically guaranteed probability. The resulting
controllers are typically deployed within layered architectures, with low-level feed-
back controllers interfacing with the physical sensors and actuators of the system
in real-time (Matni et al., 2024). This provides a powerful alternative to classical
control frameworks such as model predictive control (MPC), which is effective for
convex objectives and constraints but struggles to address rich logical combinations
of events or long-horizon sequential tasks. In contrast, the temporal logic inter-
face allows users to specify rich desired behaviours directly and unambiguously in
symbolic form, enabling a principled, machine-verifiable synthesis process for the
design of autonomous systems, that can account for various system dynamics when
combined with a suitable formal synthesis approach (Luckcuck, 2023).

However, the algorithmic approaches used in this pipeline — whether abstraction-
based or abstraction-free — still inherit the same bottlenecks: assumptions about
model structure and the availability of sufficiently accurate but low-dimensional dy-
namics models seldom hold in practice. As such, whilst formal synthesis is promising
to the control of autonomous CPSs, these limitations necessitate the development of
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scalable approaches that better accommodate system uncertainty and model opacity
— setting the stage for the discussion that follows.

The Role of Uncertainty When interacting with the real world, autonomous CPSs
must operate in open, dynamic environments, where uncertainty is the norm rather
than the exception. As highlighted in the formal synthesis pipeline (Fig. 1.4), the
effectiveness of any controller depends critically on the accuracy of the underlying
system model. If this model is incomplete or not updated when the environment
changes, the resulting behaviour may diverge from the intended specification —
even if the synthesis procedure is formally correct (Luckcuck, 2023). Hence, the
reliability of formal methods hinges not just on their algorithmic rigour, but on their
capacity to model and reason under uncertainty.

Two principal types of uncertainty arise in this context. Aleatoric uncertainty cap-Aleatoric vs Epistemic
Uncertainty tures randomness inherent in system behaviour — such as environmental influences

and stochastic transitions — and is typically modelled probabilistically, e.g., through
Markov processes. Epistemic uncertainty, by contrast, stems from incomplete or
imprecise knowledge about the system, whether due to coarse abstractions, inaccu-
rate or sparse sensor measurements, or unobserved dynamics — thus also referred
to as systematic or model uncertainty. While aleatoric uncertainty is often seen as
irreducible, epistemic uncertainty can, in principle, be reduced through data collec-
tion, improved sensing, or better modelling. In practice, the boundary between these
types is blurry: what appears stochastic may reflect unmodelled structure or sensor
limitations, and what seems systematic may resist precise characterisation. Nonethe-
less, both forms of uncertainty challenge the assumptions underpinning standard
synthesis methods. Addressing them requires techniques that either explicitly model
uncertainty or ensure robust performance despite it. These challenges motivate the
need for synthesis frameworks that not only tolerate uncertainty but embed it as
a first-class modelling concern. The next paragraphs discuss how robustness and
learning can serve this goal. For an in-depth discussion on the epistemological nu-
ances of uncertainty types, see Kirchhof et al. (2025); Der Kiureghian and Ditlevsen
(2009); Smith (2024); Hüllermeier and Waegeman (2021).

Robustness under Uncertainty Designing controllers for systems under uncer-
tainty requires methods that can cope with both aleatoric and epistemic uncertainty.
For the former, stochastic models such as Markov decision processes (MDPs) al-
low formal verification against task specifications via probabilistic model check-
ing (Vardi, 1985; Kwiatkowska et al., 2007). Recall that unbounded stochasticityRobust Satisfaction

Probability generally prevents binary satisfaction of specifications; instead, one quantifies a ro-
bust satisfaction probability, i.e., a lower bound on the probability of satisfying a
given specification that accounts for modelling errors and abstraction steps in the
formal pipeline (Fig. 1.4).

To robustify against epistemic uncertainty, models such as robust MDPs (RMDPs)Robust MDPs
— including interval and parametrised MDPs (IMDPs, pMDPs) — are widely used
(Suilen et al., 2025; Puterman, 2014; Hahn et al., 2019). Parametrised models can
capture variability in system configurations and tolerances, such as deterioration
over time or manufacturing deviations. Crucially, such models avoid the need to
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design a new controller for each system instance, making them essential for scal-
able, real-world deployment. Despite their promise, formal synthesis under epistemic
uncertainty remains computationally challenging. Many approaches require reason-
ing over a set of models, i.e., performing worst-case analysis with respect to every
state-specific model instantiation. This becomes intractable for high-dimensional
systems, especially in the absence of MOR. For instance, MOR-compatible methods
for IMDPs are extremely limited (Mathiesen et al., 2025), and distributionally ro-
bust RMDPs based on ambiguity sets are computationally tractable only under fixed
partially-known dynamics (Gracia et al., 2023), with recent MOR techniques limited
to linear systems (Pulch, 2021). These challenges underscore a critical limitation:
sufficiently abstract system representations must often be constructed or adapted for
each setting — a process that is costly and subject to statistical error. In light of
these limitations — especially in high-dimensional or poorly understood settings —
incorporating data-driven frameworks into the formal pipeline to move from known
models to abstractions of unknown systems learned directly from observations is
becoming essential.

Learning under Uncertainty In practice, constructing accurate models of complex
systems is often infeasible or expensive and time-consuming. This is especially
true for AI-enabled CPSs, where components may be black-box or only observable
through data (Corso et al., 2021). This tension has sparked interest in statistical data- Statistical Learning

Frameworksdriven learning frameworks — including non-parametric methods such as Gaussian
processes (Jackson et al., 2020; Jiang et al., 2022; Jagtap et al., 2020a; Wajid et al.,
2022), non-parametric estimation (Zhang et al., 2024), conditional mean embeddings
(Thorpe et al., 2022; Romao et al., 2023), neural network dynamics models (Adams
et al., 2022), and scenario-based methods (Lavaei et al., 2022b; Salamati et al., 2024;
Kazemi et al., 2024a; Ajeleye et al., 2023) — where models with quantified statistical
errors are inferred from data, or even more, controllers are learned directly from data,
for example using model-free reinforcement learning (Kazemi and Soudjani, 2020;
Lavaei et al., 2020a; Hasanbeig et al., 2019; Kazemi et al., 2024b).

However, this is notoriously difficult: approaches often suffer from high sam-
ple complexity and data must typically be supplemented with information on the
regularity of the system dynamics to establish rigorous error bounds. This often
forces assumptions on the system structure or intermediate representations — such
as linearity, Lipschitz continuity, or kernel-related complexity bounds — that are
difficult to justify in uncertain or partially known systems. In fact, few works provide
practical approaches to obtaining such quantities (Zhang et al., 2024).

A key challenge in this setting is not only to learn accurate dynamics, but to Compatibility with
Formal Reasoninglearn system abstractions that are amenable to efficient formal reasoning. More

specifically, most learning-enabled models are continuous — just like the system
dynamics they aim to represent — and thus not natively amenable to formal reason-
ing. Abstracting them to, e.g., IMDPs, is extremely computationally intensive, as the
conversion typically requires optimisation over all possible transitions to determine
worst-case probability bounds (Wooding and Lavaei, 2024). Even more, if more data
becomes available, most models have to be recomputed entirely, with few existing
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approaches relating robust satisfaction probabilities directly to data availability. For
abstraction-free approaches, learning controllers via CBCs without a given model
concentrates around establishing a chance constraint on the latent dynamics of the
system based solely on data (Wajid et al., 2022; Jagtap et al., 2020a). To obtain the
required guarantees, existing work is often limited to control-affine systems (Lopez
and Slotine, 2023; Cohen et al., 2022a), or requires exponentially large data sets
and knowledge of bounds on the regularity of the system (Salamati et al., 2024).
Adjacent work explores model-free reinforcement learning (Kazemi and Soudjani,
2020; Lavaei et al., 2020a) or reachability analysis via sampling-based schemes (Lew
and Pavone, 2021), typically relying on either Lipschitz constants or providing only
asymptotic guarantees.

As such, learning-based formal methods for CPSs remain in early stages, and
a key open challenge is to develop frameworks that integrate efficient inference of
abstract models and controllers directly from data, whilst retaining formal guarantees
under uncertainty and relaxing the reliance on restrictive assumptions.

1.2 Central Research Question and Thesis Scope

The previous sections have outlined the vast challenges and opportunities that for-
mal methods offer for developing trustworthy autonomy. This thesis addresses key
limitations of existing formal control synthesis and verification approaches for CPSs
operating under both aleatoric and epistemic uncertainty. The focus is on robust,
data-driven frameworks that relax unrealistic assumptions prevalent in the litera-
ture.

Central Research Question How can correct-by-design controllers be con-
structed for uncertain stochastic systems to ensure satisfaction of temporal
logic specifications based on data?

Rather than layering post-hoc verification tools onto existing pipelines, this thesis
builds from the ground up — engaging deeply with the theoretical foundations of for-
mal methods and data-driven learning to develop learning-enabled architectures that
naturally embed uncertainty handling and correctness by design. To make progress
on this question, a scoped view of control under uncertainty is adopted. The follow-
ing assumptions define the class of systems and specifications considered, balancing
expressiveness and tractability:

• Discrete-Time Control: Most engineered systems operate in discrete-time feed-
back loops, with sensing and actuation occurring at fixed sampling rates. This
assumption aligns with practical implementations of embedded controllers and
supports common data-driven learning pipelines. Extensions to asynchronous
sensing and continuous-time guarantees are discussed in Chapter 7.

• Nonlinear Stochastic Dynamics: Randomness and limited model knowledge
are key features of real-world CPSs. Thus, uncertainty is treated as a first-class
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modelling element. The thesis builds on general stochastic nonlinear systems, in
contrast to many existing methods that rely on deterministic or linear dynamics
to obtain guarantees.

• Observability and Markovianity: The systems are assumed to have Markovian
dynamics with full-state observability. This avoids the additional computational
burden of online estimation or POMDP5 reasoning and isolates the core chal-
lenge of synthesising controllers under model uncertainty. Extensions to partially
observable systems are discussed in Chapter 7.

• Time Invariance: The system behaviour is assumed static with respect to time.
This abstracts away the additional task of modelling the evolution of the dynam-
ics themselves to focus on designing robust controllers.

• Static Specifications: Temporal logic specifications are assumed to be known
and time-invariant. This excludes adaptive tasks and keeps the focus on the
development of scalable synthesis techniques. Future work discusses possible
extensions to dynamic settings.

These assumptions define a tractable yet challenging problem setting, centred around
uncertainty-aware models such as pMDPs, IMDPs, and kernel-based models. These
models capture both aleatoric and epistemic uncertainty while enabling policy syn-
thesis with formal guarantees. Subsequent chapters may focus on fragments of
temporal logic, whilst pointing towards possible extensions, wherever applicable.

By drawing clear boundaries around what is modelled and controlled, the thesis
concentrates on the synthesis of data-driven controllers that satisfy rich specifications
under uncertainty — without being encumbered by orthogonal challenges such as
partial observability, non-stationary environments, or evolving task logic. These
aspects are acknowledged and revisited in Chapter 7, which outlines pathways for
lifting or relaxing the present assumptions.

1.3 Claims and Key Takeaways

The overarching contributions of this work fall into five main areas, which are
reflected in the structure and technical progression of the thesis.

I Addressing Aleatoric and Epistemic Uncertainty in Formal Synthesis For
continuous-state systems, existing formal approaches typically consider stochastic-
ity (aleatoric uncertainty) or incomplete model knowledge (epistemic uncertainty)
in isolation (see related work in Subsection 1.1.2). This thesis develops methods
that explicitly incorporate both types of uncertainty, addressing the second-order
problem of uncertainty about the stochastic law itself. This is especially relevant for
CPSs, as an exact stochastic model of the system is rarely available and guarantees
only hold for the specific model based on which they were obtained. The chapters
follow a progression from model-rich settings to minimal prior knowledge, show-

5 POMDP — partially observable Markov decision process
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ing how formal guarantees can be achieved under increasing levels of compounded
uncertainty.

II Exploring the Trade-Off Between Structure and Guarantees Dual to uncer-
tainty, the strength and tractability of formal guarantees are often tied to the degree of
structural assumptions (e.g., linearity, parametrised forms, Lipschitzness) imposed
about the system. This thesis spans a continuum from model-rich to model-free
paradigms, relaxing assumptions toward fully black-box systems whilst retaining a
quantifiable notion of correctness. The chapters explore how imposing structure in
progressively more abstract form — from spatial to spectral symbolisms — enables
more flexible guarantees and more efficient synthesis. The underlying spectrum of
structural assumptions is central to understanding the trade-offs in practical verifi-
cation and synthesis workflows.

III Property-Centric Learning for Verification As systems grow in complexity
and uncertainty, constructing full models becomes both computationally expensive
and often unnecessary. Instead, this thesis advocates for learning structured repre-
sentations designed to support formal synthesis directly. Two complementary devel-
opments are pursued: on one hand, structure is systematically imposed in learned
models — including parametrised dynamics, hierarchical tree structures, and spec-
tral representations — to ensure compatibility with abstraction and model checking
procedures. On the other hand, explicit model construction is increasingly bypassed
in favour of learning predictors that assess the property of interest directly from data.
This shift reflects a broader trend toward integrating property-centric reasoning deep
into the learning process itself.

IV Correct-by-Design Synthesis over Post-Hoc Verification A central theme in
this thesis is the emphasis on synthesising controllers that satisfy temporal logic
specifications with formal guarantees established during the design phase. This
stands in contrast to runtime safety monitoring or statistical falsification techniques,
and reflects a principled shift in how safety is approached for autonomous CPSs.
A key challenge addressed in this context is the ability to provide such guarantees
even when system knowledge is incomplete or when configurations may vary at de-
ployment. Recall that the ability to synthesise policies that generalise across varying
configurations or improve with accumulating data is a recurring objective.

V Selective Abstraction and Robust Refinement Several contributions point to-
ward the importance of selective abstraction and refinement as mechanisms for
scalable formal synthesis. In particular, abstraction is used to construct reduced-
order models that preserve critical system behaviour, while refinement techniques
ensure that guarantees obtained at the abstract level carry over to the original sys-
tem. Although only partially explored in this thesis, these directions offer promising
avenues for building scalable, compositional synthesis pipelines in future work.

These claims align with the technical progression of modelling paradigms across
the thesis chapters, as illustrated in Fig. 1.5. Throughout, the thesis highlights that
identifying structure conducive to efficient model checking and synthesis whilst
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quantifying and compensating for the resulting abstraction error is central to ad-
vancing the practical scalability of formal methods.

𝜃𝑐𝜃𝑏
𝜃𝑎

ΨX ℋ+

Cℜ

pMDP IMDP

Robustness Learning

CME
(latent)

Fig. 1.5: Qualitative comparison of dynamics modelling paradigms by their robust-
ness and expressive learning capacity — from parametric discrete-state models, and
interval-based abstractions, to latent function-space representations (left to right).

1.4 Overview of the Thesis

This section maps the thesis chapters to the claims and main takeaways outlined
previously. The contents of this thesis are based on original research published
or under review in peer-reviewed international conferences and journals. As the
exclusive first author, I have written all works in their entirety. Across all chapters, co-
authors supported the work through feedback or assistance with the implementation.
While many sections are adapted from the original papers, all writing has been
revised to ensure consistency and coherence throughout the thesis.

PART I: ROBUSTNESS UNDER UNCERTAINTY

Chapter 2: Bayesian Correct-by-Design Synthesis of Uncertain Systems This
chapter presents a correct-by-design synthesis approach for stochastic systems, inte-
grating robustness to uncertain model parameters via Bayesian learning and proba-
bilistic simulation relations. This is especially relevant as deployed systems can rarely
be modelled exactly and parameters can change due to manufacturing-related or op-
erational factors. To this end, continuous-space nonlinear dynamics are abstracted
into finite-state (reduced-order) models, used to synthesise controllers for the original
system that satisfy complex temporal logic specifications upon refinement. A known
model structure is imposed, with unknown parameters treated as random variables.
Bayesian linear regression is applied to derive credible parameter sets from data.
Probabilistic simulation relations — formalised through new sub-probability cou-
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plings — then link the unknown data-generating system to its symbolic abstraction,
capturing both aleatoric and parametric uncertainty. The approach achieves rigorous
robustness guarantees through comprehensive error bound computations, highlight-
ing that scalability hinges on the availability of reduced-order models or additional
structural information.

Associated Publications:

↩→ Oliver Schön, Birgit van Huijgevoort, Sofie Haesaert, and Sadegh Soudjani
(2025). “Bayesian Formal Synthesis of Unknown Systems via Robust Simulation
Relations”. In IEEE Transactions on Automatic Control (TAC), Full Paper,
70(3):1531–1546, 16 pages, DOI: 10.1109/TAC.2024.3459308.

↩→ Oliver Schön, Birgit van Huijgevoort, Sofie Haesaert, and Sadegh Soudjani
(2023). “Poster Abstract: Data-Driven Correct-by-Design Control of Paramet-
ric Stochastic Systems”. In Proceedings of the 26th ACM International Confer-
ence on Hybrid Systems: Computation and Control (HSCC), San Antonio, TX,
USA, 2023. ACM, 2 pages. DOI: 10.1145/3575870.3589547.

↩→ Oliver Schön, Birgit van Huijgevoort, Sofie Haesaert, and Sadegh Soudjani
(2022). “Correct-by-Design Control of Parametric Stochastic Systems”. In 2022
IEEE 61st Conference on Decision and Control (CDC), Cancun, Mexico, 2022,
pp. 5580–5587, DOI: 10.1109/CDC51059.2022.9992723.

Chapter 3: Correct-by-Design Synthesis for Networks of Uncertain Systems
CPSs are often composed of multiple dynamically interconnected subsystems op-
erating under uncertainty. This chapter builds on the previous results by extending
correct-by-design synthesis to such networked settings, addressing key challenges
of scalability and heterogeneous disturbances. Local probabilistic simulation rela-
tions are constructed to handle parametric uncertainty from data and are composed
into a global relation, enabling the synthesis of local controllers that collectively
satisfy temporal logic specifications for the entire networked system. Arbitrary noise
distributions are approximated via learnable Gaussian mixture models. The overall
approach scales linearly with the number of subsystems, significantly improving
the tractability of correct-by-design synthesis for systems with inherent network
structure.

Associated Publication:

↩→ Oliver Schön, Birgit van Huijgevoort, Sofie Haesaert, and Sadegh Soudjani
(2023). “Verifying the Unknown: Correct-by-Design Control Synthesis for Net-
works of Stochastic Uncertain Systems”. In 2023 62nd IEEE Conference on De-
cision and Control (CDC), Singapore, Singapore, 2023, pp. 7035–7042, DOI:
10.1109/CDC49753.2023.10383307.

PART II: LEARNING UNDER UNCERTAINTY

https://doi.org/10.1109/TAC.2024.3459308
https://doi.org/10.1109/TAC.2024.3459308
https://doi.org/10.1145/3575870.3589547
https://doi.org/10.1145/3575870.3589547
https://doi.org/10.1109/CDC51059.2022.9992723
https://doi.org/10.1109/CDC49753.2023.10383307
https://doi.org/10.1109/CDC49753.2023.10383307
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Chapter 4: Learning Formal Abstractions via Binary-Tree Gaussian Processes
This chapter marks the shift towards a focus on learning formal abstractions of
stochastic systems directly from data. Gaussian process (GP) regression is em-
ployed to learn system dynamics with additive Gaussian stochasticity from data
without relying on a given parametrised model structure. While IMDPs provide
a verification-friendly model representation often used in conjunction with GPs,
constructing them from learned dynamics is typically computationally expensive.
This chapter demonstrates that GPs with structural binary-tree kernels — known as
binary-tree Gaussian processes (BTGPs) — can be used to generate IMDPs with
orders-of-magnitude speed-up, by learning representations that are naturally discon-
tinuous and thus inherently amenable to formal analysis. In doing so, BTGPs avoid
computationally intensive abstraction and error quantification procedures. By show-
ing how kernel-based learning can be integrated directly into the modelling pipeline,
this chapter illustrates the synergy between machine learning and formal methods,
offering a scalable solution for the robust verification of reachability specifications
under both aleatoric and epistemic uncertainty.

Associated Publication:

↩→ Oliver Schön, Shammakh Naseer, Ben Wooding, and Sadegh Soudjani (2024).
“Data-Driven Abstractions via Binary-Tree Gaussian Processes for Formal Ver-
ification”. IFAC-PapersOnLine, 58(11):115–122, In: The 8th IFAC Conference
on Analysis and Design of Hybrid Systems (ADHS), Boulder, CO, USA, 2024,
DOI 10.1016/j.ifacol.2024.07.434.

Chapter 5: Kernel-Based Learning of Black-Box Safety Certificates This chap-
ter turns to the challenge of verifying safety for fully black-box stochastic systems
using data alone. Control barrier certificates are learned directly from observed
transitions via conditional mean embeddings (CMEs), capturing uncertainty and
enabling distributionally robust guarantees. A spectral abstraction based on a fi-
nite Fourier expansion casts the verification problem as a linear program, allowing
efficient computation using the fast Fourier transform. The approach is extremely
flexible and extends conceptually to broader temporal logic specifications, including
𝜔-regular properties.

Associated Publications:

↩→ Oliver Schön, Zhengang Zhong, and Sadegh Soudjani (TBA). “Kernel-Based
Learning of Safety Barriers”. Manuscript submitted for publication in Journal
of Artificial Intelligence Research (JAIR), 37 pages.

↩→ Oliver Schön, Zhengang Zhong, and Sadegh Soudjani (2024). “Data-Driven
Distributionally Robust Safety Verification Using Barrier Certificates and Con-
ditional Mean Embeddings”. In American Control Conference (ACC), Toronto,
ON, Canada, 2024, pp. 3417–3423, DOI: 10.23919/ACC60939.2024.10644349.

https://doi.org/10.1016/j.ifacol.2024.07.434
https://doi.org/10.1016/j.ifacol.2024.07.434
https://doi.org/10.23919/ACC60939.2024.10644349
https://doi.org/10.23919/ACC60939.2024.10644349
https://doi.org/10.23919/ACC60939.2024.10644349
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Chapter 6: Conclusion This chapter summarises the main results and accompany-
ing software tools developed throughout the thesis, reflecting on their contributions
to advancing the state of the art in formal synthesis under uncertainty.

Chapter 7: Future Directions This chapter concludes the thesis with an outline of
promising directions for future work.



PART I
ROBUSTNESS UNDER UNCERTAINTY



In an uncertain world, robustness is key. A robust strategy expects uncertainty, plans
for the worst, and guarantees success despite it.



Chapter 2

Bayesian Correct-by-Design
Synthesis of Uncertain Systems via
Robust Simulation Relations

Abstract This chapter proposes a data-driven approach to synthesising controllers
for continuous-space stochastic systems with parametric uncertainty that are cor-
rect by design and can provably satisfy complex temporal logic specifications. The
first stage utilises Bayesian regression to infer credible parameter sets from data,
which contain the true parameters of the data-generating system with a specified
level of confidence. In the second stage, a new class of simulation relations based
on sub-probability couplings is introduced, which enable correct-by-design control
refinement under both stochastic and parametric uncertainty. These relations are
crucial for constructing abstract systems that are formally related to not just a single
system, but an entire set of ambiguously parametrised systems. The approach is
demonstrated on three case studies, including a nonlinear and a high-dimensional
system.

2.1 Introduction

Many existing formal control synthesis approaches are based on the assumption
that the exact stochastic model of the target system is known (Lavaei et al.,

2022a; Yin et al., 2024). This constitutes a significant limitation, as any guarantees
obtained during synthesis apply only to the specific model used. To address this issue,
this chapter explores how classical data-driven system identification techniques can
be integrated into formal synthesis frameworks.

System identification of stochastic systems is a well-established field (Keesman,
2011; Van Den Hof and Schrama, 1995). Typically, a parametrised model structure Closeness
is imposed, whose parameters are estimated from data by minimising an appropriate
distance of closeness — either in the time or frequency domain — between observed
output data and the output trajectories generated by the model. This approach aligns

23
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naturally with engineering practice, where the general structure of a system is often
modelled from first principles, with parameters determined empirically.

𝜃𝑎
𝜃𝑏 𝜃𝑐

𝑡

𝑡 + 1

𝑡

𝑡 + 1

Fig. 2.1: The goal of system identification is to approximate the uncertain system
M(𝜃) (parametrised by uncertain parameters 𝜃 ∈ {𝜃𝑎, 𝜃𝑏, 𝜃𝑐}) with a model M(𝜃)
characterised by a concrete parametrisation 𝜃. Note that the dynamics under each
concrete parametrisation 𝜃𝑎, 𝜃𝑏, 𝜃𝑐, 𝜃 are still stochastic.

Building on this foundation, this chapter assumes a given parametrised stochastic
model and uses system identification tools to compute credible parameter sets that
capture the uncertainty induced by limited data. This externalises epistemic uncer-
tainty as an additional parametric dimension overarching a set of coherent stochastic
models indexed by concrete parameter realisations, as illustrated in Fig. 2.1. The
approach then builds on the theoretical foundations established by Haesaert et al.
(2017); Haesaert and Soudjani (2021) to design robust controllers using abstraction-
based methods via probabilistic simulation relations.

The problem studied in this chapter can be summarised as follows.

Problem 2.1 (Data-Driven Synthesis) Given sample data and a parametrised
model of the uncertain true system, design a controller such that the controlled
system satisfies a given temporal logic specification with probability at least
𝑝𝜓 ∈ (0, 1) and confidence (1 − 𝛼) ∈ (0, 1).1

1 Two-layered probabilities are typical for problems involving both aleatoric and epistemic uncer-
tainty. Whilst they can be merged (see, e.g., Corollary 2.1), keeping them separate helps attribute
conservatism more transparently. The outer probability (1 − 𝛼) reflects the confidence in the iden-
tified model — including its stochastic law — used to compute the inner probability 𝑝𝜓 , which
quantifies the probability of specification satisfaction under the worst-case behaviour consistent
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Unlike existing work on data-driven synthesis — mainly focused around more
flexible machine learning techniques — this principled parametric approach facili-
tates rigorous yet tractable robustness guarantees in a practical form. For instance,
GP-based IMDP construction (Jackson et al., 2020; Jiang et al., 2022) is extremely
computationally intensive and requires bounds on the complexity of the latent dy-
namics in a reproducing kernel Hilbert space (RKHS) — an impractical assumption.
Alternative, scenario-based approaches (Lavaei et al., 2022b) demand known Lip-
schitz constants to obtain formal guarantees, which are hard to obtain in practice.
Moreover, IMDPs capture uncertainty in a state-wise independent fashion, leading
to often overly conservative models (Schnitzer et al., 2024). In contrast, the approach
taken here treats epistemic uncertainty globally and structurally via a parametrised
model. While this may reduce expressiveness, it is better aligned with engineering in-
tuition and compatible with established tools like MOR techniques (van Huijgevoort
and Haesaert, 2022). It will be shown that this latter property is crucial to scale to
high-dimensional systems (see Subsection 2.6.2).

In the context of formal synthesis for stochastic systems, few results are available
to relate satisfaction of temporal requirements by the learned model to that of the
true, unknown system in terms of the size of the dataset. In fact, existing IMDP-
based approaches typically require full model reconstruction to incorporate new data,
rendering them unsuitable for real-time learning applications such as autonomous
systems.

This chapter presents an abstraction-based solution to Problem 2.1 for discrete-
time stochastic systems and co-safe LTL specifications (see Definition 2.1). The
proposed scheme proceeds in two stages:

1. System Identification: Available system identification techniques are utilised
to learn credible parameter sets from data such that the true parameters lie
within them with high confidence. As each concrete parametrisation associates
a corresponding parametrised model (see Fig. 2.1), the result is a set of credible
models.

2. Robust Controller Synthesis: A novel type of simulation relations is developed
to quantify behavioural closeness between all models in the identified credible
set and a chosen nominal model. As one of the main contributions, this type
of simulation relation enables a control refinement2 that is independent of the
concrete valuation of the uncertain parameters — thus relaxing the need for
exact parameter knowledge.

Theoretical results for establishing this new relation and the associated closeness
guarantees for nonlinear parametrised systems with additive Gaussian uncertainty
are provided, enabling the design of controllers with probabilistic specification sat-
isfaction uniformly across the entire parameter set. The trade-off between the size of

with the identified law. See Hüllermeier and Waegeman (2021) for a detailed discussion on this
interplay.
2 Control refinement refers to adapting a controller synthesised for a surrogate model to a suit-
able controller for the target system, typically via an interface function and state mapping. See
Subsection 2.4.1 for details.
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the dataset and the conservatism introduced by the robust treatment of the parametric
uncertainty is illustrated through numerical experiments (see Section 2.6). Whilst
the proposed framework is generally compatible with any estimation method pro-
viding robust credible parameter sets (Jaynes and Kempthorne, 1976), this chapter
illustrates the approach using Bayesian linear regression (Bishop, 2006).

Organisation This chapter unfolds as follows. After briefly recalling essential no-
tation and foundational concepts from probability and measure theory, Section 2.2
presents the system and temporal logic specifications needed to formalise Prob-
lem 2.1 in Subsection 2.2.4, revealing two key subproblems. The first subproblem is
tackled by the data-driven system identification framework presented in Section 2.3.
Section 2.4 introduces the novel notion of sub-simulation relations and control re-
finement via partial coupling, demonstrating how to design robust controllers and
compute rigorous bounds on specification satisfaction probabilities. Building on
this, Section 2.5 leverages the identification approach from Section 2.3 to learn cred-
ible parameter sets from data and establish the connection between parametrised
nonlinear models and their abstractions. The framework is validated across various
systems in Section 2.6. The chapter closes with Section 2.7, which explores potential
extensions.

2.2 Preliminaries and Problem Statement

Below is a collection of basic notation used throughout the thesis.

Notation Let R, R≥0, N, N0, be the sets of reals, non-negative reals, and natural
numbers excluding and including zero, respectively. The transpose of a matrix 𝐴

is indicated by 𝐴⊤. Given variables 𝑎1, 𝑎2, 𝑎3 of suitable dimension, [𝑎1; 𝑎2; 𝑎3]
denotes the column vector [𝑎⊤1 , 𝑎

⊤
2 , 𝑎
⊤
3]
⊤. 𝐼𝑛 denotes the identity matrix of dimension

𝑛×𝑛, where 𝑛 ∈ N. For two sets 𝐴, 𝐵, their Cartesian product is written as 𝐴×𝐵. The
indicator function 1l𝐴(𝑥) for a set 𝐴 is defined as 1l𝐴(𝑥) = 1 if 𝑥 ∈ 𝐴 and 1l𝐴(𝑥) = 0
otherwise.

2.2.1 Probability Theory

The contents of this thesis require a basic understanding of some notions from
probability and measure theory, summarised in this section. For further details and
reading, please refer to the monograph Papoulis (1965) for a general introduction to
probability theory and Bogachev (2007) for modern measure theory.

Probability Measures Let (X,ℬ(X)) be a Borel measurable space, with a Polish
sample space X and a Borel 𝜎-algebra ℬ(X) defined over X, i.e., the smallest 𝜎-
algebra containing all open subsets of X (Bogachev, 2007). A positive measure 𝜈
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on (X,ℬ(X)) is a non-negative map 𝜈 : ℬ(X) → R≥0 such that for all countable
collections {𝐴𝑖}∞𝑖=1 of pairwise disjoint sets in ℬ(X) it holds that 𝜈(⋃𝑖 𝐴𝑖) =∑
𝑖 𝜈(𝐴𝑖). A measure 𝑝 : ℬ(X) → [0, 1] is a probability measure if 𝑝(X) = 1 and a

sub-probability measure if 𝑝(X) ≤ 1. A probability space is given by (X,ℬ(X), 𝑝),
with realisations 𝑥 ∼ 𝑝. The set of all probability measures for a given measurable
space (X,ℬ(X)) is denoted as 𝒫(X).

In this context, the following concepts are used throughout the thesis:

• The Dirac delta measure 𝛿𝑎 : ℬ(X) → [0, 1] concentrated at a point 𝑎 ∈ X is
defined as 𝛿𝑎 (𝐴) = 1 if 𝑎 ∈ 𝐴 and 𝛿𝑎 (𝐴) = 0 otherwise, for any measurable set
𝐴 ∈ ℬ(X).

• The 𝑛-dimensional Gaussian measure with mean 𝜇 ∈ R𝑛 and covariance matrix
Σ ∈ R𝑛×𝑛 is defined by

N(𝑑𝑥 |𝜇, Σ) :=
𝑑𝑥√︁
(2𝜋)𝑛 |Σ |

exp
[
−1

2
(𝑥 − 𝜇)⊤Σ−1 (𝑥 − 𝜇)

]
,

with |Σ | being the determinant of Σ.
• The cumulative distribution function (CDF) of a 1-dim. Gaussian distribution3,

cdf (𝑥 |𝜇, Σ) :=
∫ 𝑥

−∞
N(𝑑𝜉 |𝜇, Σ) 𝑑𝜉,

is abbreviated to cdf (𝑥) for the standard case (𝜇 = 0, Σ = 1).

Probability Kernels For two measurable spaces (X,ℬ(X)) and (Y,ℬ(Y)), a
(sub-)probability kernel is a mapping p : X×ℬ(Y) → [0, 1] such that p(𝑥, · ) : ℬ(Y)
→ [0, 1] is a (sub-)probability measure for each 𝑥 ∈ X, and p( · , 𝑌 ) : X→ [0, 1] is
measurable for all𝑌 ∈ ℬ(Y); subsequently, the (sub-)probability measure associated
to or conditioned on 𝑥 ∈ X is denoted by p( · |𝑥).

2.2.2 Stochastic Control System

This section presents the mathematical details used to describe the dynamical be-
haviour of a target system and its corresponding controller.

Stochastic Dynamics Model Consider a system whose dynamical behaviour can
be modelled by a discrete-time stochastic nonlinear model, perturbed by additive
stochastic noise and model-parametric uncertainty:

M(𝜃) :
{
𝑥𝑡+1 = 𝑓𝜃 (𝑥𝑡 , 𝑢𝑡 ) + 𝑤𝑡 , 𝑤𝑡 ∼ N( · |0, Σ)
𝑦𝑡 = ℎ(𝑥𝑡 )

, (2.1)

3 The probability measure of a Gaussian distribution is a Gaussian measure.
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with state 𝑥𝑡 ∈ X ⊂ R𝑛𝑥 , input 𝑢𝑡 ∈ U ⊂ R𝑛𝑢 , and observation 𝑦𝑡 ∈ Y ⊂ R𝑛𝑦 at time
step 𝑡 ∈ N0. The functions 𝑓 : X ×U ×Ω→ X and ℎ : X→ Y specify, respectively,
the parametrised state evolution — subject to an uncertain parametrisation 𝜃 ∈ Ω

from some parameter space Ω — and the observation map of the system. The
additive process noise 𝑤𝑡 ∈ W is an independent, identically distributed (i.i.d.)
noise sequence with Gaussian distribution 𝑤𝑡 ∼ N( · |0, Σ). Consequently, the noise
is generally unbounded — unlike many existing approaches assuming noise with
bounded support.

System Evolution The goal of this chapter is to design a controller for the system
M(𝜃), which generates input sequences of the form u := 𝑢0, 𝑢1, 𝑢2, . . .. Starting
from an initial state 𝑥0 ∈ X0 ⊂ X, the system evolves along (finite) executions,
i.e, sequences of states x = 𝑥0, 𝑥1, 𝑥2, . . . (respectively, x𝑁 = 𝑥0, 𝑥1, 𝑥2, . . . , 𝑥𝑁 ).
In each execution, the consecutive state 𝑥𝑡+1 ∈ X is obtained as a realisa-
tion 𝑥𝑡+1 = 𝑓𝜃 (𝑥𝑡 , 𝑢𝑡 ) + 𝑤𝑡 , 𝑤𝑡 ∼ N( · |0, Σ). The resulting execution history
(𝑥0, 𝑢0, 𝑥1, . . . , 𝑢𝑁−1, 𝑥𝑁 ) grows with the number of steps 𝑁 and takes values in
the history space H𝑁 := (X × U)𝑁 × X.

Controller A controller determines which inputs to apply, based on the evolutionControl Policies
history of the system. Formally, a control policy 𝜼 = (𝜂0, 𝜂1, 𝜂2, . . .) is a sequence
of universally measurable maps 𝜂𝑡 : H𝑡 → 𝒫(U), 𝑡 ∈ N0 from execution histo-
ries to distributions over inputs. Two common subclasses of control policies are
differentiated:

• A Markov policy 𝝆 = (𝜌0, 𝜌1, 𝜌2, . . .) restricts this mapping to depend only on
the current state, i.e., 𝜌𝑡 : X→ 𝒫(U). A Markov policy is called stationary, if
𝝆 = (𝜌, 𝜌, 𝜌, . . .) for some fixed map 𝜌.

• A finite memory policy augments the state with a memory state that evolves
with the system history, e.g., tracking task-relevant information (e.g., whether a
delivery robot has picked up a pizza or already delivered it). To this end, it first
maps the finite state execution of the system to a finite set (memory), and then
chooses the input similar to the Markov policy as a function of the system state
and the memory state. This class of policies is needed for satisfying temporal
specifications on the system executions.

In the remainder of this chapter, a controller for the model M(𝜃) in (2.1) is denoted
by C — typically the deterministic implementation of a policy above — acting as a
state-feedback law,

𝑢𝑡 = C (𝑥𝑡 ).

The closed-loop composition of C and M(𝜃) is written as C ZM(𝜃). Additional
formal definitions and technical details can be found in the work of Haesaert and
Soudjani (2021); Tabuada (2009).
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2.2.3 Temporal Logic Specifications

Temporal logic specifications provide a natural and unambiguous semantic for spec-
ifying the desired system behaviour — used as an input to the control synthesis task.
Such specifications are defined as formulas composed of atomic propositions and
operators.

Atomic Propositions Let 𝐴𝑃 := {𝑝1, . . . , 𝑝𝐿} be a set of atomic propositions that
defines an alphabet 𝚺 := 2𝐴𝑃 , where any letter 𝑙 ∈ 𝚺 is composed of a set of atomic
propositions. An infinite string of letters forms a word 𝝎 = 𝑙0𝑙1𝑙2 . . . ∈ 𝚺N0 . For any
𝑖 ∈ N0, 𝝎𝑖 = 𝑙𝑖 𝑙𝑖+1𝑙𝑖+2 . . . denotes a suffix of 𝝎.

This chapter considers the co-safe subset of linear-time temporal logic properties
(scLTL) (Kupferman and Vardi, 2001). This subset consists of temporal logic for-
mulas for which violation can be determined from a finite bad prefix of a word (cf.
Fig. 2.2). Possible extensions are discussed in Section 2.7.

Definition 2.1 (Syntactically Co-Safe Linear Temporal Logic (scLTL)) scLTL Co-Safe LTL
formulas can be constructed according to the syntax

𝜓 ::= true | 𝑝 | ¬𝑝 | 𝜓1 ∨ 𝜓2 | 𝜓1 ∧ 𝜓2 | 𝜓1 U 𝜓2 | ⃝ 𝜓,

where 𝑝 ∈ AP is an atomic proposition. The semantics of scLTL are defined recur-
sively over 𝝎𝑖 as follows:

• Proposition: 𝝎𝑖 |= 𝑝 iff 𝑝 ∈ 𝑙𝑖;
• And: 𝝎𝑖 |= 𝜓1 ∧ 𝜓2 iff (𝝎𝑖 |= 𝜓1) ∧ (𝝎𝑖 |= 𝜓2);
• Or: 𝝎𝑖 |= 𝜓1 ∨ 𝜓2 iff (𝝎𝑖 |= 𝜓1) ∨ (𝝎𝑖 |= 𝜓2);
• Until: 𝝎𝑖 |= (𝜓1 U 𝜓2) iff ∃ 𝑗 ≥ 𝑖 s.t. (𝝎 𝑗 |= 𝜓2) ∧ (𝝎𝑡 |= 𝜓1),∀𝑡 = 𝑖, . . . , 𝑗 − 1;
• Next: 𝝎𝑖 |= ⃝𝜓 iff 𝝎𝑖+1 |= 𝜓.

The eventually operator ♦𝜓 is used as a shorthand for true U𝜓. A word 𝝎 satisfies
a specification 𝜓 if 𝝎0 does, i.e., 𝝎 |= 𝜓 iff 𝝎0 |= 𝜓.

Temporal logic specifications are defined over the output traces of a system. To
this end, the system M is equipped with a labelling function L : Y→ Σ assigning
a letter 𝑙 to each system output 𝑦, thus itself producing an abstraction of the output
domain of the system. Consequently, each output trace y = 𝑦0, 𝑦1, 𝑦2, . . . can be
translated to a word 𝝎 = L(y) = 𝑙0, 𝑙1, 𝑙2, . . .. Fig. 2.2 depicts some basic example
formulas.

A system satisfies the specification 𝜓 with probability at least 𝑝𝜓 if E[L(y) |=
𝜓] ≥ 𝑝𝜓 , where y is any output trace emitted by M. When the labelling function
L is known from the context, writing the equivalent P(C ZM |= 𝜓) emphasises
that the output traces of C ZM are used for checking the satisfaction. Similarly,
P (C ZM(𝜃) |= 𝜓) denotes the probability that the parametrised system CZM(𝜃)
satisfies 𝜓.

Remark 2.1 (Infinite-Horizon Formulas) The formula horizon of a specification 𝜓 Formula Horizon
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Until
𝜓1 U 𝜓2

𝑙0 𝑙1 𝑙2 𝑙3

𝜓1 ∧ ¬𝜓2 𝜓1 ∧ ¬𝜓2 𝜓2 arbitrary

Next
⃝𝜓 𝑙0 𝑙1 𝑙2 𝑙3

arbitrary 𝜓 arbitrary arbitrary

Eventually
♦𝜓

𝑙0 𝑙1 𝑙2 𝑙3

arbitrary arbitrary 𝜓 arbitrary

Fig. 2.2: Examples of satisfying words for basic scLTL formulas.

is the shortest prefix y𝑖 := 𝑦0, 𝑦1, . . . , 𝑦𝑖 (𝑖 ∈ N0 ∪ {∞}) needed to assess the
satisfaction of any output trace y = 𝑦0, 𝑦1, 𝑦2, . . . generated by the system (Farahani
et al., 2019). Thus, any formula containing an eventually operator is by definition an
infinite-horizon specification.

2.2.4 Problem Statement

The results of this chapter are built on the assumption that the unknown data-
generating target system M

∗ is of the parametrised form (2.1), i.e., M∗ := M(𝜃∗),
where the functions 𝑓 and ℎ are known but the underlying concrete parametrisation
𝜃∗ ∈ Ω is unknown. The goal of Problem 2.1 is to design a controller C such that the
controlled system CZM

∗ satisfies a given scLTL specification 𝜓, i.e, CZM
∗ |= 𝜓.

Data Collection To estimate the unknown parameters 𝜃∗ — and thus by extension
the model M

∗ —, data is collected from M
∗ by sampling a finite number of

state-input pairs (𝑥𝑖 , 𝑢𝑖) ∈ X × U, 𝑖 ∈ {1, . . . , 𝑁}, and recording the corresponding
successor 𝑥𝑖+ ∈ X. Thus, the resulting data D𝑁 is of the form

D𝑁 :=
{
(𝑥1, 𝑢1, 𝑥1

+), . . . , (𝑥𝑁 , 𝑢𝑁 , 𝑥𝑁+ )
}
, where

𝑥𝑖+ = 𝑓𝜃∗ (𝑥𝑖 , 𝑢𝑖) + 𝑤𝑖 , 𝑤𝑖 ∼ N( · |0, Σ), 𝑖 = 1, . . . , 𝑁.
(2.2)

Note that this assumes access to observations of the full state of M∗.
Based on the dataD𝑁 , the goal is to design a controller that ensures the satisfaction

of 𝜓 with at least probability 𝑝𝜓,𝑁 — where the additional subscript 𝑁 indicates
the dependence of the bound on the given amount of data. As the true parameters
𝜃∗ can generally only be inferred approximately, a key requirement of the developed
methodology is that the controller must not depend on the unknown 𝜃∗ directly. To
this end, Problem 2.1 can be decomposed into the following two subproblems.
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Subproblem 2.1 (System Identification) Based on data D𝑁 in (2.2) and the
parametrised model structure (2.1) with known 𝑓 and ℎ, construct a set Θ ⊂ Ω

containing the true parameters 𝜃∗ with a given probability 1 − 𝛼 ∈ (0, 1), i.e.,

P(𝜃∗ ∈ Θ) ≥ 1 − 𝛼.

Data-driven parameter identification methods provide a solution to Subproblem 2.1.
The resulting parameter set Θ will also be referred to as a credible set.

Remark 2.2 (Assumptions) This chapter considers Bayesian linear regression to iden-
tify the parameter set Θ, which is limited to systems with linear dependence on the
unknown parameters 𝜃 and additive noise (see Equation 2.3). As the proposed cou-
pling approach is generally applicable, these assumptions can be relaxed by choos-
ing any suitable alternative parameter identification method providing finite-sample
guarantees. For simplicity, the exposition is limited to parametric uncertainty in
the deterministic part of the dynamics only ( 𝑓𝜃 in Equation 2.1), and the noise is
assumed Gaussian. Chapter 3 shows how these assumptions can be lifted.

The parameter set Θ identified in Subproblem 2.1 induces a parametrised set of
models {M(𝜃), 𝜃 ∈ Θ}. Thus, Problem 2.1 can be solved by designing a controller
that is uniformly valid for the entire set of models, formulated as follows.

Subproblem 2.2 (Robust Synthesis) For a given scLTL specification 𝜓 and
threshold 𝑝𝜓,𝑁 ∈ (0, 1), design a controller C that robustly satisfies 𝜓 uni-
formly for the set of models {M(𝜃), 𝜃 ∈ Θ} with probability at least 𝑝𝜓,𝑁 ,
that is,

P (C ZM(𝜃) |= 𝜓) ≥ 𝑝𝜓,𝑁 , ∀𝜃 ∈ Θ.

Haesaert and Soudjani (2021) study controller synthesis for stochastic models via
probabilistic simulation relations. Although these simulation relations can relate a
nominal model to a set of parametrised models M(𝜃), these relations would lead to
a control refinement that is still dependent on the concrete parameters 𝜃∗. Therefore,
this approach is unfit to solve Subproblem 2.2, since 𝜃∗ is unknown.

Key Idea As one of the main results of this chapter, a parameter-independent
control refinement is established by developing a novel simulation relation
based on a sub-probability coupling (see Section 2.4), synthesising a single
controller uniformly robust for all 𝜃 ∈ Θ.

Fig. 2.3 summarises the steps of the approach developed in this chapter, indicating
their contribution to solving Subproblem 2.1 and Subproblem 2.2. The overview
already reveals that, as more data becomes available, the nominal model M̂ can
typically remain unchanged — though it may be refined for improved accuracy or
conservatism, if desired. In contrast to IMDP-based approaches, incorporating new
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data in the presented framework only requires re-running the synthesis step to update
the controller.

Data D𝑁

Infer credible set Θ s.t.
P(𝜃∗ ∈ Θ) ≥ 1 − 𝛼

(↩→ Section 2.3)

Select 𝜃 ∈ Θ
(↩→ Equation 2.6)

Robust synthesis
(↩→ Theorem 2.2)

Controller C
and 𝑝𝜓,𝑁

Θ

M̂ :=M (𝜃)

{M (𝜃) , 𝜃 ∈ Θ}

Subproblem 2.1

Subproblem 2.2

Fig. 2.3: Overview of the proposed Bayesian robust synthesis pipeline: Subprob-
lem 2.1 identifies a credible set of models; Subproblem 2.2 selects a nominal model
M̂ and synthesises a robust controller C (Fig. 2.12 zooms in on this part).

2.3 Data-Driven System Identification via Bayesian Linear
Regression

This section presents a solution to Subproblem 2.1 for the subset of nonlinear systems
(2.1) linear in the unknown parameters 𝜃⊤ = [𝜃1, . . . , 𝜃𝑛𝑥 ]⊤ ∈ Ω = R𝑛𝑥×𝑚, i.e.,

M(𝜃) :
{
𝑥𝑡+1 = 𝜃⊤ 𝑓 (𝑥𝑡 , 𝑢𝑡 ) + 𝑤𝑡
𝑦𝑡 = ℎ(𝑥𝑡 )

, (2.3)

with state 𝑥𝑡 ∈ R𝑛𝑥 , i.i.d. zero-mean Gaussian noise 𝑤𝑡 with a given covariance
matrix Σ ∈ R𝑛𝑥×𝑛𝑥 , and known functions 𝑓 : X × U → R𝑚 and ℎ : X → Y. Note
that 𝑓 := [ 𝑓1, . . . , 𝑓𝑚]⊤ can be a comprehensive library of nonlinear functions, thus,
a plethora of systems can be expressed in the form of (2.3).

Based on the state-input data D𝑁 in (2.2), Bayesian linear regression (e.g.,Bayesian Linear
Regression Bishop, 2006, Section 3.3) learns a parameter estimate 𝜃 ∈ Ω that approximates the

true unknown parameters 𝜃∗ and constructs a credible set Θ ⊂ Ω that contains 𝜃∗
with a given confidence 1 − 𝛼 ∈ (0, 1).

Definition 2.2 (Credible Set) A set Θ is called a credible set of 𝜃∗ with confidenceCredible Set
level 1 − 𝛼 if P(𝜃∗ ∈ Θ) ≥ 1 − 𝛼.

Fig. 2.4 visualises how the credible set Θ (in blue) contracts and the estimate 𝜃
moves towards the unknown 𝜃∗ as more data is introduced (indicated by ‘+D’).
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Θ

𝜃

𝜃∗

+D
Θ

𝜃

𝜃∗

+D
Θ

𝜃

𝜃∗

Fig. 2.4: The unknown true parametrisation 𝜃∗ — approximated by an estimate 𝜃 —
is contained within the credible set Θ (in blue) with a confidence of 1 − 𝛼. The set
Θ contracts as more data is introduced (indicated by ‘+D’).

Remark 2.3 (Credible vs Confidence Sets) Credible sets and confidence sets are two
related notions stemming from two fundamentally different statistical paradigms. As
a product of Bayesian statistics, a credible set of a random variable represents a set
of plausible values characterising the uncertainty in the estimation of the random
variable up to a desired confidence threshold, i.e., a fixed quantile of the posterior
distribution that contains a prescribed fraction of the posterior mass. A confidence
set, on the other hand, is based on frequentist theory and is computed based on the
frequency of random observations of a fixed true parameter. Bayesian credible sets
treat their bounds as fixed and the estimated parameter as a random variable, whereas
frequentist confidence sets treat their bounds as random variables and include the
true fixed parameter with certain probability. In the following, with an abuse of
terminology, “true value” of a random variable is used in the context of credible sets.
The reader is referred to Jaynes and Kempthorne (1976) for a thorough exposition.

Remark 2.4 The sub-simulation relations presented in subsequent sections are not
restricted to the class of systems in (2.3) and can be used in conjunction with any
other estimation method that produces a credible set Θ with 𝜃 ∈ Θ.

2.3.1 Parameter Estimate

To obtain an estimate of the parameters 𝜃 = [𝜃1, . . . , 𝜃𝑛𝑥 ] ∈ R𝑚×𝑛𝑥 , a prior probabil-
ity distribution is placed on the uncertain weight vector 𝜃 := [𝜃1; . . . ; 𝜃𝑛𝑥 ] ∈ R𝑚𝑛𝑥 :

𝑝(𝜃) = N(𝜃 |𝜇0, Σ0),

where the mean 𝜇0 ∈ R𝑚𝑛𝑥 and covariance Σ0 ∈ R𝑚𝑛𝑥×𝑚𝑛𝑥 are either based on prior
knowledge of the likelihood of 𝜃, if available, or set to 0 and 𝜎2

0 𝐼𝑛𝑥𝑚, respectively,
with 𝜎2

0 a large number. Based on the prior distributions, Bayesian linear regression
computes the posterior distribution of the unknown parameters given data D𝑁 in
(2.2). For this, define the state matrix

𝑋+ := [𝑥1
+,1, . . . , 𝑥

𝑁
+,1, . . . , 𝑥

1
+,𝑛𝑥 , . . . , 𝑥

𝑁
+,𝑛𝑥 ]

⊤
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and the design matrix Φ of the form

Φ :=


𝑓1 (𝑥1, 𝑢1) . . . 𝑓𝑚 (𝑥1, 𝑢1)

...
. . .

...

𝑓1 (𝑥𝑁 , 𝑢𝑁 ) . . . 𝑓𝑚 (𝑥𝑁 , 𝑢𝑁 )

 .
With this, the posterior distribution 𝑝(𝜃 |D𝑁 ) is given by

𝑝(𝜃 |D𝑁 ) = N(𝜃 |𝜇𝑁 , Σ𝑁 ), with
{
𝜇𝑁 := Σ𝑁 (Σ−1

0 𝜇0 + (Σ−1⊗ Φ⊤)𝑋+)
Σ−1
𝑁

:= Σ−1
0 + Σ

−1⊗ Φ⊤Φ
, (2.4)

where ⊗ denotes the Kronecker product (Bishop, 2006). Note that the parameter
estimate 𝜃 is set to the mean, i.e., the matrix 𝜃 = [𝜇𝑁,1, . . . , 𝜇𝑁,𝑛𝑥 ] ∈ R𝑚×𝑛𝑥 is
constructed by concatenating the vectors 𝜇𝑁,𝑖 ∈ R𝑚, 𝑖 ∈ {1, . . . , 𝑛𝑥}.

2.3.2 Credible Set

For a desired confidence bound 1 − 𝛼 ∈ (0, 1), the corresponding credible set

Θ =
{
𝜃 ∈ R𝑚×𝑛𝑥

�� (𝜃 − 𝜇𝑁 )⊤Σ−1
𝑁 (𝜃 − 𝜇𝑁 ) ≤ 𝑛𝑥 · 𝜒−1 (1 − 𝛼 |𝑛𝑥)

}
(2.5)

is obtained, where 𝜒−1 (𝑝 |𝜈) := inf{𝜁 : 𝑝 ≤ 𝜒(𝜁 |𝜈)} denotes the inverse cumulative
distribution function or quantile function of the chi-squared distribution

𝜒(𝜁 |𝜈) :=
∫ 𝜁

0

𝑡 (𝜈−2)/2𝑒−𝑡/2

2𝜈/2Γ(𝜈/2)
𝑑𝑡

with 𝜈 degrees of freedom and the Gamma function Γ(𝜈) :=
∫ ∞

0 𝑡𝜈−1𝑒−𝑡𝑑𝑡 (Chew,
1966).

Solution Subproblem 2.1 is solved by computing the credible set Θ in (2.5).

The next section works towards answering Subproblem 2.2 via an abstraction-
based control synthesis scheme. It introduces a new class of simulation relations
that enables parameter-independent control refinement from a nominal model to the
original concrete model belonging to a parametrised class.

2.4 Control Refinement via Sub-Simulation Relations

The concept of simulation relations is employed to answer Subproblem 2.2. In
essence, simulation relations allow to compute a controller for a nominal model M̂
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and specification 𝜓, and transfer the guarantees of satisfying 𝜓 to the original system
M by quantifying their similarity. Based on the results of Section 2.3, this section
constructs a nominal model M̂, based on which a controller will be designed:

M̂ :
{
𝑥𝑡+1 = 𝑓 (𝑥𝑡 , 𝑢̂𝑡 ) + 𝑤̂𝑡 , 𝑤̂𝑡 ∼ N( · |0, Σ)
𝑦̂𝑡 = ℎ̂(𝑥𝑡 )

. (2.6)

This nominal model could, for example, be M(𝜃) but for a given valuation of param-
eters 𝜃 = 𝜃, i.e., M̂ := M(𝜃) if 𝑓 ≡ 𝑓𝜃 and ℎ̂ ≡ ℎ, or any other model constructed
by space reduction or discretisation. Furthermore, a set of models {M(𝜃), 𝜃 ∈ Θ}
is constructed using the credible set Θ computed via the approach in Section 2.3 or
any alternative approach that solves Subproblem 2.1.

The systems M̂ in (2.6) and M(𝜃) with a given fixed 𝜃 can equivalently be
modelled as general MDPs, studied previously for formal verification and synthesis
of controllers (Haesaert et al., 2017). Given 𝑥𝑡 and 𝑢̂𝑡 , the stochastic state transitions
of M̂ can be modelled with a probability kernel t̂( · |𝑥𝑡 , 𝑢̂𝑡 ) that is computed based
on 𝑓 and N( · |0, Σ) (similarly for M(𝜃)). This leads to the representation of the
systems as general MDPs, which extend generic MDPs by a metric output space.

Definition 2.3 (Metric Space) A metric space (Y, dY) is a set Y with a metric
dY : Y × Y → R≥0 that imposes a notion of distance between elements of Y.
Formally, a metric dY is a non-negative function satisfying the following conditions
for all points 𝑦1, 𝑦2, 𝑦3 ∈ Y:

(a) dY(𝑦1, 𝑦2) = 0 iff 𝑦1 = 𝑦2;
(b) dY(𝑦1, 𝑦2) = dY(𝑦2, 𝑦1); and
(c) dY(𝑦1, 𝑦3) ≤ dY(𝑦1, 𝑦2) + dY(𝑦2, 𝑦3).

A common example of a metric is the norm function dY(𝑦1, 𝑦2) := ∥𝑦1 − 𝑦2∥.
With this, a general MDP is defined as follows.

Definition 2.4 (General Markov Decision Process (gMDP)) A gMDP is a tuple General MDP
M = (X,X0,U, t, ℎ,Y), with

• X ⊂ R𝑛𝑥 , the state space, with states 𝑥 ∈ X;
• X0 ⊂ X, the set of initial states 𝑥0 ∈ X0;
• U ⊂ R𝑛𝑢 , the input space, with control inputs 𝑢 ∈ U;
• t : X × U ×ℬ(X) → [0, 1], the transition probability kernel assigning to each

state-input pair (𝑥, 𝑢) ∈ X × U a probability measure t( · |𝑥, 𝑢) on (X,ℬ(X));
• Y ⊂ R𝑛𝑦 , the output space, decorated with a metric dY; and
• ℎ : X→ Y, the output map.

The definition of a regular MDP is recovered by eliminating the output space Y
and the output map ℎ, i.e., M = (X,X0,U, t) would be an MDP.

In each execution of a gMDP, the consecutive state 𝑥𝑡+1 ∈ X is obtained as a
realisation 𝑥𝑡+1 ∼ t ( · |𝑥𝑡 , 𝑢𝑡 ) of the controlled transition (probability) kernel. Note
that for a parametrised gMDP M(𝜃) its transition kernel also depends on 𝜃, denoted
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as t𝜃 ( · |𝑥𝑡 , 𝑢𝑡 ). As an example, the transition kernel of the parametrised system in
(2.1) is given by

t𝜃 (𝑑𝑥+ |𝑥, 𝑢) =
∫
W
𝛿 𝑓𝜃 (𝑥,𝑢)+𝑤(𝑑𝑥+) N (𝑑𝑤 |0, Σ).

Output traces of the gMDP are obtained as mappings of (finite) state executions,
namely y := 𝑦0, 𝑦1, 𝑦2, . . . (respectively, y𝑁 := 𝑦0, 𝑦1, 𝑦2, . . . , 𝑦𝑁 ), where 𝑦𝑡 =

ℎ(𝑥𝑡 ).
Analogous to representing systems as gMDPs, satisfaction of an scLTL spec-

ification 𝜓 can be checked using its alternative representation as a deterministic
finite-state automaton A𝜓 .

Definition 2.5 (Deterministic Finite-State Automaton (DFA)) A DFA is a tupleDeterministic
Finite-State
Automaton

A = (𝑄, 𝑞0,𝚺, 𝐹, 𝜏), where 𝑄 is the finite set of locations of the DFA, 𝑞0 ∈ 𝑄 is
the initial location, 𝚺 the finite alphabet, 𝐹 ⊂ 𝑄 is the set of accepting locations, and
𝜏 : 𝑄 × 𝚺→ 𝑄 is the transition function.

For any 𝑛 ∈ N, a word 𝝎𝑛 = 𝑙0𝑙1𝑙2 . . . 𝑙𝑛−1 ∈ 𝚺𝑛 is accepted by a DFA A if there
exists a finite run 𝑞 = (𝑞0, . . . , 𝑞𝑛) ∈ 𝑄𝑛+1 such that 𝑞0 is the initial location, where
𝑞𝑖+1 = 𝜏(𝑞𝑖 , 𝑙𝑖) for all 0 ≤ 𝑖 ≤ 𝑛, and 𝑞𝑛 ∈ 𝐹. See Fig. 2.9 for an example DFA.

2.4.1 Control Refinement

Having defined the concepts of gMDPs and DFAs, consider a set of models
{M(𝜃), 𝜃 ∈ Θ} and suppose that an abstract (nominal) model M̂ has been chosen.
Based on M̂, the objective is to design a single controller alongside the probabilityControl Refinement
of satisfying 𝜓 over all models M(𝜃) in the set of models. In this context, the act of
adapting a controller for M̂ to a controller for M(𝜃) is called control refinement.

This section first formalises the notion of a state mapping and an interface func-
tion, that together form the control refinement. Then, conditions are investigated
under which a single controller for M̂ can be refined to a controller for all M(𝜃)
independent of the concrete valuation of 𝜃. Note that this is the central contribution
of this work, since instead of synthesising a parametrised controller C (𝜃) for M(𝜃)
a single parameter-independent controller C is synthesised that works for all models
M(𝜃) in the set of models {M(𝜃), 𝜃 ∈ Θ}. This leads to the novel concept of
sub-probability couplings and simulation relations.

Consider the nominal model M̂ = (X̂, X̂0, Û, t̂, ℎ̂, Ŷ), the concrete model
M(𝜃) = (X,X0,U, t𝜃 , ℎ,Y), and a nominal controller Ĉ for M̂. To refine the
nominal Ĉ to a controller for M(𝜃), a pair of interfacing functions are defined:

• A state mapping, translating concrete states 𝑥 ∈ X to nominal states 𝑥 ∈ X̂; and
• An interface function, refining nominal control inputs 𝑢̂ ∈ Û to concrete control

inputs 𝑢 ∈ U.
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Interface Function An interface function (Girard and Pappas, 2009, 2011) is de-Interface Function
fined as a Borel measurable probability kernel i : X̂×X×Û×ℬ(U) → [0, 1] refining
any nominal input 𝑢̂𝑡 of M̂ to a concrete input 𝑢𝑡 for M(𝜃) via

𝑢𝑡 ∼ i( · |𝑥𝑡 , 𝑥𝑡 , 𝑢̂𝑡 ). (2.7)

State Mapping In its most general form, a state mapping is defined as a probability State Mapping
kernel s : X̂ × X × X × Û→ 𝒫(X̂) mapping the current state 𝑥𝑡 and input 𝑢̂𝑡 of the
nominal model M̂ to the distribution of the next state 𝑥𝑡+1 via

𝑥𝑡+1 ∼ s( · |𝑥𝑡 , 𝑥𝑡 , 𝑥𝑡+1, 𝑢̂𝑡 ).

This state mapping is coupled with the concrete model M(𝜃) via its states 𝑥𝑡 , 𝑥𝑡+1
and depends implicitly on 𝑢𝑡 through the interface function (2.7).

Fig. 2.5 illustrates how the nominal controller Ĉ produces a control input 𝑢̂𝑡 as
a function of the nominal state 𝑥𝑡 . Based on the state mapping s and the interface

𝑥̂5𝑥̂4𝑥̂3𝑥̂2𝑥̂1 𝑢̂5𝑢̂4𝑢̂3𝑢̂2𝑢̂1

ĈĈĈĈĈ

t̂t̂t̂t̂

Fig. 2.5: Controller Ĉ of the nominal model M̂.

function i, the nominal controller Ĉ can be refined to obtain a concrete controller C
for M(𝜃), as depicted in Fig. 2.6. In this figure, the states 𝑥𝑡 of the concrete model
M(𝜃) are mapped to the nominal states 𝑥𝑡 via the state mapping s, the nominal
control inputs 𝑢̂𝑡 are obtained using Ĉ and 𝑥𝑡 , and these inputs are then refined to
control inputs 𝑢𝑡 for the concrete model M(𝜃) using the interface function i.

C

𝑥̂5𝑥̂4𝑥̂3𝑥̂2𝑥̂1 𝑢̂5𝑢̂4𝑢̂3𝑢̂2𝑢̂1
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ĈĈĈĈĈ
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sssss iiiii

Fig. 2.6: Control refinement using the nominal controller Ĉ to control the concrete
model M(𝜃).

Subproblem 2.2 begs the question under which conditions on the interface func- Valid Refinement
tion and the models a parameter-independent refinement is valid, that is, preserving
the satisfaction probability for all M(𝜃). This is addressed in the next subsection.
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2.4.2 Valid Control Refinement and Sub-Simulation Relations

Before diving into the definition of a valid control refinement that can be applied
to models with parametric uncertainty, a relaxed version of approximate simulation
relations (Haesaert et al., 2017) based on sub-probability couplings is introduced.

To this end, the formal definition of a relation is needed (Himmelberg, 1975),
which will be used to associate nominal and concrete states.

Definition 2.6 (Relation) Given sets 𝐴, 𝐵, a measurable relation R ⊂ ℬ(𝐴×𝐵) is aRelation
set of ordered pairs from ℬ(𝐴×𝐵). The relation R relates 𝑥 ∈ ℬ(𝐴) and 𝑦 ∈ ℬ(𝐵)
if (𝑥, 𝑦) ∈ R.

Before providing the definition of a sub-simulation relation, the following instru-
mental definition of a sub-probability coupling between two probability measures
with respect to a given relation R ⊂ ℬ(X̂ × X) is given.

Definition 2.7 (Sub-Probability Coupling) Given 𝑝 ∈ 𝒫(X), 𝑝 ∈ 𝒫(X̂), R ⊂Sub-Probability
Coupling ℬ(X̂×X), and a value 𝛿 ∈ [0, 1], a sub-probability measure 𝑣 over (X̂×X,ℬ(X̂×X))

with 𝑣(X̂ × X) ≥ 1 − 𝛿 is a sub-probability coupling of 𝑝 and 𝑝 over R if

(a) the probability mass of 𝑣 is entirely located on R, i.e., 𝑣(X̂ × X) = 𝑣(R);
(b) for all measurable sets 𝐴 ⊂ X̂, it holds that 𝑣(𝐴 × X) ≤ 𝑝(𝐴); and
(c) for all measurable sets 𝐴 ⊂ X, it holds that 𝑣(X̂ × 𝐴) ≤ 𝑝(𝐴).

Intuitively, conditions (b)–(c) state that a sub-probability coupling 𝑣 of 𝑝 and 𝑝
lives on the product space X̂ × X, and its marginals minorise the measures 𝑝 and 𝑝,
respectively. According to condition (a), 𝑣 is fully supported on the subset R, i.e.,
it captures only the probability mass that 𝑝 and 𝑝 mutually place on R. Note that
condition (a) furthermore implies that this probability mass is 𝑣(R) ≥ 1 − 𝛿.

“Full” Probability
Coupling

Proposition 2.1 (Recovering Probability Coupling) A sub-probability cou-
pling 𝑣 as in Definition 2.7 can be completed to obtain a probability coupling
𝑣̄ : ℬ(X̂ × X) → [0, 1] that couples the probability measures 𝑝 and 𝑝:

𝑣̄(𝑑𝑥+× 𝑑𝑥+) = 𝑣(𝑑𝑥+× 𝑑𝑥+) +
(
𝑝(𝑑𝑥+) − 𝑣(X̂ × 𝑑𝑥+)

) (
𝑝(𝑑𝑥+) − 𝑣(𝑑𝑥+× X)

)
1 − 𝑣(R) .

(2.8)
In other words, 𝑣̄ in (2.8) satisfies the conditions of a 𝛿-lifting (Haesaert et al.,
2017, Definition 8), which corresponds to a “full” probability coupling, for
which 𝑣̄(X̂ × X) = 1 and 𝑣̄(R) ≥ 1 − 𝛿.

The first term of the coupling (2.8) puts only weight on R, whilst the second term
assigns the remaining probability mass in an independent fashion. Note that the
factor 1/(1 − 𝑣(R)) normalises the remaining probability mass such that 𝑣̄ satisfies
the coupling properties 𝑣̄(𝑑𝑥+×X) = 𝑝(𝑑𝑥+) and 𝑣̄(X̂× 𝑑𝑥+) = 𝑝(𝑑𝑥+) (cf. 𝛿-lifting
by Haesaert et al. (2017, Definition 8)).
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Proof. First, it is shown that 𝑣̄ is a probability measure by showing that 𝑣̄ is fully
supported on X̂ × X, i.e., 𝑣̄(X̂ × X) = 1:

𝑣̄(X̂ × X) = 𝑣(X̂ × X) +
(
1 − 𝑣(X̂ × X)

)2

1 − 𝑣(R) = 1,

which utilises property (a) of the sub-probability coupling (Definition 2.7). The
coupling properties are easily derived by calculating the marginals of 𝑣̄, i.e.,

𝑣̄(𝑑𝑥+× X) = 𝑣(𝑑𝑥+× X) +
(
1 − 𝑣(X̂ × X)

) (
𝑝(𝑑𝑥+) − 𝑣(𝑑𝑥+× X)

)
1 − 𝑣(R) ,

= 𝑝(𝑑𝑥+),

𝑣̄(X̂ × 𝑑𝑥+) = 𝑣(X̂ × 𝑑𝑥+) +
(
𝑝(𝑑𝑥+) − 𝑣(X̂ × 𝑑𝑥+)

) (
1 − 𝑣(X̂ × X)

)
1 − 𝑣(R) ,

= 𝑝(𝑑𝑥+).

Thus, 𝑣̄ satisfies all the conditions of Definition 8 by Haesaert et al. (2017). ⊓⊔

Remark 2.5 (Parameter-Dependent Coupling) For the case where 𝑝 is dependent
on a parametrisation 𝜃, the corresponding sub-probability coupling 𝑣𝜃 may likewise
depend on 𝜃. Furthermore, although Definition 2.7 defines a sub-probability coupling
𝑣 as a probability measure over X × X̂, in the remainder, it is often used in its kernel
form 𝒗 : X̂ × X × Û × ℬ(X̂ × X) → [0, 1]. A concrete probability measure 𝑣 is
obtained from 𝒗 for a fixed choice of (𝑥, 𝑥, 𝑢̂) (see Table 2.1).

Table 2.1: Notation used for the transition kernels and associated measures of the
different systems.

Description Model Transition Kernel Associated Measure

Concrete system M (𝜃 ) t𝜃 (𝑑𝑥+ |𝑥, 𝑢) 𝑡𝜃 (𝑑𝑥+ )
Nominal system M̂ t̂(𝑑𝑥̂+ | 𝑥̂, 𝑢̂) 𝑡 (𝑑𝑥̂+ )

Composed system M̂ ZM (𝜃 ) t×
𝜃
(𝑑𝑥̂+ × 𝑑𝑥+ | 𝑥̂, 𝑥, 𝑢̂) 𝑡×

𝜃
(𝑑𝑥̂+× 𝑑𝑥+ )

Sub-probability coupling 𝒗𝜃 (𝑑𝑥̂+× 𝑑𝑥+ | 𝑥̂, 𝑥, 𝑢̂) 𝑣𝜃 (𝑑𝑥̂+× 𝑑𝑥+ )

The previous definitions are needed to formalise (𝜀, 𝛿)-sub-simulation relations,
which are used to quantify the similarity of stochastic systems, where 𝜀 indicates
the error in the output mapping and 𝛿 quantifies the closeness in the probabilistic
evolution of the two systems.

Sub-Simulation
Relation

Definition 2.8 ((𝜺, 𝜹)-Sub-Simulation Relation (SSR)) Consider two gMDPs
M = (X,X0,U, t, ℎ,Y) and M̂ = (X̂, X̂0, Û, t̂, ℎ̂,Y), a relation R ⊂ ℬ(X̂ ×
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X), and an interface function i : X̂ ×X × Û ×ℬ(U) → [0, 1]. If there exists a
sub-probability kernel 𝒗 : X̂ × X × Û ×ℬ(X̂ × X) → [0, 1] such that

(a) ∀𝑥0 ∈ X0, ∃𝑥0 ∈ X̂0 : (𝑥0, 𝑥0) ∈ R;
(b) ∀(𝑥, 𝑥) ∈ R, ∀𝑢̂ ∈ Û : 𝒗(𝑑𝑥+ × 𝑑𝑥+ |𝑥, 𝑥, 𝑢̂) is a sub-probability coupling

of t̂(𝑑𝑥+ |𝑥, 𝑢̂) and t(𝑑𝑥+ |𝑥, i(𝑢 |𝑥, 𝑥, 𝑢̂)) over R with respect to 𝛿 (see Def-
inition 2.7);

(c) ∀(𝑥, 𝑥) ∈ R : dY( ℎ̂(𝑥), ℎ(𝑥)) ≤ 𝜀;

then M̂ is in an (𝜀, 𝛿)-SSR with M, denoted by M̂⪯𝛿𝜀 M.

To illustrate the SSR concept, consider two gMDPs M and M̂ in an SSR M̂⪯𝛿𝜀 M.
Then, Definition 2.8 places three conditions on the composed system M̂ ZM

evolving on the product space X̂×X. Note thatR defines a subset of X̂×X. According
to condition (a), both systems start in R upon initialisation. In any subsequent time
step, once in R, condition (b) certifies that the systems remain in R for the next
time step with a probability of at least (1 − 𝛿) for all control inputs 𝑢̂ ∈ Û and
𝑢 ∼ i(𝑢 |𝑥, 𝑥, 𝑢̂). Finally, given the two systems are in R, the corresponding outputs
𝑦̂ := ℎ̂(𝑥) and 𝑦 := ℎ(𝑥) are 𝜀-close (condition (c)).
Remark 2.6 Both Definition 2.7 and Definition 2.8 are technical relaxations of the
definitions of 𝛿-lifting and (𝜀, 𝛿)-stochastic simulation relations provided by Hae-
saert et al. (2017). These relations quantify the similarity between two models by
bounding their transition probabilities with 𝛿 and their output distances with 𝜀.

For a parametrised model class M(𝜃), with nominal t̂ and concrete t𝜃 , Defi-
nition 2.8 above admits an interface function i that is independent of 𝜃 but a sub-
probability kernel 𝒗𝜃 which may depend on 𝜃. To solve Subproblem 2.2, in addition,
the state mapping s must also be independent of 𝜃. This leads to a general condition
under which the state mapping s gives a valid control refinement, formalised next.
Definition 2.9 (Valid Control Refinement) Consider an interface function i : X̂×X×Valid Control

Refinement Û×ℬ(U) → [0, 1] and a sub-probability kernel 𝒗 : X̂×X× Û×ℬ(X̂×X) → [0, 1]
as in Definition 2.8. A state mapping s : X̂ × X × X × Û → 𝒫(X̂) defines a valid
control refinement if the composed transition kernel

t× (𝑑𝑥+ × 𝑑𝑥+ |𝑥, 𝑥, 𝑢̂) := s(𝑑𝑥+ |𝑥, 𝑥, 𝑥+, 𝑢̂) t(𝑑𝑥+ |𝑥, i(𝑢 |𝑥, 𝑥, 𝑢̂)) (2.9)

majorises the sub-probability coupling 𝒗, that is

t× (𝐴|𝑥, 𝑥, 𝑢̂) ≥ 𝒗(𝐴|𝑥, 𝑥, 𝑢̂) (2.10)

for all sets 𝐴 ∈ ℬ(X̂ × X), (𝑥, 𝑥) ∈ R, and 𝑢̂ ∈ Û.
Note that for a parametrised model class M(𝜃) that is in a relation with a model

M̂, the right-hand side of (2.10) may depend on 𝜃 and the left-hand side may depend
on 𝜃 only via the dynamics of M(𝜃) represented by the transition kernel t𝜃 , that is,

t×𝜃 (𝐴|𝑥, 𝑥, 𝑢̂) ≡
∬
( 𝑥̂+ ,𝑥+ ) ∈𝐴

s(𝑑𝑥+ |𝑥, 𝑥, 𝑥+, 𝑢̂) t𝜃 (𝑑𝑥+ |𝑥, i(𝑢 |𝑥, 𝑥, 𝑢̂)) ≥ 𝒗𝜃 (𝐴|𝑥, 𝑥, 𝑢̂).
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The next result states that similar to the (𝜀, 𝛿)-approximate simulation relation
defined by Haesaert et al. (2017), there always exists at least one valid control
refinement for the newly defined SSR.

Proposition 2.2 (Existence) For two gMDPs M̂ and M(𝜃) with M̂ ⪯𝛿𝜀
M(𝜃), there always exists a valid control refinement.

Proof. If M̂ ⪯𝛿𝜀 M(𝜃), then this implies that there also exists a probability ker-
nel 𝒗̄𝜃 (𝑑𝑥+ × 𝑑𝑥+ | · ) (see Proposition 2.1) satisfying the conditions for an (𝜀, 𝛿)-
approximate probabilistic simulation relation (cf. Haesaert et al., 2017, Definition 9).
Let t×

𝜃
= 𝒗̄𝜃 . Then, the conditional kernel obtained from t×

𝜃
(which defines a 𝑡𝜃 -almost

surely unique measurable map for every (𝑥, 𝑥, 𝑢̂) (Borkar, 2012, Corollary 3.1.2))
yields a parameter-independent state mapping s, such that

t×𝜃 (𝑑𝑥+ × 𝑑𝑥+ |𝑥, 𝑥, 𝑢̂) = s(𝑑𝑥+ |𝑥, 𝑥, 𝑥+, 𝑢̂) t𝜃 (𝑑𝑥+ |𝑥, i(𝑢 |𝑥, 𝑥, 𝑢̂)).

Note that the existence of 𝒗̄𝜃 implies the existence of a sub-probability coupling
minorising t×

𝜃
, thus satisfying (2.10). ⊓⊔

In general, there exists more than one valid control refinement for given models
M̂ and M(𝜃) in an SSR M̂ ⪯𝛿𝜀 M(𝜃). This permits the selection of an interface
function i that does not depend on 𝜃. Proposition 2.2 above states that the new
framework fully recovers the results of Haesaert et al. (2017) for non-parametrised
models.

Remark 2.7 Although Definition 2.9 gives a sufficient condition for a valid refine-
ment, it is not a necessary condition. For specific control specifications, different
refinement strategies such as the one presented by Haesaert et al. (2018) can be used,
where information on the value function and relation is used to refine the control
policy.

The next theorem establishes that the new similarity relation is transitive. This
property is extremely useful when the nominal model is constructed from a concrete
model in multiple stages of abstraction. This property is exploited in the case studies
in Section 2.6.

TransitivityTheorem 2.1 (Transitivity) Suppose M̃ ⪯𝛿1
𝜀1 M̂ and M̂ ⪯𝛿2

𝜀2 M. Then, it
follows that M̃⪯𝛿𝜀 M with 𝛿 = 𝛿1 + 𝛿2 and 𝜀 = 𝜀1 + 𝜀2.

Proof. This proof is similar to the one given by Haesaert et al. (2017) applied to
sub-probability couplings. Consider three gMDPs M = (X,X0,U, t, ℎ,Y), M̂ =

(X̂, X̂0, Û, t̂, ℎ̂,Y), and M̃ = (X̃, X̃0, Ũ, t̃, ℎ̃,Y). Given M̃ ⪯𝛿1
𝜀1 M̂ and M̂ ⪯𝛿2

𝜀2 M

with (R1, 𝒗1) and (R2, 𝒗2), respectively, as formalised in Definition 2.8, define the
relation R := {(𝑥, 𝑥) ∈ ℬ(X̃ × X) | ∃𝑥 ∈ X̂ : (𝑥, 𝑥) ∈ R1, (𝑥, 𝑥) ∈ R2}.
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𝜀-Deviation: From the definition of R, it follows that ∀(𝑥, 𝑥) ∈ R, ∃𝑥 ∈ X̂ :
(𝑥, 𝑥) ∈ R1, (𝑥, 𝑥) ∈ R2. Given (𝑥, 𝑥, 𝑥) and the mutual output metric dY, the output
error can be bounded from above as

dY( ℎ̃(𝑥), ℎ(𝑥)) ≤ dY( ℎ̃(𝑥), ℎ̂(𝑥)) + dY( ℎ̂(𝑥), ℎ(𝑥)) ≤ 𝜀1 + 𝜀2.

𝛿-Deviation: The sub-probability couplings 𝒗1 and 𝒗2 can be completed to prob-
ability kernels 𝒗̄1 and 𝒗̄2 that couple (t̃, t̂) and (t̂, t), respectively, (cf. 𝛿-lifting
by Haesaert et al. (2017, Definition 8)) via (2.8). Utilising the proof by Hae-
saert et al. (2017, Appendix D.2), it follows that there exists a probability ker-
nel 𝒗̄ over (X̃ × X,ℬ(X̃ × X)) that couples t̃ and t over R. Furthermore, for all
𝑧 ∈ Z := {(𝑥, 𝑥, 𝑢̃) | (𝑥, 𝑥) ∈ R, 𝑢̃ ∈ Ũ} it holds that 𝒗̄(R|𝑧) ≤ 𝛿1 + 𝛿2. From (2.8),
it follows that for all measurable sets 𝑑𝑥+ ∈ ℬ(X̃) and 𝑑𝑥+ ∈ ℬ(X) it holds that
𝒗̄(𝑑𝑥+×𝑑𝑥+) ≥ 𝒗(𝑑𝑥+×𝑑𝑥+). Hence, there exists an SSR M̃⪯𝛿𝜀 M with 𝛿 ≤ 𝛿1+𝛿2,
concluding the proof. ⊓⊔

2.4.3 Temporal Logic Control via Sub-Simulation Relations

To design a controller satisfying a temporal logic property 𝜓 from the scLTL
subset, the specification is considered in its alternative representation as a DFA
A𝜓 = (𝑄, 𝑞0,𝚺, 𝐹, 𝜏) (see Definition 2.5). Then, a robust version of the dynamic
programming framework presented by Haesaert and Soudjani (2021) is used to obtain
robust data-driven bounds on the satisfaction probability, by solving a reachability
problem on the composition of M̂ and A𝜓 (Kamgarpour et al., 2013). It follows a
brief summary of the framework presented by Haesaert and Soudjani (2021), which
encodes the effects of both 𝜀 and 𝛿.

Robust Dynamic Programming Define the 𝜀-neighbourhood of an element 𝑦 ∈ Y,Robust Dynamic
Programming

𝐵𝜀 ( 𝑦̂) := {𝑦 ∈ Y| dY (𝑦, 𝑦̂) ≤ 𝜀},

and a Markov policy 𝜌 : X̂ × 𝑄 → 𝒫(Û). Similar to dynamic programming with
perfect model knowledge (Sutton and Barto, 2018), value functions 𝑉𝜌

𝑙
: X̂ × 𝑄 →

[0, 1] — defined for each iteration 𝑙 ∈ {0, 1, 2, . . .} on the product space X̂ ×𝑄
— are used to represent the probability of starting in an initial state pair (𝑥0, 𝑞0)
and reaching the accepting set 𝐹 in 𝑙 steps. These value functions are connected
recursively via operators associated with the dynamics of the system and DFA.

The dynamic programming scheme evolves as follows. The value function is
initialised with 𝑉0 = 0, and the (𝜀, 𝛿)-robust Bellman operator T𝜌

𝜀, 𝛿
acting on value

functions is defined as

T𝜌
𝜀, 𝛿
(𝑉) (𝑥, 𝑞) :=

[∫
X̂

min
𝑞+∈𝜏𝜀 (𝑞,𝑥̂+ )

max{1l𝐹 (𝑞+), 𝑉 (𝑥+, 𝑞+)} t̂(𝑑𝑥+ |𝑥, 𝜌(𝑥, 𝑞)) − 𝛿
]1

0
,

(2.11)
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with the 𝜀-overapproximating transition function 𝜏𝜀 (𝑞, 𝑥+) := {𝜏(𝑞, 𝛼), 𝛼 ∈
L(𝐵𝜀 ( ℎ̂(𝑥+)))} and the truncation function [ · ]10 : R → [0, 1], given as [ · ]10 :=
min(1,max(0, · )). Note that 𝛿 acts as a discount factor. The value functions
𝑉
𝜌

1 , 𝑉
𝜌

2 , . . . are computed recursively via iterative application of the operator T𝜌
𝜀, 𝛿

:

𝑉
𝜌

𝑙+1 = T𝜌
𝜀, 𝛿
(𝑉𝜌
𝑙
), 𝑙 ∈ {0, 1, 2, . . .}. (2.12)

Consequently, the optimal (𝜀, 𝛿)-robust Bellman operator is given by

T∗𝜀, 𝛿 (𝑉) (𝑥, 𝑞) := sup
𝜌

T𝜌
𝜀, 𝛿
(𝑉) (𝑥, 𝑞),

where the outer supremum is taken over Markov policies 𝜌 on the product space
X̂ ×𝑄. Fig. 2.7 visualises the dynamic programming scheme conceptually.

(a) max{1l𝐹 (𝑞0 ) , 0} (b) 𝑉1 = T(𝑉0 ) (c) 𝑉2 = T(𝑉1 ) (d) 𝑉10 = T(𝑉9 )

Fig. 2.7: Conceptual visualisation of the dynamic programming scheme for a finite
state space X̂ of 9 states and one goal state with value 1 (simplified for 𝛿 = 0).

The following result, adapted from Haesaert and Soudjani (2021, Corollary 4),
provides a robust lower bound on the satisfaction probability, by considering the
converging value function in the limit case 𝑙 →∞.

Robust Satisfaction
Probability

Theorem 2.2 ((𝜺, 𝜹)-Robust Satisfaction Probability) Suppose M̂ ⪯𝛿𝜀 M

with 𝛿 > 0, and the specification 𝜓 expressed as a DFA A𝜓 . Then, a con-
troller C can be constructed such that the specification is satisfied by C ZM

with probability at least S∗
𝜀, 𝛿

. This quantity is the (𝜀, 𝛿)-robust satisfaction
probability, defined as a function of the initial state of M, namely

S∗𝜀, 𝛿 (𝑥0) := min
𝑞+∈𝜏𝜀 (𝑞0 , 𝑥̂0 )

max
{
1l𝐹 (𝑞+),𝑉∗∞ (𝑥0, 𝑞+)

}
, 𝑥0 ∼ s( · |𝑥0, . . .),

where 𝑉∗∞ is the unique solution to the fixed-point equation

𝑉∗∞ = T∗𝜀, 𝛿 (𝑉∗∞), (2.13)

obtained from 𝑉∗∞ := lim𝑙→∞ (T∗𝜀, 𝛿)𝑙 (𝑉0) with 𝑉0 = 0. The nominal controller
Ĉ is the stationary Markov policy 𝜌∗ maximising the right-hand side of (2.13),
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i.e., 𝜌∗ = arg sup𝜌 T𝜌
𝜀, 𝛿
(𝑉∗∞). The concrete controller C is the refined controller

obtained from the nominal controller Ĉ, the interface function i, and the state
mapping s.

A corresponding upper bound on the satisfaction probability can be derived analo-
gously via the (𝜀, 𝛿)-optimistic Bellman operator (Haesaert and Soudjani, 2021):

T𝜌−𝜀,−𝛿 (𝑉) (𝑥, 𝑞) :=
[∫

X̂
max

𝑞+∈𝜏𝜀 (𝑞,𝑥̂+ )
max{1l𝐹 (𝑞+), 𝑉 (𝑥+, 𝑞+)} t̂(𝑑𝑥+ |𝑥, 𝜌(𝑥, 𝑞)) + 𝛿

]1

0
.

Remark 2.8 (Finite-Horizon Specifications) For a finite-horizon specification 𝜓 and
𝛿 ≥ 0, a finite number of value functions 𝑉∗

𝑙+1 = T∗
𝜀, 𝛿
(𝑉𝑙), 𝑙 ∈ {0, 1, 2, . . . , 𝑛𝜓},

are computed, with 𝑉0 = 0 and 𝑛𝜓 being the horizon of the specification. This also
yields a non-stationary control policy.

Remark 2.9 (Bounded State Space) To compute solutions for systems with unbounded
support over a bounded state space X, a sink state is added to the composed system
M̂ ×A𝜓 to capture the transitions leaving the bounded set of states.

Remark 2.10 (Computational Complexity) The complexity of the operator T𝜌
𝜀, 𝛿

in
(2.11) is examined to shed light on the computational complexity of the value
update. As indicated in Fig. 2.7, in practise, the value function is computed over the
Cartesian product of a finite state space X̂ and the DFA locations𝑄. The complexity
with respect to the number of discrete states, 𝑛X̂, control inputs, 𝑛Û, and DFA
locations, 𝑛𝑄, is given by O((𝑛X̂𝑛𝑄) × (𝑛X̂𝑛Û𝑛𝑄)). Naturally, the complexity is
exponential with respect to the dimensionality of the (potentially reduced-order)
model, i.e., O((𝜂𝑛𝑥

X̂
𝑛𝑄) × (𝜂𝑛𝑥X̂ 𝜂

𝑛𝑢

Û
𝑛𝑄)), where 𝜂X̂ and 𝜂Û denote the numbers of

discrete partitions per dimension of the state and input spaces, respectively, and 𝑛𝑥
and 𝑛𝑢 are the corresponding numbers of dimensions. This highlights the significance
of MOR, demonstrated for a 7-dimensional system in Subsection 2.6.2.

2.5 Data-Driven Simulation Relations

In this section, the previously defined concepts are combined to construct data-
driven simulation relations and answer Problem 2.1. Furthermore, whilst the scope
of the exposition is limited to systems with known Gaussian noise, the approach
is generally applicable to other (potentially uncertain) distributions, as detailed in
Chapter 3, where it is shown how to extend the approach based on approximations
of arbitrary continuous noise distributions via finite Gaussian mixture models.

System Models Consider an unknown nonlinear system M(𝜃∗) of the form (2.3).
Let data D𝑁 in (2.2) be obtained from this unknown true system M(𝜃∗). Based on
D𝑁 , the true parametrisation 𝜃∗ is approximated with an estimate 𝜃 and a credible set
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Θ is computed as described in Section 2.3. The fixed parameter estimate 𝜃 generates
the nominal model M̂ := M(𝜃), given by

M̂ :
{
𝑥𝑡+1 = 𝜃⊤ 𝑓 (𝑥𝑡 , 𝑢̂𝑡 ) + 𝑤̂𝑡
𝑦̂𝑡 = ℎ̂(𝑥𝑡 )

. (2.14)

The noise 𝑤𝑡 , 𝑤̂𝑡 ∼ N( · |0, Σ) is assumed to have Gaussian distribution with a
full-rank covariance matrix Σ ∈ R𝑛𝑥×𝑛𝑥 and output map ℎ̂ ≡ ℎ.

Transition Kernels To find a valid control refinement for the systems M(𝜃) and
M̂ in (2.3) and (2.14), the corresponding transition kernels are formulated. The
probability of M(𝜃) transitioning from a state 𝑥 with input 𝑢 to a state 𝑥+ ∈ 𝑆 ⊂ X
is given by

P(𝑥+ ∈ 𝑆 |𝑥, 𝑢) =
∫
𝑆

t𝜃 (𝑑𝑥+ |𝑥, 𝑢),

where the corresponding transition kernel t𝜃 is given by

t𝜃 (𝑑𝑥+ |𝑥, 𝑢) = N(𝑑𝑥+ |𝜃⊤ 𝑓 (𝑥, 𝑢), Σ) =
∫
W
𝛿𝜃⊤ 𝑓 (𝑥,𝑢)+𝑤(𝑑𝑥+) N (𝑑𝑤 |0, Σ). (2.15)

Similarly, the transition kernel of M̂ is constructed as

t̂(𝑑𝑥+ |𝑥, 𝑢̂) = N(𝑑𝑥+ |𝜃⊤ 𝑓 (𝑥, 𝑢̂), Σ) =
∫
Ŵ
𝛿𝜃⊤ 𝑓 ( 𝑥̂,𝑢̂)+𝑤̂(𝑑𝑥+) N (𝑑𝑤̂ |0, Σ). (2.16)

Error Dynamics The dynamics of the target system M(𝜃) in (2.3) can be rewritten Error Dynamics
in terms of the nominal dynamics (M̂) plus an additive disturbance term:

𝑥𝑡+1 = 𝜃⊤ 𝑓 (𝑥𝑡 , 𝑢𝑡 )︸       ︷︷       ︸
nominal dynamics

+ (𝜃 − 𝜃)⊤ 𝑓 (𝑥𝑡 , 𝑢𝑡 ) + 𝑤𝑡︸                      ︷︷                      ︸
disturbance

, 𝑤𝑡 ∼ N( · |0, Σ).

The disturbance term consists of an error in the dynamics — caused by a deviation of
the unknown parameters 𝜃 from the nominal parametrisation 𝜃 — and the stochastic
influence of the noise 𝑤𝑡 ∼ N( · |0, Σ). Assume that the former can be bounded as

∥(𝜃 − 𝜃)⊤ 𝑓 (𝑥, 𝑢)∥ ≤ Δ(𝑥, 𝑢), ∀(𝑥, 𝑢, 𝜃) ∈ X × U × Θ,

for some function Δ : X × U→ R≥0.

Valid Refinement Choosing an interface function 𝑢 ∼ i( · |𝑥, 𝑥, 𝑢̂) := 𝑢̂ and the Noise Coupling
noise coupling defined via 𝑤̂ ≡ 𝛾𝜃 (𝑥, 𝑢; 𝜃) + 𝑤, with the offset

𝛾𝜃 (𝑥, 𝑢; 𝜃) := (𝜃 − 𝜃)⊤ 𝑓 (𝑥, 𝑢), (2.17)

yields a state mapping

𝑥+ = 𝑥+ + 𝜃⊤( 𝑓 (𝑥, 𝑢̂) − 𝑓 (𝑥, 𝑢)) (2.18)
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that is both deterministic and not dependent on the unknown parameters 𝜃, i.e.,

s(𝑥+ |𝑥, 𝑥, 𝑥+, 𝑢̂) := 𝛿𝑥++𝜃⊤( 𝑓 ( 𝑥̂,𝑢̂)− 𝑓 (𝑥,𝑢) ) (𝑥+). (2.19)

Establishing the SSR To establish an SSR M̂⪯𝛿𝜀 M(𝜃), the identity relation

R :=
{
(𝑥, 𝑥) ∈ X̂ × X

�� 𝑥 = 𝑥} (2.20)

is selected. Condition (a) (Definition 2.8) holds by setting X̂0 = X0. Condition (c) is
satisfied with 𝜀 = 0 since both systems use the same output mapping. For condition
(b), define the following sub-probability coupling 𝒗𝜃 over R:

𝒗𝜃 (𝑑𝑥+ × 𝑑𝑥+ | · ) =
∬

Ŵ×W
𝛿𝜃⊤ 𝑓 ( 𝑥̂,𝑢̂)+𝑤̂(𝑑𝑥+)𝛿𝜃⊤ 𝑓 (𝑥,𝑢)+𝑤(𝑑𝑥+)𝛿𝛾𝜃+𝑤(𝑑𝑤̂)

×min{N (𝑑𝑤 |0, Σ),N(𝑑𝑤 | − 𝛾𝜃 , Σ)},
(2.21)

that takes the minimum of two Gaussian probability measures. Note that the argu-
ments of 𝒗𝜃 and 𝛾𝜃 were dropped to lighten the notation.

Theorem 2.3 (Establishing an SSR) Let data D𝑁 be given. Then, the non-
linear models (2.3) and (2.14) are in an SSR M̂ ⪯𝛿𝜀 M(𝜃) with the interface
function 𝑢𝑡 = 𝑢̂𝑡 , relation (2.20), and sub-probability coupling (2.21). For a
given confidence level 1 − 𝛼, the state mapping (2.19) defines a valid control
refinement (Definition 2.9) with 𝜀 = 0 and

𝛿(𝑥, 𝑢̂) = 1 − 2 · cdf
(
−
√
𝑟

2
∥ 𝑓 (𝑥, 𝑢̂)∥

)
, (2.22)

𝑟 :=


Σ−1

 ∥Σ𝑁 ∥ · 𝑛𝑥 · 𝜒−1 (1 − 𝛼 |𝑛𝑥),

with covariance matrix Σ𝑁 computed via (2.4) and Σ in (2.3).

The proof of Theorem 2.3 has been deferred to Appendix A.1. Note that this theorem
yields a 𝛿 as a function of (𝑥, 𝑢̂), thus providing less conservative results compared to
a constant global 𝛿. Furthermore, 𝛿 directly encodes the desired confidence 1−𝛼 and
data amount 𝑁 . Chapter 3 extends Theorem 2.3 to systems with general continuous
noise distributions and parametric uncertainty in both the deterministic and stochastic
parts of the dynamics.

Solution Given (𝜀, 𝛿) from Theorem 2.3, Theorem 2.2 solves Subproblem 2.2
by providing a parameter-independent concrete controller C that is uniformly
valid for all M(𝜃), 𝜃 ∈ Θ with robust satisfaction probability S∗

𝜀, 𝛿
, i.e.,

P (C ZM(𝜃) |= 𝜓) ≥ S∗𝜀, 𝛿 , ∀𝜃 ∈ Θ.
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Visualisation of the Sub-Probability Coupling The sub-probability coupling in
(2.21) can be reformulated using the definition of 𝛾𝜃 in (2.17) to yield

𝒗𝜃 (𝑑𝑥+× 𝑑𝑥+ | · ) =
∫
W
𝛿 𝑥̂+ (𝑑𝑥+)𝛿𝜃⊤ 𝑓 (𝑥,𝑢)+𝑤̂(𝑑𝑥+)min{N (𝑑𝑤̂ |𝛾𝜃 , Σ),N(𝑑𝑤̂ |0, Σ)},

which is illustrated in Fig. 2.8 on a 2D plane for a concrete valuation of (𝑥, 𝑥, 𝑢̂).
The coupling 𝑣𝜃 arises from the sub-probability coupling 𝑤̄𝜃 of the two noise
distributions,

𝑤̄𝜃 (𝑑𝑤̂ × 𝑑𝑤) := 𝛿𝛾𝜃+𝑤(𝑑𝑤̂)min{N (𝑑𝑤 |0, Σ),N(𝑑𝑤 | − 𝛾𝜃 , Σ)},

where 𝛾𝜃 quantifies the offset between the two distributions. With the approach

𝛾𝜃

𝑡
(𝑑
𝑥
+
)

𝑣
𝜃 (𝑑
𝑥̂+ ×

𝑑
𝑥+ )

𝑥̂+

𝑥+

𝑡 𝜃
(𝑑
𝑥
+
)

Fig. 2.8: 2D representation of the sub-probability coupling 𝑣 for the transition kernels
𝑡 and 𝑡 given some (𝑥, 𝑥, 𝑢̂). Displayed is the coupling over the product space X̂ ×X
as well as its marginals (see Definition 2.7(b)-(c)).

presented in this chapter, parametric uncertainty is compensated by shifting the
noise distributions relative to each other by the offset 𝛾𝜃 in the sub-probability
coupling. Hence, epistemic uncertainty can only be compensated on state variables
that are perturbed with noise.

Based on the previous results and solutions to Subproblem 2.1 and Subprob-
lem 2.2, the following corollary provides a solution to the overarching data-driven
Problem 2.1.

Corollary 2.1 (Data-Driven Robust Satisfaction Probability) Given the
dataset D𝑁 in (2.2), let Θ be a credible set of 𝜃∗ with confidence level 1 − 𝛼
(Definition 2.2). Let C be the refined controller with (𝜀, 𝛿)-robust satisfaction
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probability S∗
𝜀, 𝛿

for all 𝜃 ∈ Θ (Theorem 2.2). Then, it follows that

P(C ZM(𝜃∗) |= 𝜓 | D𝑁 ) ≥ S∗𝜀, 𝛿 (1 − 𝛼).

Proof. This result follows from the (𝜀, 𝛿)-robust satisfaction probability S∗
𝜀, 𝛿

(The-
orem 2.2) and the results from Section 2.3. The law of total probability yields

P(C ZM(𝜃∗) |= 𝜓 | D𝑁 ) = P(C ZM(𝜃∗) |= 𝜓 | 𝜃∗ ∈ Θ,D𝑁 ) P(𝜃∗ ∈ Θ)
+ P(C ZM(𝜃∗) |= 𝜓 | 𝜃∗ ∉ Θ,D𝑁 ) P(𝜃∗ ∉ Θ),

≥ S∗𝜀, 𝛿 (1 − 𝛼). ⊓⊔

Remark 2.11 (Practical Considerations) Corollary 2.1 highlights the linear depen-
dence of the data-driven robust satisfaction probability on the desired confidence
1 − 𝛼. Additionally, 1 − 𝛼 dictates the size of the credible set Θ, which determines
the magnitude of 𝛿 (Theorem 2.3). As 𝛿 acts as a discount factor in the value update
(2.12), large values of 𝛿 translate directly into a loss of satisfaction probability.

From a practical standpoint, when testing the proposed approach on a new case
study, an initial confidence value (1 − 𝛼) → 0 is chosen, for which the credible
set shrinks to a singleton and the resulting robust satisfaction probability S∗

𝜀, 𝛿
from

Theorem 2.2 is maximised. Note that this equates to the model-based case where 𝜃
is assumed known. However, as 𝜃 is unknown, the corresponding data-driven robust
satisfaction probability from Corollary 2.1 is zero. To obtain non-trivial results, the
desired confidence level 1−𝛼 is increased progressively, inflating the confidence set
Θ to improve the resulting data-driven robust satisfaction probability.

Theorem 2.3 computes 𝛿 considering the worst-case parameters 𝜃 ∈ Θ in a given
credible set agnostic of the posterior distribution 𝑝(𝜃 |D𝑁 ) used to obtain it (see Sec-
tion 2.3). The following result leverages the posterior distribution — which spans a
probability distribution over individual values of 𝜃 — to obtain strengthened guar-
antees once a controller has been computed.

Proposition 2.3 (Strengthened Robust Satisfaction Probability) Once a
controller C has been obtained, a less conservative robust satisfaction proba-
bility than S∗

𝜀, 𝛿
from Theorem 2.2 can be obtained by integrating with respect

to the posterior distribution 𝑝(𝜃 |D𝑁 ) in (2.4), namely

P(C ZM(𝜃∗) |= 𝜓 | D𝑁 ) =
∫
𝜃∈Ω

P(C ZM(𝜃) |= 𝜓 | 𝜃,D𝑁 ) 𝑝(𝜃 |D𝑁 ).
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2.6 Case Studies

The effectiveness of the presented approach is demonstrated on three case studies,
including a complex specification, a 7-dimensional system, and the nonlinear Van
der Pol Oscillator.

2.6.1 Linear System with Complex Specification

Consider the uncertain system in (2.3) with linear dynamics 𝑓 (𝑥𝑘 , 𝑢𝑘) = [𝑥𝑘 , 𝑢𝑘]⊤,
ℎ(𝑥𝑘) = 𝑥𝑘 , and Σ =

√
0.1𝐼2, modelling an agent moving in a 2D space. Define the

state space X = [−6, 6]2 ⊂ R2, input space U = [−1, 1]2, and output space Y = X.
The goal is to compute a controller for a package delivery problem (see Fig. 2.13).
For this, the controller should navigate the agent to pick up a parcel at region 𝑝1
and deliver it to target region 𝑝3. If the agent passes the region 𝑝2 on its path, it
loses the package and must pick up a new one at 𝑝1. This behaviour is captured
by the specification 𝜓 = ♦(𝑝1 ∧ (¬𝑝2 U 𝑝3)). Note that the corresponding DFA
presented in Fig. 2.9 contains a backward loop from location 𝑞1 and is hence not
expressible as a reach-avoid specification over the state space only. Here, the regions
𝑝1 = [3, 6] × [−2.5, 1], 𝑝2 = [−1, 1] × [−4, 3], and 𝑝3 = [−6,−3] × [−6,−3] are
used.

𝑞0start 𝑞1 𝑞𝐹

¬𝑝1

𝑝1

¬𝑝2 ∧ ¬𝑝3
𝑝2

𝑝3 ∧ ¬𝑝2

1

𝑝1 ∧ 𝑝3

Fig. 2.9: DFA corresponding to the specification of the package delivery problem,
where 𝑞𝐹 is the accepting location.

System Identification To estimate the unknown parameters, uniform excitations
𝑢 are sampled from U, prior distributions are set to N(𝜃 𝑗 |0, 10𝐼4), 𝑗 ∈ {1, 2},
and 𝑁 data points are drawn from the target system M

∗ with parametrisation
𝜃∗ = [0.6, 0.3, 1.2, 0; 0.2, 0.7, 0, 1.4]⊤. Using Bayesian linear regression, a parame-
ter estimate 𝜃 and a credible set Θ are obtained (displayed for (𝜃11, 𝜃31) in Fig. 2.10)
for a lower confidence bound of (1 − 𝛼) = 0.9, as outlined in Section 2.3. Note how
the credible set in Fig. 2.10 is contracting for increasing amounts of data (see also
Fig. 2.4). The nominal model M̂ = M(𝜃) of the form (2.14) is selected with ℎ̂ ≡ ℎ,
for which 𝜀1 = 0. 𝛿1 is computed via (2.22) as a function of the state and input. The
maximum value of 𝛿1 for 𝑢̂ ∈ Û is displayed in Fig. 2.11. 𝛿1 grows rapidly for states
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Fig. 2.10: Contracting credible set Θ and estimate 𝜃 (𝑁 ) for data amounts 𝑁 =

104, 105, 106 (light to dark blue) and a confidence level of (1 − 𝛼) = 0.9.

Fig. 2.11: Maximum value of 𝛿1 with respect to 𝑢̂ ∈ Û as a function of the initial
state (𝑥1, 𝑥2) for 𝑁 = 104, 105, 106 (top to bottom) for the package delivery case
study with a confidence bound of (1 − 𝛼) = 0.9.
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away from the central region, indicating that a global upper bound on 𝛿1 would result
in poor lower bounds on the satisfaction probability.

Abstraction-Based Control Synthesis The following steps are performed using
the SySCoRe toolbox (Van Huijgevoort et al., 2023), which was developed in the
course of this thesis (see Section 6.2). A second abstract model M̃ is computed
by discretising the space of M̂, i.e., X̂ into 25002 and Û into 5 partitions, yield-
ing M̃ ⪯𝛿2

𝜀2 M̂ with 𝜀2 = 0.034 and 𝛿2 = 0.004. Note that the magnitude of the
error bounds (𝜀2, 𝛿2) is linked directly to the precision of the chosen discretisation,
which is an inherent aspect of abstraction-based methods. The values of (𝜀2, 𝛿2)
can be reduced by refining the abstraction or adopting an adaptive gridding strat-
egy (Soudjani and Abate, 2013; Kattenbelt et al., 2010). As the development of
such techniques is orthogonal to the work presented here, an equidistant gridding is
used to simplify the presentation. Using the transitivity property in Theorem 2.1, it
follows that M̃ ⪯𝛿𝜀 M(𝜃) with 𝛿 = 𝛿1 + 𝛿2 and 𝜀 = 𝜀1 + 𝜀2 (see the layered setup
in Fig. 2.12). The robust probability of satisfying the specification with this 𝜀 and
𝛿 is computed based on Corollary 2.1 and is depicted in Fig. 2.13 as a function of
the initial state of M(𝜃). Fig. 2.14 shows the maximum and minimum of the robust
satisfaction probability with respect to the initial condition for increasing amounts
of data. This indicates that the robust satisfaction probability is improved as more
data is introduced.

Validation To visualise the conservatism of the robust satisfaction probability, the
controller synthesised for 𝑁 = 106 is applied to the system. The resulting robust
satisfaction probability is compared to the actual satisfaction probability estimated
via Monte Carlo simulation. While any parametrisation 𝜃 ∈ Θ could be used to
validate robustness, the Monte Carlo estimate is computed for 𝜃∗, which yields the
most conservative comparison. To this end, 500 simulations are run per initial state

Fig. 2.12 The approach uses
two layers of abstraction
with two corresponding sim-
ulation relations. The first
relation is an SSR between
the set of feasible models
{M (𝜃 ) | 𝜃 ∈ Θ} and the
continuous-space nominal
model M̂, compensating
the parametric uncertainty.
The second relation is an ap-
proximate simulation relation
between the nominal model
and its discrete abstraction,
as established by Haesaert
and Soudjani (2021), com-
pensating the discretisation
error.

M (𝜃 ) 𝑦𝑡

M̂

𝑢𝑡 ∼ i1 ( · | 𝑥̂𝑡 , 𝑥𝑡 , 𝑢̂𝑡 )𝑥𝑡

M̃

𝑢̂𝑡 ∼ i2 ( · | 𝑥̃𝑡 , 𝑥̂𝑡 , 𝑢̃𝑡 )𝑥̂𝑡

C̃

𝑢̃𝑡𝑥̃𝑡

M̂ ⪯ 𝛿1
𝜀1 M (𝜃 )

M̃ ⪯ 𝛿2
𝜀2 M̂

C
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Fig. 2.13: Robust satisfaction probability as a function of the initial state for 𝑁 =

104, 105, 106 (bottom to top) for the package delivery case study with a confidence
bound of (1 − 𝛼) = 0.9.

Fig. 2.14: Maximum and minimum of the robust lower bound on the satisfaction
probability with respect to the initial state 𝑥0 ∈ X0 ≡ X as a function of the size of
the dataset, 𝑁 .

with a maximum horizon of 60 time steps. Fig. 2.15 shows the robust satisfaction
probability (in red) alongside the actual satisfaction probability (in blue) estimated
via Monte Carlo simulation using Chebychev’s inequality with a confidence level
of 90%. Note that even for the case of 𝑁 → ∞ the actual satisfaction probability
can not generally attain the value of 1 due to the intrinsic stochastic effects of the
system. Only the uncertainty associated with the model parameters can be reduced by
sampling more data. In Fig. 2.16, 100 example trajectories of the controlled system
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Fig. 2.15: Comparison of the robust satisfaction probability (in red) and the actual
satisfaction probability estimated via Monte Carlo simulation as a function of the
initial state for 𝑁 = 106 for the package delivery case study.

initialised at 𝑥0 = [−5,−5]⊤ are shown, 99 of which satisfy the specification. This
emphasises that the proposed approach is able to synthesise controllers guaranteeing
the satisfaction of complex temporal logic specifications over infinite-horizon runs.

2.6.2 7-Dimensional Building Automation System

The scalability of the presented approach is demonstrated on a 7D affine system of
a building automation system, showcasing its compatibility with MOR techniques.
The system dynamics can be rewritten similar to (2.3) as

M(𝜃) :
{
𝑥𝑡+1 =

[
𝜃 𝐴

]⊤
𝑓 (𝑥𝑡 , 𝑢𝑡 ) + 𝑤𝑡

𝑦𝑡 =
[
1 0 0 0 0 0 0

]
𝑥𝑡

,

where 𝜃 ∈ R8×2 is unknown and 𝑓 (𝑥𝑘 , 𝑢𝑘) = [𝑥𝑘 ; 𝑢𝑘]⊤, a matrix 𝐴 ∈ R8×5, and
the noise distribution 𝑤𝑘 ∼ N( · |0, Σ) are known. It is worth mentioning that Σ is
non-diagonal. The system performs on a state space X ⊂ R7, input space U ⊂ R,
and output space Y ⊂ R. More details on the system are provided by Cauchi and
Abate (2018) and Van Huijgevoort et al. (2023, Section 4.3). Here, the objective is to
synthesise a controller maintaining the temperature in the first zone of the building
(represented by 𝑦𝑡 ) at 20 ± 0.5 ◦C for 6 consecutive time steps.

Following similar steps to the previous case study, the uncertain parameters 𝜃 are
estimated by drawing 𝑁 = 106 data points from the target system. Using the theo-
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Fig. 2.16: 100 example trajectories of the package delivery case study with two
trajectories satisfying the specification highlighted. Note that the yellow agent loses
a parcel in 𝑝2 and has to take an additional loop.

retical results from Haesaert et al. (2017); van Huijgevoort and Haesaert (2022), the
identified 7D system is reduced to a 2D system alongside the corresponding simula-
tion relation. An abstraction of the reduced-order system is generated by discretising
X̂ into 30002 and Û into 3 partitions and the corresponding error parameters are
computed to establish the simulation relation. The robust satisfaction probability is
computed via Corollary 2.1, depicted in Fig. 2.17 as a function of the initial state
of the 2D reduced system. Note that the results can be projected back onto the state
space of the original 7D system.

Comparison All steps required in obtaining the controller and robust satisfaction
probability from the datasetD𝑁 amount to less than 100 s on an AMD Ryzen 5950X
(single core used). To put this into perspective with other available approaches, con-
sider an IMDP generated via GP regression as the state of the art (Jackson et al.,
2020; Jiang et al., 2022). This approach is limited to systems with dimension-wise in-
dependent dynamics and establishes formal guarantees by leveraging concentration
inequalities to obtain statistical error bounds for the predictions of the GP models
(Fiedler et al., 2021). However, not only is this approach not scalable as it is in-
compatible with MOR and severely limited by the disadvantages of GPs themselves,
but the resulting error bounds are often extremely conservative. To highlight this,
consider a setup similar to the one presented here, with 𝑁 = 106 data samples,
confidence (1 − 𝛼) = 0.9, and a state and input discretisation of size 97 and 3, re-
spectively, to obtain an abstraction of similar size as above. Since exact inference via



2.6 Case Studies 55

Fig. 2.17: Robust satisfaction probability as a function of the reduced initial state for
𝑁 = 106 for the building automation system with a confidence bound of (1−𝛼) = 0.9.

GPs has a computational complexity of O(𝑁3) (Rasmussen and Williams, 2006),
this renders obtaining accurate large-scale models computationally excruciating. For
sparse options, there are no results available that grant formal guarantees. Provided
GP models with sample size 𝑁 can be obtained, the dimension-wise error bound

P
(
|𝜇𝑁,𝑖 (𝑥, 𝑢) − 𝑓𝑖 (𝑥, 𝑢; 𝜃∗) | ≤ E𝑖 (𝑥, 𝑢)

)
≥ 1 − 𝛼, 𝑖 ∈ {1, . . . , 𝑛𝑥},

by Fiedler et al. (2021, Proposition 2) can be extrapolated4 to be of magnitude
[min𝑥,𝑢 E𝑖 (𝑥, 𝑢)]𝑛𝑥𝑖=1 := [3.1, 3.0, 3.4, 3.3, 3.2, 3.5, 3.4], where 𝜇𝑁,𝑖 denotes the pos-
terior mean function of the 𝑖th GP, and 𝑓 := [ 𝑓1; . . . ; 𝑓𝑛] is the true dynamics function
as defined in (2.2). Subsequently, constructing the IMDP from the GPs involves non-
linear optimisations with respect to 𝑥 ∈ X and the error bounds, for a total of more
than 68 trillion possible transitions for each of two transition matrices. This amounts
to a serial complexity of O(2(𝜅𝑛𝑥𝑛𝑄) × (𝜂𝑛𝑥X̂ 𝑛𝑄) × (𝜂

𝑛𝑥

X̂
𝜂𝑚
Û
𝑛𝑄)), with (𝜅𝑛𝑥𝑛𝑄) being

the complexity of a single nonlinear optimisation (Wooding and Lavaei, 2024; Math-
iesen et al., 2024). Storing one such dense matrix with double precision would take
500 TB of memory. In contrast, SySCoRe can leverage sparse matrices and tensor
multiplications to circumvent this. Using GPs with an active set of 2000 data points,
the same machine as before can compute 3.6 transition optimisations per second,
rendering the IMDP construction infeasible. The subsequent control synthesis has
an added complexity of O(𝜂𝑛𝑥

X̂
𝜂𝑚
Û
𝑛𝑄 log(𝜂𝑛

X̂
𝑛𝑄)). As the error bounds E𝑖 are large

in comparison to the size of the partitions and the noise variance, the approach
yields the trivial lower bound of zero for the satisfaction probability. In contrast,

4 The average minimum error is computed over 10 runs for 𝑁 = 1000, 1500, . . . , 5000, and
extrapolated linearly.
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the approach proposed in this chapter can obtain comparatively tight statistical er-
ror bounds due to the linearity of the model in the uncertain parameters. Note that
the robust satisfaction probability can be further strengthened via Proposition 2.3.
This emphasises the powerful capabilities of the proposed synthesis approach via
probabilistic simulation relations with respect to both scalability and accuracy.

2.6.3 Van der Pol Oscillator

As a renowned example of a nonlinear system, consider the state evolution of the
Van der Pol Oscillator in discrete time, given by

𝑥1,𝑡+1 = 𝑥1,𝑡 + 𝑥2,𝑡𝜏𝑠 + 𝑤1,𝑡 ,

𝑥2,𝑡+1 = 𝑥2,𝑡 + (−𝑥1,𝑡 + 𝑎(1 − 𝑥2
1,𝑡 )𝑥2,𝑡 )𝜏 + 𝑢𝑡 + 𝑤2,𝑡 ,

with parameter 𝑎 and sampling time 𝜏𝑠 = 0.1. The dynamics can be rewritten in
the form of (2.3), where 𝑓 (𝑥, 𝑢) = [𝑥1, 𝑥2, 𝑥

2
1𝑥2, 𝑢]⊤, ℎ(𝑥) = 𝑥, and Σ = 0.2𝐼2. The

following spaces are considered: the state spaceX = R2, input spaceU = [−1, 1], and
output space Y = X. The goal is to design a controller such that the system remains
inside region 𝑝𝑆 = [−3, 3]2 until reaching target region 𝑝𝑇 = [2, 3]×[−1, 1], written
as 𝜓 = 𝑝𝑆 U 𝑝𝑇 .

For estimating the parameters, uniform inputs 𝑢 are sampled fromU, the prior dis-
tributions are set toN(𝜃 𝑗 |0, 10𝐼4), 𝑗 ∈ {1, 2}, and 𝑁 data points are drawn from the
unknown target system with parametrisation 𝜃∗ = [1, 𝜏𝑠 , 0, 0;−𝜏𝑠 , 1+𝜏𝑠𝑎,−𝜏𝑠𝑎, 1]⊤,
where 𝑎 = 0.9 and 𝜏𝑠 = 0.1. Following similar steps as in previous case studies, the
models M̂, M̃ (discretising X̂ into 2002 and Û into 5 partitions) and corresponding
simulation relations are obtained with 𝜀1 = 0, max𝑢̂ 𝛿1 in Fig. 2.18 (top) and 𝜀2 = 0.1
and 𝛿2 given in Fig. 2.18 (bottom). The probability of satisfying the specification
with 𝜀 = 𝜀1 + 𝜀2 and 𝛿 = 𝛿1 + 𝛿2 is computed based on Corollary 2.1, and is given
in Fig. 2.19 as a function of the initial state of M(𝜃).

2.7 Conclusion

This chapter presented a new simulation relation for stochastic systems that can estab-
lish a quantitative connection between a parametrised class of models and a simpler
nominal model. With this, it extends the applicability of previous work by enabling
the synthesis of robust controllers from data and providing quantified guarantees
for unknown nonlinear systems with unbounded noise and complex infinite-horizon
specifications. Notably, the approach is compatible with MOR techniques and can
hence be applied to higher-dimensional systems.
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Fig. 2.18: Maximum value of 𝛿1 (top) with respect to the input as a function of the
initial state, and 𝛿2 as a function of the initial state (bottom) for 𝑁 = 104, 105, 106

for the package delivery case study with a confidence bound of (1 − 𝛼) = 0.9.

The proposed approach is presented under certain simplifying assumptions, some
of which can be directly relaxed — such as extensions to more expressive specifica-
tion semantics and system classes.

2.7.1 Temporal Logic Extensions

Properties expressed as scLTL specifications can be represented as DFAs (Defini-
tion 2.5). Based on this fact, this chapter reformulated the satisfaction of an scLTL



58 2 Bayesian Correct-by-Design Synthesis of Uncertain Systems

Fig. 2.19: Robust satisfaction probability as a function of the initial state for 𝑁 =

104, 105, 106 (bottom to top) for the Van der Pol Oscillator with a confidence bound
of (1 − 𝛼) = 0.9.

specification as a reachability problem on the product system composed of the DFA
and the abstracted system.

Signal Temporal Logic Note that scLTL subsumes signal temporal logic (STL)Signal Temporal
Logic (Maler and Nickovic, 2004; Lindemann et al., 2023). With scLTL, time can be

explicitly encoded using, e.g., multiple instances of the next operator. In contrast
to LTL, which is considered a qualitative semantic, STL specifications provide a
quantitative semantic expressing the degree of satisfaction or robustness of the result
against deviations. Thus, STL can be used to express by how much a signal satisfies
the requirements or how far a signal is from satisfying the requirements. To this end,
STL is founded on the following syntax (Maler and Nickovic, 2004):

𝜓 ::= true | 𝑝 | ¬𝜓 | 𝜓1 ∧ 𝜓2 | 𝜓1 U[𝑡𝑎 ,𝑡𝑏 ] 𝜓2,

where 𝑝 ∈ Y is an atomic proposition over a well-behaved signal in Y = R𝑛𝑥 and
𝑡𝑎, 𝑡𝑏 ∈ R≥0 are discrete time instances with 𝑎, 𝑏 ∈ N0. Analogously, propositions
can be assigned to regions of the output space Y through the labelling function L.
Furthermore, the until operator 𝜓1 U[𝑡𝑎 ,𝑡𝑏 ] 𝜓2 is expressed via scLTL as follows:

𝜓1 U[𝑡𝑎 ,𝑡𝑏 ] 𝜓2 = ∨𝑏𝑛=𝑎
(
⃝𝑛 𝜓2 ∧

(
∧𝑛−1
𝑖=0 ⃝

𝑖 𝜓1

))
.

From this, all other STL expressions can be derived recursively using the structure of
the formula and passing the negation through the formula using De Morgan’s Laws in
logic. Therefore, any STL specification can be expressed using a finite combination
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of operators ⃝, ∧, ∨, and negation applied to the atomic propositions. This renders
STL a subset of scLTL, and thus the results of this chapter are directly applicable.

Finite-Trace Linear Temporal Logic The method described in this chapter is Finite-Trace Linear
Temporal Logicnaturally extendable to linear temporal logic specifications over finite-traces (LTLF)

using the native approach outlined by Wells et al. (2020). LTLF semantics are useful
for formalising finite-horizon planning problems. With the approach by Wells et al.
(2020), the results for SSRs can be extended to LTLF by first translating the LTLF
formula to an equivalent first-order logic formula (Giacomo and Vardi, 2013) and
subsequently generating a minimal DFA using, e.g., the tool MONA (Henriksen
et al., 1995). Thereafter, the procedure remains the same, by constructing a product
MDP and solving the reachability problem (see Haesaert and Soudjani, 2021).

2.7.2 System Extensions

While this chapter focused on systems with Gaussian noise, the approach is more
broadly applicable to other (uncertain) noise distributions, as demonstrated in Chap-
ter 3. Furthermore, to establish formal guarantees based on noisy data (i.e., when the
observations are extended to be probabilistically conditioned on the latent state), re-
lation (2.20) must be relaxed to accommodate the inflicted uncertainty. This requires
adapting the presented coupling accordingly.

Currently, no definition of probabilistic simulation relations exists for non-
Markovian systems. There is some work using CMEs addressing this challenge
by reasoning over entire trajectories (Thorpe et al., 2022). Extending the simulation
relations developed here to such non-Markovian or partially observed settings —
beyond those linear POMDPs studied by (Haesaert et al., 2018) — remains an open
and highly relevant direction for future research.





Chapter 3

Correct-by-Design Synthesis for
Networks of Uncertain Systems

Abstract In this chapter, the synthesis approach from Chapter 2 is extended to CPSs
composed of multiple dynamically interconnected uncertain subsystems. Networked
discrete-time nonlinear systems with additive stochastic noise and parametrised
model uncertainty are considered, as arise when systems interact in uncertain envi-
ronments and only observational data is available. Two main limitations of the pre-
vious approach are addressed. First, Gaussian noise is often assumed for tractability,
but in networked settings, the heterogeneity of subsystems and their interactions
typically leads to more complex, non-Gaussian behaviour. Second, whilst model
uncertainty was handled monolithically in the previous chapter, here, a compo-
sitional view is taken by reasoning about uncertainty at the subsystem level and
synthesising guarantees for the composed system. Abstraction-based synthesis using
sub-probability couplings is extended accordingly, with controllers constructed from
data-driven parameter sets and arbitrary noise approximated via Gaussian mixtures.

3.1 Introduction

In the previous chapter, it was shown that efficient formal controller synthesis for
nonlinear systems subject to both aleatoric and epistemic uncertainty can be

enabled through abstraction-based techniques when a parametric model structure is
available and uncertainty is confined to unknown parameters. The approach proved
effective in producing guarantees, particularly when combined with model order
reduction to mitigate computational complexity. However, it was also evident that
scalability remains a core challenge: as system dimensionality increases, the number
of discrete states grows exponentially, rendering synthesis for a single monolithic
abstraction increasingly intractable.

61



62 3 Correct-by-Design Synthesis for Networks of Uncertain Systems

This limitation becomes only more pronounced when considering realistic envi-
ronments, where autonomous systems operate not in isolation but in coordination
with other agents. For instance, in traffic, manoeuvres must be performed amidst sur-
rounding vehicles and in response to previously unseen situations. Such interactions
give rise to networked systems — interconnected collections of dynamical agents.
While the individual dynamics may again be given in parametric form, the relevant
parameters are often uncertain and must be estimated from data. Treating the overall
network as a single system is typically infeasible due to the resulting state explosion.

This class of problems arises in numerous domains, including transportation,
smart grids, industrial automation, and robotic swarms. To enable tractable design,
a decomposition-based strategy is typically desirable, where synthesis is performed
at subsystem level and network-level correctness is inferred compositionally. This
concept — referred to as compositionality — has been extensively studied within the
formal methods community (Arcak et al., 2016; Alur et al., 2001; Hahn et al., 2013).
However, the majority of abstraction-based approaches for networked stochastic
systems remain limited to the model-based setting. One exception is Lavaei et al.
(2023), who use model-free reinforcement learning, relying on known Lipschitz
constants and limited to finite-horizon specifications. In fact, most work not only
assumes that exact models of all subsystems are available (Mallik et al., 2018;
Lavaei et al., 2021), but may additionally restrict stochastic behaviour to be either
bounded (Majumdar et al., 2023a) or Gaussian (Lavaei et al., 2020b). While these
assumptions can simplify analysis, they are often misaligned with the complex and
heterogeneous stochastic behaviour exhibited by real-world networks (Blackmore
et al., 2010; Sun et al., 2006), a characteristic largely neglected in prior work.

In contrast, the approach presented here extends formal synthesis to networked
systems subject to both epistemic and complex aleatoric uncertainty. To this end,
the notion of sub-simulation relations (SSRs) introduced in Chapter 2 — originally
applied to monolithic parametrised systems — is now considered in a compositional
setting. It is shown that local SSRs between uncertain subsystems can be composed
to form a global relation at network level, enabling decentralised synthesis for global
specifications formulated as conjunctions of local properties. Global guarantees
are established for both cascaded and cyclic network structures. To accommodate
realistic stochastic behaviour, arbitrary additive noise distributions are approximated
using Gaussian mixture models (GMMs), which serve as surrogate models of the
unknown true noise. Note that this contribution extends beyond the compositional
framework presented here. While parametric uncertainty was previously considered
confined to the deterministic component of the dynamics, with the stochastic law
known a priori, this chapter relaxes that assumption. Importantly, it is shown that
the approximation error introduced by the GMM representation can be bounded
even when the true noise distribution is unknown. This enables the construction
of abstractions that are robust to both model uncertainty and complex stochastic
disturbances — advancing compositional synthesis under uncertainty toward real-
world applicability.
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Organisation The chapter is organised as follows. In Section 3.2, the class of
networked systems, local controllers, and specifications is defined, and a two-stage
problem statement is formulated. Solutions to these subproblems are presented in
Section 3.3 and Section 3.4, respectively. In particular, Section 3.3 extends the SSR
definition to networked systems and establishes compositional results. Section 3.4
quantifies the closeness between two systems with GMM noise distributions. Finally,
the capabilities of the proposed compositional approach are demonstrated on a
nonlinear package delivery case study and a vehicle platoon in Section 3.5.

3.2 Preliminaries and Problem Statement

The setup considered in this chapter is formalised by first introducing the networked
system structure, and the associated local control policies and specifications. Based
on this, a two-stage control synthesis problem is derived.

3.2.1 Networks of Uncertain Stochastic Systems

This chapter considers networked discrete-time uncertain nonlinear systems with
two sources of uncertainty: additive stochastic noise and parametric uncertainty.
Fig. 3.1 shows a vehicle platoon as an illustrative example of such a networked
system. Systems of this class can be represented by a model M(𝜃) parametrised by
𝜃 = [𝜃1; . . . ; 𝜃𝑁 ] ∈ Ω1 × . . . ×Ω𝑁 and partitioned into 𝑁 subsystems

M
𝑖 (𝜃𝑖) :

{
𝑥𝑖
𝑡+1 = 𝑓 𝑖

𝜃 𝑖
(𝑥𝑖𝑡 , 𝑢𝑖𝑡 ) + 𝑤𝑖𝑡 , 𝑤𝑖𝑡 ∼ 𝑝𝑖𝑤( · |𝜃𝑖)

𝑦𝑖𝑡 = ℎ𝑖 (𝑥𝑖𝑡 )
, 𝑖 ∈ {1, . . . , 𝑁}, (3.1)

where 𝑥𝑖𝑡 ∈ X𝑖 ⊂ R𝑛
𝑖
𝑥 , 𝑢𝑖𝑡 ∈ U𝑖 ⊂ R𝑛

𝑖
𝑢 , and 𝑦𝑖𝑡 ∈ Y𝑖 ⊂ R𝑛

𝑖
𝑦 denote the state, input,

and observation of subsystem M
𝑖 (𝜃𝑖) at time-step 𝑡 ∈ N0, respectively. The state

evolution and observation mapping are described by the functions 𝑓 𝑖 : X𝑖×U𝑖×Ω𝑖 →
X𝑖 and ℎ𝑖 : X𝑖 → Y𝑖 . The additive noise 𝑤𝑖𝑡 ∈ W is an i.i.d. sequence with arbitrary
continuous distribution 𝑤𝑖𝑡 ∼ 𝑝𝑖𝑤( · |𝜃𝑖). Note that in contrast to Chapter 2, here, both
the state evolution 𝑓 𝑖

𝜃 𝑖
and the additive noise distribution 𝑝𝑖𝑤( · |𝜃𝑖) are conditioned on

an uncertain parametrisation 𝜃𝑖 — which is assumed to lie within a given uncertainty
set Θ𝑖 such that Θ :=

∏
𝑖 Θ

𝑖 — and the noise distribution 𝑝𝑖𝑤 may be non-Gaussian.
This uncertainty set can be inferred from observed input-output data, e.g., via system
identification techniques as showcased in Chapter 2.

The input and output vectors of each subsystem M
𝑖 (𝜃𝑖), 𝑖 ∈ {𝑖, . . . , 𝑁} are as- Input-Output

Configurationsumed to be partitioned as 𝑢𝑖𝑡 = [𝑢𝑖1𝑡 ; . . . ; 𝑢𝑖𝑁𝑡 ] and 𝑦𝑖𝑡 = [𝑦𝑖1𝑡 ; . . . ; 𝑦𝑖𝑁𝑡 ], respectively.
Internal coupling between subsystems is modelled by setting their internal 𝑢𝑖 𝑗𝑡 = 𝑦

𝑗𝑖
𝑡

for all 𝑖 ≠ 𝑗 (see Fig. 3.3). The components 𝑢𝑖𝑖𝑡 ∈ U𝑖𝑖 and 𝑦𝑖𝑖𝑡 ∈ Y𝑖𝑖 are referred to as
the external input and output, respectively. For the overall network M(𝜃), the state,
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M (𝜃 )

M
3 (𝜃3 )

M
2 (𝜃2 )

M
1 (𝜃1 )

Fig. 3.1: A vehicle platoon as an example of a networked system: The platoon M(𝜃)
arises as the interconnection of the individual vehicles M

𝑖 (𝜃𝑖), 𝑖 ∈ {1, 2, 3}. The
coordinated motion enables improved safety, fuel efficiency, and extended situational
awareness through shared sensing.

input, and output vectors are recovered by concatenation:

𝑥𝑡 = [𝑥1
𝑡 ; . . . ; 𝑥

𝑁
𝑡 ], 𝑢𝑡 = [𝑢1

𝑡 ; . . . ; 𝑢
𝑁
𝑡 ], 𝑦𝑡 = [𝑦1

𝑡 ; . . . ; 𝑦
𝑁
𝑡 ] .

Notation For convenience, a column vector 𝑥 = [𝑥1; . . . ; 𝑥𝑛] ∈ R𝑛 deprecated by
its 𝑖th component is written as 𝑥−𝑖 := [𝑥1; . . . ; 𝑥𝑖−1; 𝑥𝑖+1; . . . ; 𝑥𝑛]. Similarly, the
product of sets {𝐴𝑖}𝑛

𝑖=1 with the 𝑖th set removed is written as 𝐴−𝑖 :=
∏
𝑗≠𝑖 𝐴

𝑗 .

3.2.2 Gaussian Mixture Models

The noise distribution 𝑝𝑖𝑤(𝑤𝑖𝑡 |𝜃𝑖) is modelled as a Gaussian mixture model (GMM).
As a subclass of finite mixture models, GMMs are a widely used modelling frame-
work for approximating probability distributions. Apart from being particularly use-
ful for capturing multiple sources of randomness, GMMs can approximate any
continuous distribution with arbitrary precision (McLachlan and Peel, 2000).

Definition 3.1 (Gaussian Mixture Model (GMM)) A GMM is a probability mea-Gaussian Mixture
Model sure NN𝐾 : ℬ(X) → [0, 1], which is a weighted sum of finitely many (𝐾 ∈ N)

Gaussian component densities N(𝑥 |𝜇𝑘 , Σ𝑘), 𝑘 ∈ {1, . . . , 𝐾}, i.e.,
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NN𝐾 (𝑑𝑥 |𝜋, 𝜇, Σ) :=
𝐾∑︁
𝑘=1

𝜋𝑘 N(𝑑𝑥 |𝜇𝑘 , Σ𝑘),

with mixing weights 𝜋 := (𝜋1, . . . , 𝜋𝐾 ), 0 ≤ 𝜋𝑘 ≤ 1,
∑𝐾
𝑘=1 𝜋𝑘 = 1, mean values

𝜇 := (𝜇1, . . . , 𝜇𝐾 ), and covariance matrices Σ := (Σ1, . . . , Σ𝐾 ).

A GMM is called homoscedastic, if all 𝐾 components share the same covariance
matrix, and heteroscedastic otherwise. Fig. 3.2 depicts an example of a heteroscedas-
tic GMM. When the number of components 𝐾 is uncertain, the index indicating the
number of components is omitted, i.e., NN( · |𝜋, 𝜇, Σ).

Fig. 3.2 Example of a 2D
Gaussian mixture with 𝐾 = 3
components: (𝜋1 = 0.2, 𝜇1 =

[1; −1], Σ1 = 0.5𝐼 ) , (𝜋2 =

0.3, 𝜇2 = [−1; 0], Σ2 =

0.2𝐼 ) , and (𝜋3 = 0.5, 𝜇3 =

[0; 2], Σ3 = 𝐼 ) .
𝑥1 𝑥2

NN
3
(𝑑
𝑥
|𝜋
,
𝜇
,
Σ
)

For the networked system in (3.1), the noise distributions can hence be written as
𝑤𝑖𝑡 ∼ NN( · |𝜋𝑖 , 𝜇𝑖 , Σ𝑖) ≡ NN( · |𝜃𝑖), where the parameters (𝜋𝑖 , 𝜇𝑖 , Σ𝑖) are contained
in the unknown parametrisation 𝜃𝑖 .

Remark 3.1 (Learning a GMM from Data) Any continuous probability distribution
can be approximated arbitrarily precise using a GMM (McLachlan and Peel, 2000).
One method for determining the parameters (𝜋, 𝜇, Σ) based on data is using maxi-
mum likelihood fitting via the expectation maximisation (EM) algorithm. The EM
algorithm is an iterative procedure, where every iteration 𝑙 ∈ N comprises two
steps. In the E-step, the expected likelihood of some parametrisation (𝜋, 𝜇, Σ) (𝑙) is
computed. The consecutive M-step involves the maximisation of mentioned likeli-
hood to find the next parametrisation (𝜋, 𝜇, Σ) (𝑙+1) . This procedure is repeated until
convergence, yielding a maximum likelihood estimate (𝜋̂, 𝜇̂, Σ̂).
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3.2.3 Local Controllers

For each subsystem M
𝑖 (𝜃𝑖) in (3.1) initialised at an initial state 𝑥𝑖0 at 𝑡 = 0 and

an input sequence 𝑢𝑖0, 𝑢
𝑖
1, 𝑢

𝑖
2, . . ., consecutive states 𝑥𝑖

𝑡+1 ∈ X𝑖 are obtained as
realisations 𝑥𝑖

𝑡+1 ∼ 𝑓 𝑖
𝜃 𝑖
(𝑥𝑖𝑡 , 𝑢𝑖𝑡 ; 𝜃𝑖) + NN(𝑤𝑖𝑡 |𝜃𝑖). Recall that the execution history

(𝑥𝑖0, 𝑢
𝑖
0, 𝑥

𝑖
1, . . . , 𝑢

𝑖
𝑁−1, 𝑥

𝑖
𝑁
) grows with the number of observations (𝑁), and takes

values in a history space H𝑖
𝑁

:= (X𝑖 × U𝑖)𝑁 × X𝑖 .
In contrast to the monolithic treatment in Chapter 2, here, each subsystem M

𝑖 (𝜃𝑖)Local Control Policies
is equipped with a local controller, which determines which inputs to apply (see
Fig. 3.3). Formally, a local control policy 𝝆𝑖 = (𝜌𝑖0, 𝜌

𝑖
1, 𝜌

𝑖
2, . . .) is a sequence of

universally measurable maps 𝜌𝑖𝑡 : H𝑖𝑡 → 𝒫(U𝑖𝑖), 𝑡 ∈ N0, from the execution histories
to distributions over external inputs 𝑢𝑖𝑖 ∈ U𝑖𝑖 . As in Chapter 2, it is sufficient to
consider finite memory policies for the satisfaction of temporal logic specifications
on the system executions. As the deterministic implementation of such a policy, the
local controller for a given subsystem M

𝑖 (𝜃𝑖) acts as a state-feedback law

𝑢𝑖𝑖𝑡 = C𝑖 (𝑥𝑖𝑡 ),

with the closed-loop composition denoted as C𝑖 ZM
𝑖 (𝜃𝑖).

3.2.4 Local Specifications

It is assumed that each local subsystem M
𝑖 associates a corresponding labelling

function L𝑖 : Y𝑖 → Σ𝑖 assigning a letter to each output. Using this labelling map,
temporal logic specifications can be defined over the output of the subsystem as
described in Subsection 2.2.3. Analogous to the monolithic case, the probability
of the controlled subsystem C𝑖 Z M

𝑖 satisfying its specification 𝜓𝑖 is given by
P(C𝑖 ZM

𝑖 |= 𝜓𝑖).
The approach presented in this chapter is restricted by the common assumption

that global specifications can be decomposed into local subspecifications.

Assumption 3.1 (Local Specifications) Let the system be decomposable into 𝑁

subsystems M1, . . . ,M𝑁 and the global specification 𝜓 into 𝑁 local scLTL speci-
fications 𝜓1, . . . , 𝜓𝑁 (see Definition 2.1 for the scLTL syntax) such that 𝜓 = ∧𝑁

𝑖=1𝜓
𝑖 .

3.2.5 Problem Statement

When synthesising a controller for the entire network, the problem size grows expo-
nentially with the number of subsystems involved — for instance, when designing
a global safety controller (see Fig. 3.3(a)). To mitigate this complexity, composi-
tional reasoning is employed: the global synthesis problem is decomposed into local
control tasks (see Fig. 3.3(b)) by decoupling subsystems under the assumption of
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bounded influence (as commonly done in related work (Lavaei et al., 2022a)). The
local control problems operate over the much lower-dimensional dynamics of the
individual subsystems, substantially reducing the computational burden imposed by
the exponential complexity of formal synthesis.

M
1 (𝜃1) 𝑦11

𝑤1 ∼ NN( · | 𝜃1 )

M
2 (𝜃2)

𝑦22

𝑤2 ∼ NN( · | 𝜃2 )

𝑦12

𝑢21𝑦21

𝑢12
M̂

1 𝑦̂11

𝑤̂1 ∼ NN( · | 𝜃1 )

M̂
2

𝑦̂22

𝑤̂2 ∼ NN( · | 𝜃2 )

𝑦̂12

𝑢̂21𝑦̂21

𝑢̂12

Ĉ

𝑢11
𝑢̂11

𝑢22 𝑢̂22

M (𝜃)

C

(a) Global control loop (simplified with identity interface functions i1, i2).

M
1 (𝜃1) 𝑦11

𝑤1 ∼ NN( · | 𝜃1 )

M
2 (𝜃2)

𝑦22

𝑤2 ∼ NN( · | 𝜃2 )

𝑦12

𝑢21𝑦21

𝑢12
M̂

1 𝑦̂11

𝑤̂1 ∼ NN( · | 𝜃1 )

M̂
2

𝑦̂22

𝑤̂2 ∼ NN( · | 𝜃2 )

𝑦̂12 ∈ Ŷ12

𝑢̂21 ∈ Û21𝑦̂21 ∈ Ŷ21

𝑢̂12 ∈ Û12

Ĉ
1𝑢11

𝑢̂11

Ĉ
2

𝑢22 𝑢̂22

C1

C2

(b) Local control loops (simplified with identity interface functions i1, i2).

Fig. 3.3: Global controller (a) vs local controllers (b).

Given the structure of the network and the form of the local specifications defined
earlier, the problem is approached by solving the following two subproblems.

Subproblem 3.1 (Composition) Consider a networked uncertain system
M(𝜃) with 𝑁 subsystems M

𝑖 (𝜃𝑖) of the form (3.1) and a global specifi-
cation 𝜓 satisfying Assumption 3.1. Let thresholds 𝑝𝜓𝑖 ∈ (0, 1) be given for
each subsystem 𝑖 ∈ {1, . . . , 𝑁}. Design a global controller C with lower bound
𝑝𝜓 ∈ (0, 1) such that
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P (C ZM(𝜃) |= 𝜓) ≥ 𝑝𝜓 , ∀𝜃 ∈ Θ =
∏
𝑖 Θ

𝑖 ,

by designing a local controller C𝑖 for each M
𝑖 (𝜃𝑖), 𝑖 ∈ {1, . . . , 𝑁}, such that

P
(
C
𝑖 ZM

𝑖 (𝜃𝑖) |= 𝜓𝑖 |𝝎 𝑗 |= 𝜓 𝑗 , 𝑗 ≠ 𝑖
)
≥ 𝑝𝜓𝑖 , ∀𝜃𝑖 ∈ Θ𝑖 .

Given a solution to Subproblem 3.1, the resulting 𝑁 local control problems can be
addressed individually as follows.

Subproblem 3.2 (Robust Synthesis (Extended)) For a given scLTL speci-
fication 𝜓𝑖 and threshold 𝑝𝜓𝑖 ∈ (0, 1), design a controller C𝑖 that robustly
satisfies 𝜓𝑖 uniformly for the set of models {M𝑖 (𝜃𝑖), 𝜃𝑖 ∈Θ𝑖} with probability
at least 𝑝𝜓𝑖 :

P
(
C𝑖 ZM

𝑖 (𝜃𝑖) |= 𝜓𝑖
)
≥ 𝑝𝜓𝑖 , ∀𝜃𝑖 ∈ Θ𝑖 .

Analogous to Subproblem 2.2 in Chapter 2, Subproblem 3.2 is solved for each
subsystem M

𝑖 (𝜃𝑖), 𝑖 ∈ {1, . . . , 𝑁}, by computing a robust controller for a selected
nominal system M̂

𝑖
in the set of feasible models {M𝑖 (𝜃𝑖) |𝜃𝑖 ∈ Θ𝑖}, and constructing

an SSR between the nominal system and the set of models. Recall that a valid
refinement requires neither the interface function nor the state refinement to be
dependent on the concrete parametrisation 𝜃𝑖 . Note that here, in contrast to Chapter 2,
both the deterministic and the stochastic part of the system dynamics are considered
uncertain and the noise distribution is non-Gaussian.

To solve Subproblem 3.1, local controllers are synthesised by bounding the inter-
nal inputs and outputs of the network and including the satisfaction of these bounds
in the local specifications. A lower bound on the satisfaction probability of the net-
worked system M(𝜃) is derived by showing that the local SSRs induce a global
SSR, similar to the compositional approach by Lavaei et al. (2021). To solve Sub-
problem 3.2, the results for establishing SSRs presented in Chapter 2 are extended
to systems with parametrised GMM noise distributions.

3.3 Sub-Simulation Relations for Networks of Uncertain Systems

Following the approach by Lavaei et al. (2021), the solution to Subproblem 3.1 is
based on constructing individual nominal models M̂

𝑖
for each subsystem M

𝑖 . Local
abstraction-based controllers Ĉ

𝑖
are then synthesised for the nominal abstractions.

Using local SSRs between each pair (M𝑖 , M̂
𝑖
), the controllers Ĉ

𝑖
can subsequently

be refined to concrete controllers C𝑖 for the original subsystems M𝑖 (see Fig. 3.3(b)).
Fig. 3.4 illustrates the overall setup.

In this section, it is shown how the SSR in Definition 2.8 can be extended to
networks of uncertain systems, and the associated compositional results are derived.
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M
1 (𝜃1)𝑢11 𝑦11

𝑤1 ∼ NN( · | 𝜃1 )

M
2 (𝜃2)

𝑦22
𝑢22

𝑤2 ∼ NN( · | 𝜃2 )

𝑦12

𝑢21
𝑦21
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M̂
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Fig. 3.4: The network with parametric uncertainty, M(𝜃), (left) and its nominal
abstraction M̂ (right) are related by establishing simulation relations for each sub-
system pair. These simulation relations quantify the similarity of the systems based
on relations on the states and internal inputs.

3.3.1 Models and Interconnections

The individual subsystems M
𝑖 in (3.1) are represented as gMDPs, as defined in

Definition 2.4. To model the network of subsystems, the interconnection of 𝑁 gMDPs
is formally defined as follows (see Fig. 3.4).

Definition 3.2 (Interconnection of Subsystems) Consider 𝑁 ∈ N gMDPs M
𝑖 = Interconnection

(X𝑖 ,X𝑖0,U
𝑖 , t𝑖 , ℎ𝑖 ,Y𝑖), 𝑖 ∈ {1, . . . , 𝑁}, with an input-output configuration that can be

partitioned as outlined in Subsection 3.2.1. Then, the interconnection of the subsys-
tems is itself a gMDP M = (X,X0,U, t, ℎ,Y), also denoted as ℐ(M1, . . . ,M𝑁 ),
with X =

∏
𝑖 X

𝑖 , X0 =
∏
𝑖 X

𝑖
0, U =

∏
𝑖 U

𝑖 , t =
∏
𝑖 t𝑖 , ℎ = [ℎ11; . . . ; ℎ𝑁𝑁 ],

Y =
∏
𝑖 Y

𝑖 , and interconnection constraints

∀𝑖 ≠ 𝑗 : 𝑢
𝑖 𝑗
𝑡 = 𝑦

𝑗𝑖
𝑡 , Y 𝑗𝑖 ⊆ U𝑖 𝑗 . (3.2)

The SSR definition for networked systems is presented in the next subsection.

3.3.2 Relation on Subsystem Level

For each subsystem M
𝑖 in (3.1), an abstract nominal model is constructed:

M̂
𝑖
:

{
𝑥𝑖
𝑡+1 = 𝑓 𝑖

𝜃 𝑖
(𝑥𝑖𝑡 , 𝑢̂𝑖𝑡 ) + 𝑤̂𝑖𝑡 , 𝑤̂𝑖𝑡 ∼ NN( · |𝜃𝑖)

𝑦̂𝑖𝑡 = ℎ̂𝑖 (𝑥𝑖𝑡 )
, (3.3)
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with nominal parameters 𝜃𝑖 . Note that M̂
𝑖
≡M

𝑖 (𝜃𝑖) if ℎ̂𝑖 ≡ ℎ𝑖 . Individual SSRs are
established for each subsystem pair (M𝑖 (𝜃𝑖), M̂

𝑖
) using the sub-probability cou-

pling introduced in Definition 2.7, which are independent of the concrete uncertain
parametrisations 𝜃𝑖 .

The following definition is central to the approach developed in this chapter,
extending the original SSR from Definition 2.8 to systems with both internal and
external inputs.

Local SSR Definition 3.3 ((𝜺𝒊 , 𝜹𝒊)-Sub-Simulation Relation (SSR)) Consider two gMDPs
M

𝑖 = (X𝑖 ,X𝑖0,U
𝑖 , t𝑖 , ℎ𝑖 ,Y𝑖) and M̂

𝑖
= (X̂𝑖 , X̂𝑖0, Û

𝑖 , t̂𝑖 , ℎ̂𝑖 ,Y𝑖), relations
R𝑥𝑖 ⊂ ℬ(X̂𝑖 × X𝑖) and R𝑢−𝑖 ⊂ ℬ(Û−𝑖 × U−𝑖), and an interface function
i𝑖 : X̂𝑖 × X𝑖 × Û𝑖 × ℬ(U𝑖𝑖) → [0, 1]. If there exists a sub-probability ker-
nel 𝒗𝑖 : X̂𝑖 × X𝑖 × Û𝑖 × U−𝑖 ×ℬ(X̂𝑖 × X𝑖) → [0, 1], such that

(a) ∀𝑥𝑖0 ∈ X
𝑖
0, ∃𝑥

𝑖
0 ∈ X̂

𝑖
0 : (𝑥𝑖0, 𝑥

𝑖
0) ∈ R𝑥𝑖 ;

(b) ∀(𝑥𝑖 , 𝑥𝑖) ∈ R𝑥𝑖 , ∀𝑢̂𝑖 ∈ Û𝑖 there is 𝑢𝑖𝑖 ∼ i𝑖 ( · |𝑥𝑖 , 𝑥𝑖 , 𝑢̂𝑖) s.t. ∀𝑢−𝑖 ∈ R−1
𝑢−𝑖
𝑢̂−𝑖 ,

𝒗𝑖 (𝑑𝑥𝑖+ × 𝑑𝑥𝑖+ |𝑥𝑖 , 𝑥𝑖 , 𝑢̂𝑖 , 𝑢−𝑖) is a sub-probability coupling of t̂𝑖 (𝑑𝑥𝑖+ |𝑥𝑖 , 𝑢̂𝑖)
and t𝑖 (𝑑𝑥𝑖+ |𝑥𝑖 , 𝑢𝑖) over R𝑥𝑖 with respect to 𝛿𝑖 (see Definition 2.7);

(c) ∀(𝑥𝑖 , 𝑥𝑖) ∈ R𝑥𝑖 : dY( ℎ̂𝑖 (𝑥𝑖), ℎ𝑖 (𝑥𝑖)) ≤ 𝜀𝑖;

then M̂
𝑖

is in an (𝜀𝑖 , 𝛿𝑖)-SSR with M
𝑖 , denoted by M̂

𝑖
⪯𝛿𝑖
𝜀𝑖
M

𝑖 .

The intuition is similar to the original monolithic SSR: Definition 3.3 imposes three
conditions on the composed system M̂

𝑖
×M

𝑖 evolving on the product space X̂𝑖×X𝑖 .
They roughly correspond to its initial state, state transition, and output mapping (see
Fig. 3.4). Condition (a) requires the states of both systems to start in the relation R𝑥𝑖
upon initialisation. Once in R𝑥𝑖 , condition (b) certifies that for any external input 𝑢̂𝑖𝑖
to M̂

𝑖
there exists a corresponding external input 𝑢𝑖𝑖 to M

𝑖 such that the systems
stay in relation R𝑥𝑖 with probability at least (1− 𝛿𝑖) provided that the internal inputs
of the two systems remain in relation R𝑢−𝑖 ; In effect, R𝑢−𝑖 acts as a contract on the
allowed subsystem interactions. Note that the external input 𝑢̂𝑖𝑖 is mapped onto 𝑢𝑖𝑖 by
an interface function. Finally, according to condition (c), given that the two systems
are in relation R𝑥𝑖 , the corresponding outputs shall be 𝜀𝑖-close.

Definition 3.3 reduces to the original definition of (𝜀, 𝛿)-sub-simulation relations
for monolithic systems (Definition 2.8) if 𝑁 = 1 (thus equivalently 𝑖 ∈ {1}).

In the next section, it is shown that — as Lavaei et al. (2021) demonstrated
for approximate simulation relations — local SSRs between the interconnected
subsystems induce a global SSR between the resulting networks.

3.3.3 Relation on Network Level

The introduced framework is now applied to networks subject to parametric un-
certainty. In contrast to Chapter 2, where an SSR was directly established on
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the entire system and its nominal counterpart, here, individual SSRs M̂
𝑖
⪯𝛿𝑖
𝜀𝑖
M

𝑖

are established between each pair of subsystems (M𝑖 (𝜃𝑖), M̂
𝑖
) as defined in

(3.1) and (3.3). To establish the relation, the interface function is chosen as Noise Coupling
𝑢𝑖𝑖 ∼ i𝑖 ( · |𝑥𝑖 , 𝑥𝑖 , 𝑢̂𝑖) := 𝑢̂𝑖𝑖 , and the noise is coupled via

𝑤̂𝑖 ≡ 𝛾𝑖
𝜃 𝑖
(𝑥𝑖 , 𝑢𝑖) + 𝑤𝑖 , with an offset (3.4)

𝛾𝑖
𝜃 𝑖
(𝑥𝑖 , 𝑢𝑖) := 𝑓 𝑖

𝜃 𝑖
(𝑥𝑖 , 𝑢𝑖) − 𝑓 𝑖

𝜃 𝑖
(𝑥𝑖 , 𝑢𝑖), (3.5)

so that the resulting state mapping is independent of the uncertain parameters 𝜃:

𝑥𝑖+ = 𝑥
𝑖
+ − 𝑓 𝑖𝜃 𝑖 (𝑥

𝑖 , 𝑢𝑖) + 𝑓 𝑖
𝜃 𝑖
(𝑥𝑖 , 𝑢̂𝑖). (3.6)

Notably, the additive noise coupling in (3.4) implies that the distributionsNN𝐾 𝑖 (𝑤𝑖 |𝜃𝑖)
and NN𝐾̂ 𝑖 (𝑤̂𝑖 |𝜃𝑖) must be of pairwise identical covariance structure, i.e., with a
matching number of components 𝐾̂ 𝑖 = 𝐾 𝑖 and shared covariances Σ̂𝑖

𝑘
= Σ𝑖

𝑘
for all

𝑘 ∈ {1, . . . , 𝐾}. Importantly, this is not overly restrictive, as the resulting formulation
does not limit the expressiveness of addressable noise distributions and is more
general than assuming homoscedasticity. The following relations are used to find a
convenient, closed-form coupling expression:

R𝑥𝑖 :=
{
(𝑥𝑖 , 𝑥𝑖) ∈ X̂𝑖 × X𝑖 |𝑥𝑖 = 𝑥𝑖

}
, (3.7)

R𝑢−𝑖 :=
{
(𝑢̂−𝑖 , 𝑢−𝑖) ∈ Û−𝑖 × U−𝑖 | 𝑢̂−𝑖 = 𝑢−𝑖

}
, (3.8)

R𝑥 :=
{
(𝑥, 𝑥) ∈ X̂ × X | 𝑥 = 𝑥

}
, (3.9)

≡
{
(𝑥, 𝑥) ∈ X̂ × X | ∀𝑖 ∈ {1, 2} : (𝑥𝑖 , 𝑥𝑖) ∈ R𝑥𝑖

}
.

Condition (a) of Definition 3.3 is satisfied by setting the initial states 𝑥𝑖0 = 𝑥𝑖0, for all
𝑖 ∈ {1, . . . , 𝑁}. For condition (b), a sub-probability coupling 𝒗𝑖

𝜃 𝑖
(Definition 2.7) of

the transition kernels t̂𝑖 and t𝑖
𝜃 𝑖

over R𝑥𝑖 is defined as

𝒗𝑖
𝜃 𝑖
(𝑑𝑥𝑖+ × 𝑑𝑥𝑖+ | · ) =

∫
𝑤𝑖

𝛿 𝑓 𝑖
𝜃𝑖
(𝑥𝑖 ,𝑢𝑖 )+𝑤𝑖+𝛾𝑖

𝜃𝑖
(𝑑𝑥𝑖+)𝛿 𝑓 𝑖

𝜃𝑖
(𝑥𝑖 ,𝑢𝑖 )+𝑤𝑖 (𝑑𝑥𝑖+)

min
{
NN𝐾 𝑖 (𝑑𝑤𝑖 |𝜃𝑖),NN𝐾 𝑖 (𝑑𝑤𝑖 |𝜋̂𝑖 , 𝜇̂𝑖 − 𝛾𝑖

𝜃 𝑖
, Σ𝑖)

}
,

(3.10)

where the dependence of 𝒗𝑖
𝜃 𝑖

and 𝛾𝑖
𝜃 𝑖

on (𝑥𝑖 , 𝑢𝑖) is omitted for brevity. This coupling
𝒗𝑖 guarantees that the marginal distributions form lower bounds on the transition
probabilities of M𝑖 (𝜃𝑖) and M̂

𝑖
, thus ensuring that condition (b) of the SSR defi-

nition is met.
Based on these components, the following result shows that the local SSRs induce

a global SSR between the corresponding interconnected systems.

Induced
Compositional SSR

Theorem 3.1 (Induced Compositional SSR) Consider gMDPs {M𝑖 (𝜃𝑖)}𝑁
𝑖=1

and {M̂
𝑖
}𝑁
𝑖=1 as in (3.1) and (3.3) with a common metric dY= ∥ · ∥, and let
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M(𝜃) = ℐ(M1 (𝜃1), . . . ,M𝑁 (𝜃𝑁 )) and M̂ = ℐ(M̂
1
, . . . , M̂

𝑁
)

be the corresponding interconnections (Definition 3.2). For all 𝑖 ∈ {1, . . . , 𝑁},
let SSRs M̂

𝑖
⪯𝛿𝑖
𝜀𝑖
M

𝑖 (𝜃𝑖) with relations R𝑥𝑖 and R𝑢−𝑖 in (3.7)–(3.8), sub-
probability couplings 𝒗𝑖

𝜃 𝑖
in (3.10), and interface functions 𝑢𝑖𝑖 = 𝑢̂𝑖𝑖 be given.

If for all 𝑖 ∈ {1, . . . , 𝑁}, 𝑗 ≠ 𝑖, and 𝑢̂𝑖 𝑗 ≡ ℎ 𝑗𝑖 (𝑥 𝑗 ), the condition

∀(𝑥𝑖 , 𝑥𝑖) ∈ R𝑥𝑖 : (𝑢̂−𝑖 , 𝑢−𝑖) ∈ R𝑢−𝑖

holds, then M̂ is in an induced compositional (𝜀, 𝛿)-SSR with M(𝜃) (Def-
inition 2.8) — denoted as M̂ ⪯𝛿𝜀 M(𝜃) — with relation R𝑥 in (3.9) and
error parameters 𝜀 =

∑
𝑖 𝜀
𝑖 and 𝛿 = 1 −∏𝑖 (1 − 𝛿𝑖). The corresponding sub-

probability coupling 𝒗𝜃 =
∏
𝑖 𝒗
𝑖
𝜃 𝑖

and the interface function i =
∏
𝑖 i𝑖 follow

by applying the interconnection constraints (3.2).

The proof has been deferred to Appendix A.2. Based on Theorem 3.1, global guar-
antees for the networked system can be provided.

3.3.4 Global Guarantees

The probability of a local controlled subsystem C𝑖ZM𝑖 satisfying its specification𝜓𝑖
is conditioned on the behaviour of the other subsystems to which it is connected. The
probability that the interconnected system C ZM satisfies the global specification
𝜓 is obtained as the probability of the intersection of events (C𝑖 ZM

𝑖 |= 𝜓𝑖).
Results are established for two distinct network structures. In a cascaded network,

the interconnection between subsystems is unidirectional, with each subsystem in-
fluenced only by its predecessors. In a cyclic network, at least one cycle is present in
the interconnection graph of the subsystems. In the following, the predecessors of
the 𝑖th subsystem in the network are indexed by Pre(𝑖) ⊂ N.

Theorem 3.2 (Global Guarantees (Cascaded)) Consider a cascaded network
C ZM of locally controlled subsystems C𝑖 ZM

𝑖 , 𝑖 ∈ {1, . . . , 𝑁}. The global
satisfaction probability with respect to 𝜓 is lower bounded by

P (C ZM |= 𝜓) ≥
𝑁∏
𝑖=1

min
y 𝑗 ∈Y 𝑗

𝜓 𝑗

P
(
C𝑖 ZM

𝑖 |= 𝜓𝑖
��� y 𝑗 , ∀ 𝑗 ∈ Pre(𝑖)

)
, (3.11)

where Y 𝑗

𝜓 𝑗 :=
{
y 𝑗 : L 𝑗 (y 𝑗 ) |= 𝜓 𝑗

}
are sets of satisfying output traces.

Proof. Due to the acyclic network structure, the satisfaction probability can be
expressed in terms of conditional probabilities, analogous to Bayesian networks,
namely
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P (C ZM |= 𝜓) = P
(
∧𝑁𝑖=1

(
C
𝑖 ZM

𝑖 |= 𝜓𝑖
) )
,

=

𝑁∏
𝑖=1

P
(
C
𝑖 ZM

𝑖 |= 𝜓𝑖
��� C 𝑗 ZM

𝑗 |= 𝜓 𝑗 , ∀ 𝑗 ∈ Pre(𝑖)
)
. (3.12)

Recall that a subsystem C 𝑗ZM 𝑗 is said to (deterministically) satisfy its specification
𝜓 𝑗 if all of its output traces y 𝑗 satisfyL 𝑗 (y 𝑗 ) |= 𝜓 𝑗 . The expression (3.11) is obtained
by taking the minimum of the terms in the right-hand side of (3.12) with respect to
the output traces y 𝑗 for which C 𝑗 ZM

𝑗 |= 𝜓 𝑗 . This concludes the proof. ⊓⊔

For a general circular network configuration — i.e., when feedback loops or cycles
are present in the interconnection graph of the subsystems — a more conservative
lower bound is obtained. To this end, the internal outputs of the subsystems are
bounded to sets B𝑖 ⊂ Y𝑖 for all 𝑖 ∈ {1, . . . , 𝑁}, and are assigned output labels
𝑝B𝑖 . The event of a subsystem C𝑖 ZM

𝑖 satisfying its bound B𝑖 is defined as the
safety specification E𝑖 := (C𝑖 ZM

𝑖 |= □𝑝B𝑖 ), where “□” denotes the always LTL
operator (Baier and Katoen, 2008). The probability that the interconnected system
C ZM satisfies the global specification 𝜓 is then expressed as the probability of the
intersection of events (C𝑖 ZM

𝑖 |= 𝜓𝑖 ∧ E𝑖).

Theorem 3.3 (Global Guarantees (Cyclic)) Consider a cyclic network CZM
of locally controlled subsystems C𝑖ZM𝑖 . The global probability of satisfaction
with respect to 𝜓 is lower bounded by

P (C ZM |= 𝜓) ≥
𝑁∏
𝑖=1

min
y 𝑗 ∈Y 𝑗

E 𝑗

P
( (
C𝑖 ZM

𝑖 |= 𝜓𝑖
)
∧ E𝑖

��� y 𝑗 , ∀ 𝑗 ∈ Pre(𝑖)
)
,

(3.13)
where Y 𝑗

E 𝑗 :=
{
y 𝑗 : L 𝑗 (y 𝑗 ) |= E 𝑗

}
are sets of satisfying output traces.

Proof. The safety specifications E𝑖 are added to get

P (C ZM |= 𝜓) ≥ P
(
(C ZM |= 𝜓) ∧

(
∧𝑁𝑖=1E

𝑖
))
,

= P
(
∧𝑁𝑖=1

(
C𝑖 ZM

𝑖 |= 𝜓𝑖
)
∧ E𝑖

)
.

Next, a similar technique to the one used by Lavaei et al. (2023, Theorem 3.3) is used
to derive a lower bound based on the local satisfaction probabilities. This is achieved
by considering the worst-case output traces of the individual predecessors 𝑗 ∈ Pre(𝑖)
that satisfy their local safety specification E 𝑗 , i.e., Y 𝑗

E 𝑗 :=
{
y 𝑗 : L 𝑗 (y 𝑗 ) |= E 𝑗

}
.

Based on this, the global satisfaction probability is lower-bounded as shown in (3.13),
concluding the proof. ⊓⊔
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Solution Depending on the network structure, either Theorem 3.2 or Theo-
rem 3.3 can be used to obtain a solution to Subproblem 3.1.

Comparison and Feasibility The main distinction between Theorem 3.2 and Theo-
rem 3.3 lies in how the sets of admissible output traces — Y 𝑗

𝜓 𝑗 and Y 𝑗

E 𝑗 , respectively
— are determined. In the cascaded case, synthesis proceeds from the roots of the
system graph towards its leaves. The set Y 𝑗

𝜓 𝑗 of the 𝑗-th subsystem emerges natu-
rally after its local controller has been synthesised and subsequently constrains the
synthesis of its successors. To ensure feasibility of these downstream problems, the
outputs of preceding subsystems must typically remain within bounded domains.
Such boundedness often follows directly from the support of a system or from the
local specification 𝜓𝑖 , which commonly includes safety-type constraints that restrict
the dynamics to a compact region — this is also a practical necessity for numerical
computation on bounded domains (see Remark 2.9). In contrast, cyclic intercon-
nections preclude this sequential synthesis: each subsystem depends, directly or
indirectly, on its own successors. To resolve this circular dependence, explicit safety
contracts E𝑖 are introduced to bound the internal outputs before synthesis. These
bounds serve as fixed-point constraints that can, if required, be iteratively refined to
obtain tighter guarantees.

3.4 Sub-Simulation Relations for Gaussian Mixture Models

Now that global guarantees for the interconnected system can be computed from local
guarantees on the individual subsystems M𝑖 , the remaining challenge in addressing
Subproblem 3.2 is to show how an SSR (Definition 3.3) can be established for
systems subject to non-Gaussian noise — specifically, systems with GMM noise as
in (3.1). As such, beyond their role within the presented compositional framework,
the following formulation establishes GMMs as a general mechanism for extending
SSRs to systems exhibiting non-Gaussian stochasticity. Note that in contrast to
Theorem 2.3 the noise distribution is additionally considered to be parametrised by
the uncertain parameters 𝜃 as well. For notational simplicity, since each subsystem
is treated individually in the following, the superscript 𝑖 is omitted.

Theorem 3.4 (Establishing an SSR (Extended)) Let subsystems M(𝜃) and
M̂ in (3.1) and (3.3) be in an SSR M̂⪯𝛿𝜀 M(𝜃) with interface function 𝑢𝑡 = 𝑢̂𝑡 ,
relation (3.7), and sub-probability coupling (3.10). Then, the state mapping
(3.6) defines a valid control refinement (Definition 2.9) with error parameters
𝜀 = 0 and

𝛿(𝑥, 𝑢) = sup
𝜃∈Θ

{
1 −

𝐾∑︁
𝑘=1

[
𝐴𝑘, 𝜃 + 𝐵𝑘, 𝜃

]}
, (3.14)
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where the coefficients are given by

𝐴𝑘, 𝜃 := 𝜋𝑘cdf
(
−
(

1
2
− 𝜂𝑘, 𝜃

) 

𝛽𝑘, 𝜃

) ,
𝐵𝑘, 𝜃 := 𝜋̂𝑘cdf

(
−
(

1
2
+ 𝜂𝑘, 𝜃

) 

𝛽𝑘, 𝜃

) ,
𝜂𝑘, 𝜃 (𝑥, 𝑢) :=

1
𝛽𝑘, 𝜃 (𝑥, 𝑢)⊤𝛽𝑘, 𝜃 (𝑥, 𝑢)

log
𝜋𝑘

𝜋̂𝑘
,

𝛽𝑘, 𝜃 (𝑥, 𝑢) := 𝜇𝑘 − 𝜇̂𝑘 + 𝛾𝜃 (𝑥, 𝑢),

and the offset 𝛾𝜃 defined in (3.5).

Theorem 3.4 extends the results from Chapter 2 to more general, uncertain noise
distributions. Theorem 2.3 is recovered for 𝜇𝑘 = 𝜇̂𝑘 and 𝐾 = 1 (implying 𝜋𝑘 = 𝜋̂𝑘 =
1). The proof has been deferred to Appendix A.3.

Solution Given (𝜀𝑖 , 𝛿𝑖) from Theorem 3.4, Theorem 2.2 solves Subprob-
lem 3.2 by providing a parameter-independent concrete local controller C𝑖 that
is uniformly valid for all M𝑖 (𝜃𝑖), 𝜃𝑖 ∈ Θ𝑖 , with robust sat. prob. S∗

𝜀𝑖 , 𝛿𝑖
, i.e.,

P
(
C𝑖 ZM

𝑖 (𝜃𝑖) |= 𝜓𝑖
)
≥ S∗

𝜀𝑖 , 𝛿𝑖
, ∀𝜃𝑖 ∈ Θ𝑖 .

3.5 Case Studies

This section demonstrates the capabilities of the proposed extensions on a monolithic
package delivery case study and a vehicle platoon with two coupled subsystems.

3.5.1 Package Delivery

This case study, adapted from that in Subsection 2.6.1, is extended to incorporate
nonlinear dynamics and uncertain GMM noise into the system

M(𝜃) :

𝑥𝑡+1 =

[
0.9𝑥𝑡 ,1 + 0.6 sin(0.1𝑥𝑡 ,2) + 1.7𝜃𝑢𝑡 ,1

0.9𝑥𝑡 ,2 + 1.7𝑢𝑡 ,2

]
+ 𝑤𝑡

𝑦𝑡 = 𝑥𝑡

,

with state 𝑥𝑡 = [𝑥𝑡 ,1; 𝑥𝑡 ,2] and input 𝑢𝑡 = [𝑢𝑡 ,1; 𝑢𝑡 ,2], describing an agent translating
in a 2D space. Again, the goal is to compute a controller to navigate the agent to
collect a parcel in region 𝑝1 and deliver it to the target region 𝑝3. If the agent visits
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the avoid region 𝑝2 on its path, it loses the package and must collect a new one at
𝑝1. This behaviour is captured by the specification 𝜓 = ♦(𝑝1 ∧ (¬𝑝2 U 𝑝3)) (with
the corresponding DFA in Fig. 2.9). Recall that this is a complex specification
that cannot be expressed as a reach-avoid specification. The homoscedastic noise
distribution 𝑤𝑡 ∼ NN2 ( · |𝜋, 𝜇, Σ) is defined with a shared covariance matrix Σ :=
(Σ̄, Σ̄), Σ̄ = [

√
0.2, 0; 0,

√
0.2]. The uncertain parametrisation is given by 𝜃 :=

(𝜃, 𝜋, 𝜇). The spaces X,U,Y and regions 𝑝1, 𝑝2, 𝑝3 are kept identical to the ones in
Subsection 2.6.1.

The uncertainty set Θ — as can be identified from data via system identification
methods as shown in Chapter 2 — is defined by the elements 𝜃 ∈ [0.950, 1.050],
𝜋 = (0.8, 0.2), 𝜇1 ∈ [−0.010, 0.010] × [0.790, 0.810], and 𝜇2 ∈ [−0.810,−0.790]2.
A nominal model M̂ = M(𝜃) is selected by choosing a nominal parametrisation 𝜃
with the elements 𝜃 = 0.99, 𝜋 = (0.8, 0.2), 𝜇1 = [0; 0.8], and 𝜇2 = [−0.8;−0.8],
yielding 𝜀1 = 0. An input-dependent 𝛿1 is computed using (3.14).

Abstraction-Based Control Synthesis The following steps are again performed
using the SySCoRe toolbox (Van Huijgevoort et al., 2023). A second abstract model
M̃ is computed by discretising the space of M̂ and an SSR M̃⪯𝛿2

𝜀2 M̂ is estab-
lished with 𝜀2 = 0.060 and a state-dependent 𝛿2. Via the transitivity property in
Theorem 2.1, it follows that M̃⪯𝛿𝜀 M with 𝛿 = 𝛿1 + 𝛿2 and 𝜀 = 𝜀1 + 𝜀2.

Sim-to-Real Gap The resulting robust satisfaction probability S∗
𝜀, 𝛿

— computed
using this (𝜀, 𝛿) from Theorem 2.2 — is compared against the actual satisfaction
probability for a concrete parametrisation 𝜃∗ with components 𝜃 = 1, 𝜋 = (0.8, 0.2),
𝜇1 = [0; 0.8], and 𝜇2 = [−0.8;−0.8]. The actual probability is estimated via Monte
Carlo simulation for several representative initial states, with 105 simulations per-
formed per initial state and a maximum horizon of 30 time steps. In Fig. 3.5, the
robust satisfaction probability S∗

𝜀, 𝛿
(in blue) is plotted as a function of the initial

state of M(𝜃) and shown alongside the estimated actual satisfaction probability
(blue mesh). Moreover, Fig. 3.5 shows (in red) the robust satisfaction probability of
a controller synthesised for a tighter uncertainty set Θ̄ ⊂ Θ — as can be obtained
using a bigger data set — with components 𝜃 ∈ [0.999, 1.001], 𝜋 = (0.8, 0.2),
𝜇1 ∈ [−0.001, 0.001] × [0.799, 0.801], and 𝜇2 ∈ [−0.801,−0.799]2.

3.5.2 Car Platoon

Now, a networked system consisting of two subsystems is considered, modelling
the dynamics of a platoon of two cars driving behind each other (cf. Fig. 3.1). The
dynamics of the leading vehicle M

1 (𝜃1) are given by

M
1 (𝜃1) :


[
𝑠1
𝑡+1
𝑣1
𝑡+1

]
=

[
1 𝜏

0 0.9

] [
𝑠1
𝑡

𝑣1
𝑡

]
+
[

0
𝜏

𝑚1

]
𝑢1
𝑡 + 𝑤1

𝑡

𝑦1
𝑡 = 𝑥1

𝑡

,
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Fig. 3.5: Robust satisfaction probability as a function of the initial state and the
actual satisfaction probability estimated via Monte Carlo simulation for the package
delivery case study for Θ in blue. The robust lower bound is boosted for a contracting
uncertainty set (Θ̄ in red).

with a constant time discretisation 𝜏 = 0.5, and a homoscedastic noise distribution
𝑤1
𝑡 ∼ NN2 ( · |𝜋1, 𝜇1, Σ1) with a shared covariance matrix Σ̄1 := [0.050, 0; 0, 0.025],

i.e., Σ1 := (Σ̄1, Σ̄1). The uncertain parameters are given by 𝜃1 := (𝑚1, 𝜋1, 𝜇1). The
state, input, and output spaces are defined asX1 = [0, 5]×[0.95, 1.05],U1 = [0.3, 1],
and Y1 = X1, respectively.

The dynamics of the following vehicle M
2 (𝜃2) are given by

M
2 (𝜃2) :



𝑠2
𝑡+1
𝑣2
𝑡+1
𝑑𝑡+1

 =


1 1.8𝜏 0
0 0.9 0
0 −𝜏 1



𝑠2
𝑡

𝑣2
𝑡

𝑑𝑡

 +


0
𝜏

𝑚2

0

 𝑢2
𝑡 +


0
0
𝜏

 𝑣1
𝑡 + 𝑤2

𝑡

𝑦2
𝑡 = 𝑥2

𝑡

,

where the third state variable — capturing the distance between the vehicles —
couples the two subsystems via the velocity 𝑣1

𝑡 . Similarly as before, the system has
a noise distribution 𝑤2

𝑡 ∼ NN2 ( · |𝜋2, 𝜇2, Σ2) with common covariance matrix Σ̄2 :=
[0.075, 0, 0; 0, 0.025, 0; 0, 0, 0.050], Σ2 := (Σ̄2, Σ̄2). Note how the GMM allows
to capture sensor noise on the velocity measurements of M

1 (𝜃1). The uncertain
parameters are 𝜃2 := (𝑚2, 𝜋2, 𝜇2). Define the state space X2 = [0, 5] × [0.9, 1.1] ×
[0.2, 2.2], input space U2 = [0.5, 1.5], and output space Y2 = X2.

Specification The global specification can be decomposed into local subspecifica-
tions as follows (see Assumption 3.1):
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• The goal of M1 is to start in the initial region 𝑝1
init := [1.2, 2.2] × [0.95, 1.05]

and reach target region 𝑝1
targ := [4, 5] × [0.95, 1.05] whilst remaining in a safe

region 𝑝1
safe := [1.2, 5] × [0.95, 1.05], written as 𝜓1 := 𝑝1

init ∧ ⃝(𝑝
1
safe U 𝑝1

targ).
• Analogously, the specification of M2 is defined as𝜓2 := 𝑝2

init ∧ ⃝(𝑝
2
safe U 𝑝2

targ),
with regions 𝑝2

init := [0, 1] × [0.9, 1.1] × [0.2, 2.2], 𝑝2
targ := [2.8, 3.8] ×

[0.9, 1.1] × [0.2, 2.2], and 𝑝2
safe := [1, 3.8] × [0.9, 1.1] × [0.2, 2.2].

Note that enforcing 𝑝1
safe and 𝑝2

safe bounds the velocities of the vehicles to contract-
type sets 𝑣1

𝑡 ∈ B1 := [0.95, 1.05] and 𝑣2
𝑡 ∈ B2 := [0.9, 1.1] for all 𝑡 ∈ N0 — thus

ensuring feasibility despite unbounded noise (see Theorem 3.2).

Parametrisations The uncertainty sets Θ̂𝑖 are given as follows:

• Θ̂1, with elements 𝑚1 ∈ [3.9, 4.1], 𝜋1 = (0.3, 0.7), and 𝜇1 ∈ ([0.09, 0.11] ×
[−0.01, 0.01], [−0.01, 0.01] × [−0.01, 0.01]); and

• Θ̂2, with elements𝑚2 ∈ [3.8, 4.0], 𝜋2 = (0.3, 0.7), and 𝜇2 ∈ ([−0.010, 0.010]2×
[0.009, 0.011], [−0.010, 0.010]2 × [−0.011,−0.009]).

Nominal models M̂
𝑖
= M

𝑖 (𝜃𝑖) are selected based on nominal parametrisations:

• 𝜃1, with elements 𝑚1 = 4, 𝜋1 = (0.3, 0.7), 𝜇1 = ( [0.1; 0], [0; 0]); and
• 𝜃2, with elements 𝑚2 = 3.9, 𝜋2 = (0.3, 0.7), 𝜇2 = ( [0; 0; 0.01], [0; 0;−0.01]).

This choice yields 𝜀𝑖1 = 0. Input-dependent 𝛿𝑖1 are computed using (3.14).

Abstraction-Based Control Synthesis SySCoRe constructs a second batch of
abstract models M̃

𝑖
, 𝑖 ∈ {1, 2}, by discretising the space of the models M̂

𝑖
,

alongside corresponding SSRs M̃
𝑖 ⪯𝛿

𝑖
2
𝜀𝑖2
M̂

𝑖
with (𝜀1

2 = 0.006, 𝛿1
2 = 0.002) and

(𝜀2
2 = 0.030, 𝛿2

2 = 0.007). Notably, the error inflicted by the internal input 𝑣1
𝑡 is

captured by augmenting the discretisation error in the invariance constraint (see van
Huijgevoort and Haesaert, 2022, Equation (20d)). Using the transitivity property
Theorem 2.1, it follows that M̃

𝑖 ⪯𝛿𝑖
𝜀𝑖
M

𝑖 with 𝛿𝑖 = 𝛿𝑖1 + 𝛿
𝑖
2 and 𝜀𝑖 = 𝜀𝑖1 + 𝜀

𝑖
2. To

synthesise local controllers, the velocity difference (𝑣1
𝑡 − 𝑣2

𝑡 ) ∈ [−0.15, 0.15] is
bounded, with the worst-case difference considered in each time step. The robust
satisfaction probability S∗

𝜀, 𝛿
of each subsystem with respect to their local specifica-

tion is computed based on Theorem 2.3 and depicted in Fig. 3.6(a)–(b) as functions
of the initial state of M1 (𝜃1) and M

2 (𝜃2), respectively. The resulting global robust
satisfaction probability S∗

𝜀, 𝛿
of the cascaded network C ZM is computed based on

the individual probabilities using Theorem 3.2, visualised in Fig. 3.6(c) as a function
of the initial state of M2 (𝜃2), and M

1 (𝜃1) initialised in [𝑠1
0; 𝑣1

0] = [1.5; 1.05].

Scalability The case study demonstrates compositional reasoning for two intercon-
nected subsystems. For larger networks or cyclic interconnections, the guarantees
from Theorem 3.2 and Theorem 3.3 tend to become more conservative due to the
multiplicative structure of the bounds. More details on this scalability aspect and
possible remedies are provided in the chapter conclusion.
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(a) Robust satisfaction prob. of C1ZM1 (𝜃1) (b) Robust satisfaction prob. of C2ZM2 (𝜃2)

(c) Robust satisfaction prob. of C ZM (𝜃)

Fig. 3.6: Local robust satisfaction probability S∗
𝜀, 𝛿

as a function of the initial state
of the (a) leading vehicle and (b) following vehicle, as well as (c) the global robust
satisfaction probabilityS∗

𝜀, 𝛿
as a function of the initial state of the following vehicle,

with the leading car initialised at [𝑠1
0; 𝑣1

0] = [1.5; 1.05] (black asterisk in (a)).

3.6 Conclusion

In this chapter, the original SSR definition introduced in Chapter 2 was extended
to interconnected systems, enabling quantitative relations between networks of un-
certain systems and their abstract counterparts. The proposed approach supports
complex, non-Gaussian stochasticity by approximating arbitrary noise distributions
using Gaussian mixture models and allows the synthesis of robust controllers even
when the true noise is unknown (Section 3.4). Note that this contribution stands in-
dependently of the compositional framework. These extensions were demonstrated
on two intricate case studies.

The main limitation of the presented compositional approach lies in the accumu-
lating error bounds (𝜀, 𝛿) in Theorem 3.1 and the resulting multiplicative nature of
the global guarantees obtained via Theorem 3.2 and Theorem 3.3. This generally
leads to more conservative satisfaction probabilities compared to the monolithic ap-
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proach from Chapter 2. Compositionality thus trades conservatism for computational
tractability. For large-scale systems, alternative techniques such as max small-gain
reasoning (Lavaei et al., 2020b) may reduce conservatism, since the associated global
𝜀 is not directly tied to the number of subsystems in the network.

While the methods developed here are suitable when interactions between subsys-
tems are mild and fully observable, many real-world systems involve tightly coupled
agents with only partial and noisy observations. Extending compositional synthesis
to such partially observed networks remains an important open challenge. First steps
toward this direction are outlined in Chapter 7, building on ongoing research into
situational awareness under uncertainty.



PART II
LEARNING UNDER UNCERTAINTY



The world we inhabit is infinitely complex. The art of learning is knowing what’s
relevant — and knowing the limits of what remains unknown.



Chapter 4

Learning Formal Abstractions via
Binary-Tree Gaussian Processes

Abstract Previous chapters have demonstrated that abstract system representations
are essential for scalable formal reasoning, and that their structure critically affects
compatibility with verification and synthesis algorithms. This chapter investigates
how such models can be learned directly from data whilst preserving formal guar-
antees, moving beyond parametrised models to more expressive classes of uncertain
systems. Binary-tree Gaussian processes (BTGPs) are introduced as a data-driven
method for modelling stochastic systems with additive Gaussian noise, producing
piecewise-constant posterior representations that naturally induce a discretisation
of the system domain. The result: a discrete abstraction learned directly from data.
This structure makes BTGPs ideally suited for verification based on interval Markov
chains (IMCs), eliminating the need for cumbersome discretisation and error quan-
tification procedures. As a result, generating an IMC of the latent system — typically
a computational bottleneck — is accelerated by orders of magnitude. The approach
is applied to reach-avoid verification, providing formal guarantees in the absence of
an explicit model architecture. Instead, the discrete structure emerges directly from
the kernel, demonstrating how learning can yield models that are both data-driven
and verification-ready by design.

4.1 Introduction

The previous chapters explored robust control synthesis under aleatoric and epis-
temic uncertainty, assuming the availability of a known parametrised model of

the target system. This enabled the use of stochastic simulation relations to formally
reason about system behaviour by linking continuous-space models — derived as
surrogates of the physical systems — with discrete symbolic abstractions suitable for
formal synthesis. In this setting, model uncertainty was confined to a set of learned

83
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parameters. However, such approaches rely fundamentally on the existence of a
suitable parametrised model — an assumption that may not hold in practice due to
limited modelling resources or insufficient system insight. Furthermore, even when
expert-derived simulation models are available, they are often too complex to sup-
port formal verification directly — instead serving merely as another intermediary
within a data-driven verification pipeline. Worse still, if the chosen model structure
does not accurately describe the true system behaviour, it is unclear whether any
derived guarantees remain valid. In all such settings, data-driven learning becomes
essential. Moreover, rather than learning a detailed continuous-space model only
to abstract it subsequently for formal verification, it may be preferable to learn a
formally amenable representation directly, whilst quantifying the abstraction error
relative to the data-generating system.

This chapter focuses on learning such formal abstractions directly from data with-
out requiring a pre-defined parametrised model. To simplify the exposition, the focus
is restricted to formal verification, rather than synthesis. Within this setting, interval
Markov chains1 (IMCs) serve as an effective framework: by representing transitions
via upper and lower bounds on transition probabilities, they provide an expressive
formalism capable of capturing both stochasticity and epistemic uncertainty (Suilen
et al., 2025). Once an IMC is obtained, it can be efficiently verified against various
temporal logic specifications using model-checking algorithms such as the interval
iteration algorithm (IIA) (Haddad and Monmege, 2018), which in comparison to
value iteration provides a principled stopping criterion and convergence rate.

Most existing data-driven IMC approaches rely on non-parametric techniques —
such as GP regression (Jackson et al., 2020; Jiang et al., 2022) or non-parametric
estimation (Zhang et al., 2024) — with others limited to finite horizons and either
linear systems and reach-avoid specifications (Badings et al., 2023), or assuming
known Lipschitz constants (Lavaei et al., 2022b; Kazemi et al., 2024a; Nazeri et al.,
2025). Related kernel-based work by Thorpe et al. (2022); Romao et al. (2023) is
restricted to distributionally robust guarantees. While GPs can offer statistical error
bounds (Chowdhury and Gopalan, 2017; Fiedler et al., 2021), NN-based methods for
learning IMDPs (Adams et al., 2022) provide no such guarantees and would require
additional NN verification, which is often intractable.

Consequently, when formal robustness is required, IMDP-based frameworks built
on GPs or non-parametric techniques remain among the most promising approaches
(Jackson et al., 2020; Jiang et al., 2022; Zhang et al., 2024). However, a key bottle-
neck remains: generating discrete-space IMCs from continuous-space models such
as vanilla GPs is computationally intensive, as the conversion requires solving (non-
convex) optimisation problems for every possible transition to determine worst-case
probability bounds (see Subsection 4.5.1). To overcome this, this chapter employs
binary-tree Gaussian processes (BTGPs) (Cohen et al., 2022b) — a recently intro-
duced GP variant with a discontinuous kernel designed to reduce the computational
burden of GP regression significantly — increasing the scalability of GPs to higher

1 An interval Markov decision process (IMDP) — discussed previously — reduces to an interval
Markov chain (IMC) when its input set is empty. Since this chapter focuses on formal verification,
the term IMC is used broadly to refer to both IMCs and IMDPs where appropriate.
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dimensional systems and larger data sets. BTGPs produce piecewise-constant poste-
rior mean and covariance functions, thereby inducing a natural discrete partitioning
of the input domain. This structure is exploited here to generate IMCs rapidly,
accelerating verification while preserving formal correctness.

Whereas conventional GP-based IMC construction requires optimising both upper
and lower probability bounds for every possible transition, BTGPs reduce this to two
integrations per transition — one for each bound — yielding a polynomial speed-
up. Based on this, a data-driven verification approach is presented, using BTGP-
induced IMCs to verify continuous-state stochastic systems against infinite-horizon
reach-avoid specifications. Statistical guarantees on the accuracy of the learned
BTGP model are derived by combining measure-theoretic results with a BTGP-
specific abstraction error. Additionally, theoretical results are derived that show how
discontinuous kernels naturally yield finite abstractions of the latent system; closed-
form characterisations of the resulting function space are provided.

Organisation The remainder of this chapter is structured as follows. After a brief
discussion of additional related work, Section 4.3 introduces kernel methods and
reproducing kernel Hilbert spaces, along with the formalised problem statement.
Section 4.4 presents system identification using BTGP regression, including results
on statistical error bounds. Section 4.5 shows how BTGPs enable efficient con-
struction of IMC models and provides a suitable verification algorithm. Finally,
Section 4.6 illustrates the approach on a nonlinear case study.

4.2 Related Work

This chapter explores the use of BTGPs for the abstraction of nonlinear, continuous-
space stochastic systems. The general idea of approximating a nonlinear vector
field via a hybrid automaton is a well-established concept known as hybridisation
(Alur et al., 2000; Asarin et al., 2003) — though it has largely been restricted to
deterministic settings. Related learning-based variants have recently gained traction.
For example, neural abstractions construct approximate dynamical systems using
neural networks (Abate et al., 2022b; Majumdar et al., 2023b). In this line of work, the
approach developed by Edwards et al. (2023) is the closest to the one presented here,
learning piecewise-constant abstractions of continuous-time deterministic systems
with bounded non-deterministic disturbances. To ensure model correctness, Edwards
et al. (2023) use a counterexample-guided refinement loop relying on SMT solvers
to iteratively bound the error of the learned abstraction. However, such schemes
generally lack convergence guarantees and often fail in practice for more complex
systems due to scalability issues.

Further related work includes a contraction-guided adaptive partitioning approach
proposed by Harapanahalli et al. (2023a) — again, within a deterministic framework.
Similarly, Banse et al. (2023) construct dynamics-guided abstractions via adaptive
partitioning based on Cantor and Kantorovich distances between system models.
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4.3 Preliminaries and Problem Statement

Notation Let B := {0, 1} be the set of binary numbers and 𝑠 ∈ B𝑞 a binary string
of length |𝑠 | := 𝑞, where its substring prefix of length 𝑙 ∈ N is denoted by [𝑠]≤𝑙 .
To save space, a column vector 𝑋𝑁 := [𝑥1; . . . ; 𝑥𝑁 ] ∈ X𝑁 may subsequently be
written compactly as 𝑋𝑁 := [𝑥𝑖]𝑁𝑖=1. The element-wise evaluation of a function
𝑓 : X → Y on 𝑋𝑁 is denoted as 𝑓 (𝑋𝑁 ) := [ 𝑓 (𝑥𝑖)]𝑁𝑖=1. Similarly, 𝐴 = [𝑎𝑖 𝑗 ]𝑁𝑖, 𝑗=1
indicates a matrix with elements 𝑎𝑖 𝑗 . The trace of such a matrix is given by Tr(𝐴) :=∑
𝑖 𝑎𝑖𝑖 . For 𝑏 ∈ {true, false}, the indicator function is defined as 1l(𝑏) := {1, if 𝑏 =

true, and 0 otherwise}. The uniform probability distribution over X is denoted as
𝒰X, with realisations 𝑥 ∼ 𝒰X.

4.3.1 Reproducing Kernel Hilbert Spaces

Kernel methods — often seen in direct opposition to neural networks — are aKernel Methods
foundational class of algorithms in machine learning, underpinning models such as
support vector machines (SVMs), Gaussian processes (GPs), and principal compo-
nent analysis (PCA) (Schölkopf and Smola, 2002). Their core idea revolves around
the concept of embedding data into a possibly infinite-dimensional feature space
via a (nonlinear) feature map (see Fig. 4.1), and predicting expressive behaviours
by interpolating linearly between the embedded data points. Thus, this transforma-
tion converts nonlinear problems into linear problems in feature space, offering a
significant computational advantage.

X ℋ𝑘

𝑥0

𝑥1

𝑥2

𝑥3

𝜙 (𝑥0)
𝜙 (𝑥1)

𝜙 (𝑥2)

𝜙 (𝑥3)

𝜙

Fig. 4.1: A kernel 𝑘 associates a (nonlinear) feature map 𝜙 embedding input data
(e.g., state sequences) into a (high-/infinite-dimensional) RKHS.

The feature map is defined implicitly by a positive-definite kernel function, whichReproducing Kernel
Hilbert Spaces induces a reproducing kernel Hilbert space (RKHS) of learnable functions, inher-

iting structural properties from the chosen kernel (e.g., a linear kernel yields linear
functions, a polynomial kernel yields polynomials, etc.). Thanks to representer the-
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orems, solutions can be expressed entirely in terms of kernel evaluations on data
points, bypassing any explicit density estimation or computations in the (possibly
infinite-dimensional) feature space — a property known as the kernel trick.2 Thus,
kernel methods are non-parametric approaches, where the performance depends on
the task-specific choice and tuning of a suitable kernel.

This chapter leverages the kernel architecture of a specific type of GP model to
obtain an explicit mathematical characterisation of the underlying function space.
This property is essential for deriving formal error bounds on the learned system
dynamics. To this end, a brief summary of RKHS theory is provided, whilst the
interested reader is referred to the monograph by Berlinet and Thomas-Agnan (2004)
for a comprehensive study of RKHSs.

RKHS Theory A symmetric function 𝑘 : X×X→ R is called a (positive-definite)
kernel (note the distinction from probability kernels) if

∑𝑁
𝑖=1

∑𝑁
𝑗=1 𝑎𝑖𝑎 𝑗 𝑘 (𝑥𝑖 , 𝑥 𝑗 ) ≥ 0

for all 𝑎1, . . . , 𝑎𝑁 ∈ R, 𝑁 ∈ N, 𝑥1, . . . , 𝑥𝑁 ∈ X ⊂ R𝑛. A prominent example is the Squared Exponential
Kernelsquared exponential kernel (Rasmussen and Williams, 2006; Kanagawa et al., 2018)

𝑘X (𝑥, 𝑥′) := 𝜎2
𝑓 exp

(
− 1

2 (𝑥 − 𝑥
′)⊤Σ (𝑥 − 𝑥′)

)
, Σ := diag(𝜎𝑙)−2, (4.1)

with amplitude 𝜎2
𝑓
≥ 0 and lengthscale coefficients 𝜎𝑙 ∈ R𝑛. Note that a positive-

definite kernel gives rise to a positive-definite Gram matrix 𝐾 := [𝑘 (𝑥𝑖 , 𝑥 𝑗 )]𝑁𝑖, 𝑗=1. Gram Matrix
Given a kernel 𝑘 on a non-empty set X, there exists a corresponding unique repro-
ducing kernel Hilbert space (RKHS) ℋ𝑘 of functions 𝑓 : X→ R, equipped with an
inner product ⟨ · , · ⟩ℋ𝑘

with the celebrated reproducing property, such that for any
function 𝑓 ∈ ℋ𝑘 evaluated at any 𝑥 ∈ X it holds that 𝑓 (𝑥) = ⟨ 𝑓 , 𝑘 ( · , 𝑥)⟩ℋ𝑘

. Note
that 𝑘 ( · , 𝑥) : X → ℋ𝑘 is a real-valued function, which is also called an implicit
canonical embedding or feature map 𝜙 such that 𝑘 (𝑥, 𝑥) = ⟨𝜙(𝑥), 𝜙(𝑥′)⟩ℋ𝑘

for all
𝑥, 𝑥′ ∈ X. For an RKHSℋ𝑘 , the associated feature map 𝜙 and kernel 𝑘 are used inter-
changeably for ease of notation and comprehensibility. The inner product induces the
norm ∥ 𝑓 ∥

ℋ𝑘
:=

√︁
⟨ 𝑓 , 𝑓 ⟩ℋ𝑘

of the RKHS. A kernel 𝑘 is called translation-invariant Translation Invariance
if it can be expressed as a function of distance between points 𝑥, 𝑥′ ∈ X, i.e., there
exists a function Δ : X→ R such that 𝑘 (𝑥, 𝑥′) = Δ(𝑥 − 𝑥′).

Given 𝑁 i.i.d. samples 𝑋𝑁 := [𝑥𝑖]𝑁
𝑖=1 with 𝑥𝑖 ∈ X, the Gram matrix of 𝑘 is

given by 𝐾𝑁
𝑋

:= [𝑘 (𝑥𝑖 , 𝑥 𝑗 )]𝑁
𝑖, 𝑗=1. Furthermore, the vector-valued function 𝑘𝑁

𝑋
(𝑥) :=

[𝑘 (𝑥, 𝑥𝑖)]𝑁
𝑖=1 is defined.

2 Unlike Koopman-operator-based methods, that rely on manually chosen observables to approx-
imate nonlinear dynamics (Mauroy et al., 2020), kernel methods provide a systematic nonlinear
feature map with closed-form expressions via the reproducing property, avoiding computations in
high-dimensional feature spaces.
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4.3.2 Problem Statement

Before formalising the problem statement, the class of target systems and speci-
fications are declared. As the focus of this chapter is on learning, without loss of
generality, the exposition is limited to the verification of autonomous systems against
reachability properties for simplicity.

System Dynamics An autonomous3 stochastic system M is considered, given by

M :
{
𝑥𝑡+1 = 𝑓 (𝑥𝑡 ) + 𝑤𝑡 , 𝑤𝑡 ∼ N( · |0, 𝜎2

𝑤𝐼𝑛)
𝑦𝑡 = 𝑥𝑡

, (4.2)

where the state 𝑥𝑡 ∈ X ⊂ R𝑛𝑥 is fully observed via the output 𝑦𝑡 := [𝑦𝑡 ,1; . . . ; 𝑦𝑡 ,𝑛𝑥 ] ∈
Y ≡ X. The transition function 𝑓 : X → X is unknown and assumed to lie in the
RKHS of some translation-invariant kernel 𝑘 , i.e., 𝑓 ∈ ℋ𝑘 . This assumption is not
restrictive; for example, the squared exponential kernel (4.1) encompasses all smooth
functions. The process noise 𝑤𝑡 ∼ N( · |0, 𝜎2

𝑤𝐼𝑛𝑥 ) is assumed to be i.i.d. zero-mean
Gaussian with known covariance𝜎2

𝑤𝐼𝑛𝑥 , implying noise independence across dimen-
sions. The covariance can often be inferred (approximately) from data. Analogous
to the representation of systems as gMDPs used previously (see Definition 2.4), the
autonomous system M in (4.2) can be modelled as a Markov chain (MC).

Definition 4.1 (Markov Chain (MC)) An MC is a tuple M = (X,X0, t), withMarkov Chain

• X ⊂ R𝑛𝑥 , the state space, with states 𝑥 ∈ X;
• X0 ⊂ X, the set of initial states 𝑥0 ∈ X0; and
• t : X ×ℬ(X) → [0, 1], the transition probability kernel assigning to each state
𝑥 ∈ X a probability measure t( · |𝑥) on (X,ℬ(X)).

Reachability Specifications The previous chapters addressed scLTL specificationsReachability
Specifications by solving a reachability problem on the composition of the automaton representation

of the specification and the symbolic system abstraction (see Subsection 2.4.3 and
Kamgarpour et al. (2013)). The same setup applies here; however, for simplicity, the
scope is reduced to reachability on the system only (see Fig. 4.2): given a target set
T ⊂ X, the system M satisfies the (infinite-horizon) reachability specification 𝜓T

with probability at least 𝑝𝜓T
∈ (0, 1) if the probability that the trajectories remain in

X until eventually reaching T is no less than 𝑝𝜓T
, written as P(M |= 𝜓T) ≥ 𝑝𝜓T

.

Let D𝑁 := {𝑥𝑖 , 𝑦𝑖}𝑁
𝑖=1 ⊂ X × X be a set of 𝑁 ∈ N data samples from the latent

true system in (4.2), such that 𝑦𝑖 := 𝑓 (𝑥𝑖) + 𝑤𝑖 are output samples for uniformly
drawn 𝑥𝑖 ∈ 𝒰X and i.i.d. noise 𝑤𝑖 ∼ N( · |0, 𝜎2

𝑤𝐼𝑛𝑥 ). The data may also be written
as D𝑁 = (𝑋𝑁 , 𝑌𝑁 ), where 𝑋𝑁 := [𝑥1, . . . , 𝑥𝑁 ] and 𝑌𝑁 := [𝑦1, . . . , 𝑦𝑁 ]⊤.

3 In control theory, an autonomous system is characterised by dynamics that do not explicitly
depend on external variables such as time 𝑡 or control inputs 𝑢𝑡 . Here, the term emphasises that M
evolves without an external control input.
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X

T

M (𝑥0,𝑎 )

M (𝑥0,𝑏 ) M (𝑥0,𝑐 )

Fig. 4.2: Example reachability problem: Initialised at different positions
𝑥0,𝑎, 𝑥0,𝑏, 𝑥0,𝑐 ∈ X (X being the complement of the obstacles and target), a drone
M shall eventually reach the target T.

Problem 4.1 (Data-Driven Reachability) Let data D𝑁 be given from the
system M in (4.2) with unknown transition function 𝑓 ∈ℋ𝑘 . For a reachability
specification 𝜓T , verify that M satisfies 𝜓T with probability at least 𝑝𝜓T

∈
(0, 1), i.e., P(M |= 𝜓T) ≥ 𝑝𝜓T

.

To address this problem, the idea is to construct a function estimator 𝑓 : X → X
based on the data D𝑁 such that 𝑓 approximates the unknown function 𝑓 ∈ ℋ𝑘 in
(4.2). To this end, a kernel 𝑘̂ is specified that characterises the class of learnable
functions 𝑓 ∈ ℋ𝑘̂ . To be able to address a wealth of functions 𝑓 and perform the
function approximation in a function space ℋ𝑘̂ ⊅ ℋ𝑘 , the following assumption is
raised.

Assumption 4.1 Let the unknown function 𝑓 ∈ℋ𝑘 and the function estimator 𝑓 ∈
ℋ𝑘̂ , with known kernels 𝑘, 𝑘̂ : X × X→ R and complexity bound 𝐵 ≥ ∥ 𝑓 ∥

ℋ𝑘
≥ 0.

Assumption 4.1 is raised to allow for greater flexibility in choosing the kernel 𝑘̂
used for estimation. In particular, in this chapter, a discontinuous 𝑘̂ is used. To still
be able to address more arbitrary functions — such as continuous/smooth functions
living in the RKHS of the more general squared exponential kernel — the error
introduced by constructing an estimator in a different RKHS must be quantified. The
RKHS norm ∥ 𝑓 ∥

ℋ𝑘
of a function acts as a measure of its complexity in ℋ𝑘 . Thus,

𝐵 puts a bound on the maximum permitted complexity of the latent dynamics 𝑓 .
Note that the choice of 𝑘 can be arbitrarily general, but also allows the incorpora-

tion of prior knowledge about the latent system dynamics — conceptually similar to
providing a parametrised model as in Chapter 2, but in a more abstract and therefore
less restrictive manner. Moving forward, the accent “ˆ” is used to denote symbols
referring to the estimated model.
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4.4 System Identification via Binary-Tree Gaussian Processes

This section gives a brief overview of the classical GP regression framework, fol-
lowed by an examination of GPs based on the so-called binary-tree kernel. For the
latter, the underlying RKHS is characterised and a statistical error bound on its
predictions is derived.

4.4.1 Gaussian Process Regression

A Gaussian process (GP) is a parameter-free regression model that allows the user toGP Regression
learn dimension-wise independent input-output mappings of the form 𝑓𝑑 : X → R,
𝑑 ∈ {1, . . . , 𝑛𝑥}, from empirical dataD𝑁 = {𝑥𝑖 , 𝑦𝑖}𝑁

𝑖=1, where 𝑦𝑖 := [𝑦𝑖1, . . . , 𝑦
𝑖
𝑛𝑥
]⊤,

such that the prediction error

err𝑑 ( 𝑓𝑑) := 1
𝑁

∑𝑁
𝑖=1



𝑦𝑖
𝑑
− 𝑓𝑑 (𝑥𝑖)



2︸                       ︷︷                       ︸
empirical error

+𝜎2
𝑤 ∥ 𝑓 ∥ℋ𝑘︸      ︷︷      ︸

regularisation

is minimised for all dimensions 𝑑 ∈ {1, . . . , 𝑛𝑥} (Rasmussen and Williams, 2006;
Berlinet and Thomas-Agnan, 2004; Kanagawa et al., 2018). Recall that the process
noise affects the outputs of the system (4.2) dimension-wise independently, allowing
to train individual GPs for each output dimension independently. This is without loss
of generality, and the results of this chapter are applicable to non-diagonal covariance
matrices by applying a linear transformation on the data gathered from the system.

In the following, the subscript 𝑑 indicating a specific dimension may be dropped
for brevity. As an infinite-dimensional generalisation of the multivariate Gaussian
distribution, GPs are particularly popular for their ability to capture statistical infor-
mation about the latent function. The following definition is analogous to Defini-
tion 2.2 by Kanagawa et al. (2018).

Definition 4.2 (Gaussian Process (GP)) Let 𝑘̂ : X × X → R be a (symmetric,
positive-definite) kernel or covariance function, and let 𝜇̂𝑑 : X → R be a function.
A random function 𝑓𝑑 : X → R is said to be a GP, denoted by 𝑓𝑑 ∼ GP( 𝜇̂𝑑 , 𝑘̂),
if for any finite set 𝑋𝑁 := [𝑥1, . . . , 𝑥𝑁 ], with 𝑥𝑖 ∈ X, 𝑁 ∈ N, the vector 𝑓𝑑,𝑁 :=
[ 𝑓𝑑 (𝑥𝑖)]𝑁𝑖=1 follows a multivariate distribution

𝑓𝑑,𝑁 ∼ N( · | 𝜇̂𝑑,𝑁 , 𝐾̂𝑁 ),

where 𝜇̂𝑑,𝑁 := [𝜇̂𝑑 (𝑥𝑖)]𝑁𝑖=1 and 𝐾̂𝑁 := [ 𝑘̂ (𝑥𝑖 , 𝑥 𝑗 )]𝑁
𝑖, 𝑗=1 denote the mean vector and

Gram matrix, respectively.

The aim of GP regression is to produce predictions of the output at test points 𝑥 ∈
X not included in the dataD𝑁 . Although the unknown true data-generating function
𝑓 is not assumed to be a sample from a GP with kernel 𝑘̂ (see Assumption 4.1),
a posterior GP can nevertheless be constructed to serve as a data-driven surrogate
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model of 𝑓 . Moreover, a probabilistic bound on its prediction error can be established
(e.g., via Theorem 2 by Chowdhury and Gopalan (2017) or the results of Fiedler
et al. (2021)).

Definition 4.3 (Posterior GP) Let D𝑁 = (𝑋𝑁 , 𝑌𝑁 ) be data from the system (4.2). Posterior GP
Then, the posterior distribution of 𝑓𝑑 (𝑥) given D𝑁 is

𝑓𝑑 (𝑥) ∼ N ( · | 𝜇̂𝑁,𝑑 (𝑥), 𝜎̂2
𝑁,𝑑 (𝑥)), (4.3)

characterised by the posterior mean and covariance functions

𝜇̂𝑁,𝑑 (𝑥) := 𝑘̂𝑁 (𝑥)⊤[𝐾̂𝑁 + 𝜎2
𝑤𝐼𝑁 ]−1𝑌𝑁,𝑑 and (4.4)

𝜎̂2
𝑁,𝑑 (𝑥) := 𝑘̂ (𝑥, 𝑥) − 𝑘̂𝑁 (𝑥)⊤[𝐾̂𝑁 + 𝜎2

𝑤𝐼𝑁 ]−1 𝑘̂𝑁 (𝑥), (4.5)

where 𝑘̂𝑁 (𝑥) := [ 𝑘̂ (𝑥𝑖 , 𝑥)]𝑁
𝑖=1, and 𝑌𝑁,𝑑 denotes the 𝑑th column of 𝑌𝑁 .

Based on Definition 4.3, predictions of the next state of the system (4.2) for any
current state 𝑥 ∈ X can be obtained via

𝑦̂𝑑 (𝑥) ∼ N ( · | 𝜇̂𝑁,𝑑 (𝑥), 𝜎̂2
𝑁,𝑑 (𝑥) + 𝜎

2
𝑤).4

An illustration is provided in Fig. 4.3, following the standard practice of visualising a
GP based on its posterior mean and a double standard deviation band, corresponding
to a 95% confidence interval. A probabilistic bound on the prediction error is derived

𝑥

𝑓 (𝑥)

𝜇̂𝑁

+

+

+

+

+

+

+
+

+

+

Fig. 4.3: Illustrative posterior GP (𝑑 = 1): based on the observed data points (in
red), the GP is characterised by the posterior mean function 𝜇̂𝑁 (purple curve) and
single/double standard deviation bands 𝜇̂𝑁 ± 𝑗 𝜎̂𝑁 , 𝑗 ∈ {1, 2} (shaded regions).

4 By default, the posterior distribution (4.3) models the predictive mean and variance for a noise-
free process. To compute predictions of the original, noisy system (4.2), the noise variance 𝜎2

𝑤 is
added (Rasmussen and Williams, 2006, Section 2.2).
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in Subsection 4.4.3, following the introduction of the BTGP in the next subsection.

4.4.2 Binary-Tree Gaussian Processes

This chapter explores GPs based on the so-called binary-tree (BT) kernel (Cohen
et al., 2022b), which is defined on a finite space of binary strings and offers several
practical advantages which render it particularly well-suited for formal approaches.
In particular, the resulting binary-tree Gaussian process (BTGP) will be used to
bridge between the continuous state space and a discrete space of symbolic binary
strings, thereby linking the physical system to its formal abstraction (see Fig. 4.4).
To this end, a mapping Ψ𝑞 : X→ B𝑞 is introduced, which encodes every state 𝑥 ∈ X
from the continuous space X as a binary string 𝑠 ∈ B𝑞 in the finite space of binary
strings of length 𝑞. This encoding induces a partitioning of the state space X into 2𝑞
disjoint subsets; accordingly, 𝑞 ∈ N is referred to as the bit-depth or precision of the
resulting discrete abstraction.

𝑥

𝑓 (𝑥 )

𝑠1 𝑠2 𝑠3 𝑠4 𝑠5 𝑠6

'010' '011'

'0'

'01''00'

'110' '111'

'1'

'11''10'

Ξ𝑞('010')

Fig. 4.4: Continuous world vs discrete world: The BTGP links the physical system
to its formal abstraction. Every lowest-level string associates a symbolic state 𝑠𝑖 .

Binary Abstraction In the following, the subset of states from the continuous
space X that is represented by a binary string 𝑠 ∈ B𝑞 is denoted by Ξ𝑞 (𝑠) ⊂ X,
that is, Ψ𝑞 (𝑥) = 𝑠 for all 𝑥 ∈ Ξ𝑞 (𝑠). As an example, Fig. 4.4 illustrates how the
subset Ξ𝑞 ('010') ⊂ R of the 𝑥-axis is encoded by the binary string 𝑠 = '010'. It
follows that the state space is partitioned as X =

⋃
𝑠∈B𝑞 Ξ𝑞 (𝑠), for any precision
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𝑞 ∈ N. This yields a binary abstraction of the original domain into finitely many
equivalence classes of states, with the equivalence resolution dictated by the precision
𝑞. Conversely, given a set 𝐴 ⊂ X, its projection onto B𝑞 is written as Ψ𝑞 (𝐴) ⊂ B𝑞 .
For notational convenience, the truncation of the binary string Ψ𝑞 (𝑥) to its first 𝑖 bits
is written as Ψ𝑖 (𝑥) := [Ψ𝑞 (𝑥)]𝑞≤𝑖 , for all 𝑥 ∈ X and 𝑖 ∈ N.

Symbolic States The binary strings 𝑠 ∈ B𝑞 serve as abstract symbolic states,
previously denoted by 𝑥 ∈ X̂. The notation 𝑠 is retained to emphasise the
distinction between continuous numerical states 𝑥 ∈ X ⊂ R𝑛𝑥 of the physical
system and finite binary strings 𝑠 ∈ B𝑞 acting as symbolic abstract states. This
representation forms the basis for a more abstract system representation, and
is further explored in Chapter 5 through spectral symbolic abstractions.

With this, the BT kernel is formally defined as follows.

Binary-Tree KernelDefinition 4.4 (Binary-Tree Kernel) Given a map Ψ𝑞 : X → B𝑞 , the BT
kernel 𝑘̂𝑞 : X × X→ R of bit-depth or precision 𝑞 ∈ N is defined as

𝑘̂𝑞 (𝑥, 𝑥′) :=
𝑞∑︁
𝑖=1

w𝑖1l
(
Ψ𝑖 (𝑥) = Ψ𝑖 (𝑥′)

)
, (4.6)

with weight coefficients w𝑖 ∈ R such that
∑𝑞

𝑖=1 w𝑖 = 1.

Intuitively, the BT kernel 𝑘̂𝑞 assigns its covariance mass according to whether points
𝑥, 𝑥′ ∈ X fall into the same partition. The final covariance value is computed as a
weighted sum of these coincidences across all discretisation levels up to precision 𝑞.

Binary-Tree Gaussian Processes Notably — unlike well-known alternatives such Binary-Tree Gaussian
Processesas the squared-exponential or Matérn kernels — the BT kernel is discontinuous,

since it is translation-variant. As a consequence, it induces discontinuous functional
mappings when used in the context of GP regression. Fig. 4.5 depicts the resulting
piecewise-constant posterior mean 𝜇̂𝑁 and double standard deviation band 𝜇̂𝑁±2𝜎̂𝑁
as functions of state for a GP utilising a BT kernel with precision 𝑞 = 2. In the
following, such a GP is referred to as a binary-tree Gaussian process (BTGP), which
naturally yields discrete abstractions of the modelled system. To simplify notation,
the associated posterior functions 𝜇̂𝑁 (𝑠) and 𝜎̂2

𝑁
(𝑠) may be written explicitly as

functions of the discrete strings 𝑠 ∈ B𝑞 . Moving forward, it is worth noting that
although function samples from a BTGP (or any GP) do not lie in the RKHS
of the associated kernel almost surely, the resulting posterior mean function does
(Kanagawa et al., 2018, Section 4).

Remark 4.1 (Kernel Validity) The BT kernel violates the conditions required for a
continuous RKHS (Berlinet and Thomas-Agnan, 2004, Theorem 17, condition a)).
Despite its discontinuity, it remains a valid positive-definite kernel, as shown by
Cohen et al. (2022b, Proposition 1). Hence, by the Moore-Aronszajn theorem, it
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𝑠1 ='00' 𝑠2 ='01' 𝑠3 ='10' 𝑠4 ='11'

𝑦𝑠1

𝑦𝑠2

𝑦𝑠3

𝑦𝑠4

𝑥

𝑓 (𝑥)

+

+

+

+

+

+

+

+
+

+

Fig. 4.5: The BTGP produces functions that are piecewise constant over the parti-
tions of X. The posterior mean 𝜇̂𝑁 and double standard deviation 𝜇̂𝑁 ± 2𝜎̂𝑁 are
shown as a piecewise-constant graph and an enclosing shaded band, respectively.
For this example with chosen precision 𝑞 = 2, the posterior mean takes values
𝜇̂𝑁 ∈ {𝑦𝑠1 , . . . , 𝑦𝑠4 }.

serves as a reproducing kernel of a unique RKHS (Berlinet and Thomas-Agnan,
2004, Theorem 3), which contains only discontinuous functions.

Remark 4.2 (Gram Matrix Size) An implication of employing the BT kernel of
precision 𝑞 in GP regression is that the resulting Gram matrix 𝐾̂𝑁 is bounded in
size by 2𝑞 × 2𝑞 . This is because any dataset {𝑥𝑖 , 𝑦𝑖}𝑁

𝑖=1 can be replaced with a
modified dataset {𝑥𝑠 , 𝑦𝑠}𝑠∈B𝑞 , where each 𝑥𝑠 ∈ Ξ𝑞 (𝑠) is a representative state, and
𝑦𝑠 is defined as the average of all outputs 𝑦𝑖 associated with the same partition 𝑠,
i.e.,

𝑦𝑠 :=
1
|𝐴(𝑠) |

∑︁
𝑖∈𝐴(𝑠)

𝑦𝑖 , with 𝐴(𝑠) :=
{
𝑖
�� 𝑥𝑖 ∈ Ξ𝑞 (𝑠)} .

In this sense, BTGPs can be interpreted as a type of sparse GP with naturally arising
inducing points (Titsias, 2009).

Remark 4.3 (Hierarchical Efficiency of BTGPs) The performance benefits of the
BTGP arise from its construction as a sequence of successive partitionings of the
input space, in which the precision of each partition is either refined or retained at
every discretisation level. At each level, functional mass — as represented by the
corresponding weight coefficient — is applied whenever two points fall into the same
partition. As demonstrated by Cohen et al. (2022b, Theorem 1), this structure enables
an efficient computation of the Gram matrix and its inverse: the matrix inversion may
be carried out with a complexity of O(𝑁) for each precision level 𝑖 ∈ {1, . . . , 𝑞},
rather than O(𝑖𝑁), resulting in an overall complexity of O(𝑞𝑁).
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Analysis of the Binary-Tree RKHS The next two results provide further insights
into the functions that can be learned by the BTGP by characterising the RKHS of the
BT kernel. The first result establishes a closed-form representation of the functions
in the RKHS of the BT kernel.

Proposition 4.1 (BT RKHS) Let 𝑘̂𝑞 : X × X → R denote the BT kernel of
finite precision 𝑞 ∈ N as defined in (4.6). Then, the associated RKHS ℋ𝑘̂𝑞
is finite-dimensional and contains only functions 𝑓 ∈ ℋ𝑘̂𝑞

that admit the
representation

𝑓 (𝑥) =
𝑞∑︁
𝑖=1

√
w𝑖

∑︁
𝑠∈B𝑖

𝑦𝑠1l
(
𝑥 ∈ Ξ𝑖 (𝑠)

)
, (4.7)

for some coefficients 𝑦𝑠 ∈ R. The resulting RKHS ℋ𝑘̂𝑞
has dimension

∑𝑞

𝑖=1 2𝑖

and is characterised by the piecewise-constant feature map

𝜙𝑞 (𝑥) :=
[√

w𝑖1l(𝑥 ∈ Ξ𝑖 (𝑠))
]
𝑠∈B𝑖 ,𝑖∈{1,2,...,𝑞} . (4.8)

The proof of Proposition 4.1 has been deferred to Appendix A.4.
The RKHS norm provides a measure for the complexity of the functions in a given

RKHS. For the BT kernel, an upper bound on the RKHS norm can be computed as
follows.

Proposition 4.2 (Norm Bound) Let 𝑘̂𝑞 : X×X→ R be the BT kernel in (4.6),
and let ℋ𝑘̂𝑞

denote its associated RKHS. Then, for any function 𝑓 ∈ ℋ𝑘̂𝑞
of

the form (4.7), the following bound on its RKHS norm holds:

∥ 𝑓 ∥
ℋ𝑘̂𝑞
≤

√√√ 𝑞∑︁
𝑖=1

w𝑖
∑︁
𝑠∈B𝑖

𝑦2
𝑠 .

The proof of Proposition 4.2 has been deferred to Appendix A.5.

4.4.3 Statistical Error Bound

To integrate GP regression into a formal framework, it is necessary to quantify the
error between its predicted posterior mean 𝜇̂𝑁 ∈ ℋ𝑘̂𝑞

(4.4) and the actual data-
generating function 𝑓 ∈ℋ𝑘 (4.2). Note that the accuracy of the predictions depends
on the available amount of data. Furthermore, to accommodate a broad class of
functions 𝑓 — beyond those discontinuous functions residing in the BT-RKHS
ℋ𝑘̂𝑞

— Assumption 4.1 is leveraged to quantify the additional error introduced
by the mismatch in function spaces. The following theorem establishes a statistical
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error bound on the BTGP predictions, drawing upon the results by Hsu et al. (2012,
Theorem 2.1) and Fiedler et al. (2021, Proposition 2) — the latter being an adaptation
of Theorem 2 by Chowdhury and Gopalan (2017). As previously mentioned, each
output dimension (indexed by 𝑑) is modelled by an independent GP, thus the error
bound is established dimension-wise.

Statistical Error
Bound

Theorem 4.1 (Piecewise-Constant Error Bound) Consider the BT kernel
𝑘̂𝑞 in (4.6) with precision 𝑞 ∈ N, and let ℋ𝑘̂𝑞

denote its associated RKHS.
Suppose that the unknown function 𝑓 ∈ ℋ𝑘 , where 𝑘 is a known translation-
invariant kernel satisfying 𝑐2 ≥ 𝑘 (𝑥, 𝑥) ≥ 0 for all 𝑥 ∈ X and some constant
𝑐 > 0, and assume ∥ 𝑓 ∥

ℋ𝑘
≤ 𝐵 for a known complexity bound 𝐵 ≥ 0 as per

Assumption 4.1. Given data D𝑁 = (𝑋𝑁 , 𝑌𝑁 ) and a desired confidence level
1 − 𝛼 ∈ (0, 1), it holds for each output dimension 𝑑 ∈ {1, . . . , 𝑛} that the
corresponding BTGP posterior mean 𝜇̂𝑁,𝑑 (𝑠) ∈ℋ𝑘̂𝑞

in (4.4) satisfies

P
(
∀𝑠 ∈ B𝑞 : sup

𝑥∈Ξ(𝑠)

��𝜇̂𝑁,𝑑 (𝑠) − 𝑓𝑑 (𝑥)�� ≤ 𝜀𝑑 (𝑠)) ≥ 1 − 𝛼, (4.9)

where the total error 𝜀𝑑 (𝑠) := 𝜀𝑑,1 (𝑠) + 𝜀𝑑,2 (𝑠) + 𝜀𝑑,3 (𝑠) consists of the
following components:

𝜀𝑑,1 (𝑠) := min

{

𝐶̂−1
𝑁 𝑘̂𝑁 (𝑠)



√︂𝑁 + 2
√︃
𝑁 log

(
𝛼−1) + 2 log

(
𝛼−1) ,

𝜎̂𝑁,𝑑 (𝑠)
𝜎𝑤

√︂
Tr(Σ) + 2

√︃
Tr(Σ2) log

(
𝛼−1) + 2 ∥Σ∥ log

(
𝛼−1)},

𝜀𝑑,2 (𝑠) := 𝐵
√︃

2
��𝑐2 − 𝑘+𝑥𝑠 (𝑠)

��, and

𝜀𝑑,3 (𝑠) := 𝐵
√︂���𝑘̂𝑁 (𝑠)⊤𝐶̂−1

𝑁

(
𝐾𝑁 𝐶̂

−1
𝑁
𝑘̂𝑁 (𝑠) − 2𝑘𝑁 (𝑥𝑠)

)
+ 𝑐2

���,
with 𝐶̂𝑁 := [𝐾̂𝑁 + 𝜎2

𝑤𝐼𝑁 ], 𝑘̂𝑁 (𝑠) := [𝑘 (𝑥𝑖 ,Ψ𝑞 (𝑠))]𝑁𝑖=1, posterior covariance
𝜎̂2
𝑁,𝑑
(𝑠) as in (4.5), Σ := 𝐾̂𝑁 𝐶̂−1

𝑁
, 𝑘+𝑥𝑠 (𝑠) := sup𝑥∈Ξ(𝑠) 𝑘 (𝑥𝑠 , 𝑥) for a fixed set

of representative points {𝑥𝑠}𝑠∈B𝑞 ⊂ X, 𝐾𝑁 := [𝑘 (𝑥𝑖 , 𝑥 𝑗 )]𝑁
𝑖, 𝑗=1, and 𝑘𝑁 (𝑥) :=

[𝑘 (𝑥𝑖 , 𝑥)]𝑁
𝑖=1.

The proof of Theorem 4.1 is deferred to Appendix A.6.
Theorem 4.1 establishes a non-asymptotic bound on the error between the BTGP

posterior mean 𝜇̂𝑁,𝑑 and the true, unknown function 𝑓 . By imposing a complexity
bound 𝐵 on ∥ 𝑓 ∥

ℋ𝑘
, error guarantees can be provided even when 𝑓 ∉ ℋ𝑘̂ , i.e., in the

so-called “misspecified case”, such as when 𝑓 is continuous.
Unlike Fiedler et al. (2021), the error 𝜀𝑑 is quantified without requiring a global

bound on the kernel approximation error. This is advantageous, as such a bound
would be maximised in the present setting due to the general mismatch between 𝑘̂𝑞
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and 𝑘 , even for 𝑞 → ∞. In fact, whilst the error terms 𝜀𝑑,2 and 𝜀𝑑,3 can be reduced
by increasing the BTGP precision level 𝑞, this is not the case for 𝜀𝑑,1.

The first term in the minimisation of 𝜀𝑑,1 corresponds to the well-specified case
and reflects the statistical error, which is generally very conservative. To mitigate
this, a second term is introduced.

Computation of 𝜀𝑑,3 necessitates the evaluation of Gram matrices involving both
𝑘 and 𝑘̂𝑞 , which diminishes the scalability benefits of the BTGP. This motivates
future work on quantifying 𝜀𝑑 without requiring access to 𝐾𝑁 .

Remark 4.4 (Limitations of Approximating Continuous Kernels) Although it may
appear tempting to use the BT kernel 𝑘̂𝑞 (or a similar hierarchical kernel) to approx-
imate a continuous kernel (such as the squared-exponential) in the limit 𝑞 → ∞ to
simplify Theorem 4.1, no such convergent kernel exists. For any fixed 𝑥 ∈ X and
variable 𝑥′ ∈ X, the kernels 𝑘̂𝑞 and 𝑘̂𝑞′ with 𝑞′ > 𝑞 define two discrete distance met-
rics that concentrate their increasing precision solely within the neighbourhood of 𝑥.
As such, raising the precision enhances smoothness locally but leaves the covariance
structure elsewhere unaffected.

Comparison to Simulation Relations In contrast to the probabilistic simulation
relations developed in earlier chapters — where error bounds between the concrete
system and its discrete abstraction were established via the computation of local
error parameters (𝜀, 𝛿) — the error bound 𝜀𝑑 (𝑠) in Theorem 4.1 is expressed as a
global formula. When evaluated for individual partitions 𝑠 ∈ B𝑞 , this formula yields
analogous local error estimates, removing the need for computing error parameters
for each partition individually. However, this advantage comes at the potential cost
of conservatism, as the resulting bound may not be uniformly tight across all regions
of the state space.

4.5 Verification Approach

The verification approach adopted here is based on the construction of a finite-
state abstraction of the dynamical system M in (4.2) via the BTGP introduced
in Subsection 4.4.2. For the learned BTGP, let B𝑞 denote a finite set of binary
strings representing the abstract states. Recall that the BTGP induces a mapping
Ψ𝑞 : X → B𝑞 associating each continuous state 𝑥 ∈ X of M with a binary string
𝑠 ∈ B𝑞 . Thus, each string corresponds to a partition of X and is associated with a
chosen representative point 𝑥𝑠 ∈ X, here chosen as the centre point of the respective
partition.

While this yields a natural discretisation of the continuous-state system M, the
statistical error characterised in Theorem 4.1 introduces ambiguity in the transition
probability distributions, precluding the construction of a discrete Markov chain.
To model this uncertainty, interval Markov chains (IMCs) are employed, in which
transition probabilities between abstract states are represented by intervals. Prior
work has demonstrated that IMCs can be learned from data via GP regression
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(Jackson et al., 2020; Jiang et al., 2022). However, for standard continuous GPs, the
construction of such IMCs constitutes a significant computational bottleneck.

Here, the same strategy is adopted, but regression is carried out using the BTGP
(Subsection 4.4.2), leading to a substantial reduction in the computational cost of
IMC construction. A formal definition is given below.
Definition 4.5 (Interval Markov Chain (IMC)) A (finite-state) IMC is a tupleInterval Markov

Chain M̂ := (S, S0, t, t), with

• S, a finite state space, with states 𝑠 ∈ S;
• S0 ⊂ S, the set of initial states 𝑠0 ∈ S0;
• t, t : S × S → [0, 1], lower and upper bounds on the transition probabilities,

specifying an interval 0 ≤ t(𝑠+ |𝑠) ≤ t(𝑠+ |𝑠) ≤ 0 for each state pair (𝑠, 𝑠+) ∈ S.

4.5.1 BTGP-Based IMC Construction

The continuous-state MC M = (X,X0, t) in (4.2) is abstracted into a finite-state
IMC M̂ := (S, S0, t, t) by employing the BT-partitioned state space S := B𝑞 ,
with the initial states given by S0 := Ψ𝑞 (X0). Recall that dynamics of M are
modelled using one BTGP for each output dimension. Consequently, 𝑛𝑥 BTGPs
𝑓𝑑 ∼ GP( 𝜇̂𝑁,𝑑 , 𝜎̂2

𝑁,𝑑
), 𝑑 ∈ {1, . . . , 𝑛𝑥}, are obtained, where the same precision

𝑞 ∈ N is adopted to generate a common partitioning S ≡ Ψ𝑞 (X).
The discrete transition bounds t, t are computed from the learned BTGPs s.t.

t(𝑠+ |𝑠) ≤ t(Ψ𝑞 (𝑠+) |Ψ𝑞 (𝑠)) ≤ t(𝑠+ |𝑠), ∀𝑠, 𝑠+ ∈ S.

In contrast to continuous GPs, the piecewise-constant nature of the posterior mean
and covariance functions of the BTGP renders this computation comparatively
straightforward (see Fig. 4.6(b)). More specifically, for every partition 𝑠 ∈ S, the
consecutive state 𝑠+ := [𝑠+,𝑑]𝑛𝑥𝑑=1 ∈ S has Gaussian distribution

𝑥+,𝑑 ∼ N( · | 𝜇̂𝑁,𝑑 (𝑠) + 𝜖𝑑 (𝑠), 𝜎̂2
𝑁,𝑑 (𝑠)), 𝑑 ∈ {1, . . . , 𝑛𝑥},

where the error 𝜖𝑑 (𝑠) ∈ 𝐸𝑑 (𝑠) := [−𝜀𝑑 (𝑠), 𝜀𝑑 (𝑠)] is obtained via the piecewise-
constant statistical error bound 𝜀𝑑 derived in Theorem 4.1.

Lower and upper bounds on the transition probability from 𝑠 to any 𝑠+ ∈ S areTransition Probability
Bounds Computation thus obtained as

t(𝑠+ |𝑠) = min
𝜖 ∈𝐸 (𝑠)

𝑔(𝑠, 𝜖) and t(𝑠+ |𝑠) = max
𝜖 ∈𝐸 (𝑠)

𝑔(𝑠, 𝜖), (4.10a)

𝑔(𝑠, 𝜖) :=
∫
𝑥+∈Ξ(𝑠+ )

𝑛𝑥∏
𝑑=1
N(𝑑𝑥+,𝑑 | 𝜇̂𝑁,𝑑 (𝑠) + 𝜖𝑑 , 𝜎̂2

𝑁,𝑑 (𝑠)), (4.10b)

where 𝐸 (𝑠) :=
∏𝑛𝑥
𝑑=1 𝐸𝑑 (𝑠), 𝜖 = [𝜖𝑑]

𝑛𝑥
𝑑=1, and 𝑥+ = [𝑥+,𝑑]𝑛𝑥𝑑=1. In the case where the

partitions of the BTGP are axis-aligned hyperrectangles, the integration in (4.10b)
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𝑠1 𝑠2
𝑥

𝑓 (𝑥)

𝑥 ∈Ξ(𝑠1) 𝑥′∈Ξ(𝑠1)
𝑠1

𝑠2

𝑠3

(a) Continuous GP
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𝑥
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𝑠3

(b) BTGP

Fig. 4.6: Computing transition probabilities from a continuous GP (a) vs from a
BTGP (b).

and the subsequent optimisations in (4.10a) can be performed independently for each
dimension.

Comparison to Continuous GPs By contrast, for a GP with a kernel that is not
piecewise-constant — such as illustrated in Fig. 4.6(a) for the squared-exponential
kernel —, the bounds must be computed by performing an additional optimisation
optimise ∈ {max,min} in each function call

𝑔(𝑠, 𝜖) = optimise
𝑥∈Ξ(𝑠)

∫
𝑥+∈Ξ(𝑠+ )

𝑛𝑥∏
𝑑=1
N(𝑑𝑥+,𝑑 | 𝜇̂𝑁,𝑑 (𝑥) + 𝜖𝑑 (𝑥), 𝜎̂2

𝑁,𝑑 (𝑥)) (4.11)

for each transition pair (𝑠, 𝑠+). Thus, the BTGP removes the necessity for this
inner optimisation, resulting in a significant reduction of the computational burden
involved in the IMC construction. Consequently, the computation is limited to a single
integral per bound per transition, which can be performed efficiently using the CDF
as shown in Algorithm 1. Here, sgn( · ) and “⊙” denote the sign function and element-
wise product, respectively. The functions ComputeRep and ComputeBounds are
defined as follows:

• ComputeRep determines the centre point of a given partition 𝑠 ∈ S as the
corresponding representative state 𝑥𝑠 ∈ X.

• ComputeBounds computes dimension-wise bounds lb𝑠,𝑑 , ub𝑠,𝑑 ∈ X𝑑 (where
X = X1 × · · · × X𝑑) for each axis-aligned hyperrectangular partition 𝑠 ∈ S.

4.5.2 Verification via Interval Iteration Algorithm

Once the finite-state IMC has been constructed via Algorithm 1, upper and lower Interval Iteration
Algorithmbounds on the probability of satisfying a given reachability specification 𝜓T may be
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Algorithm 1 BTGP-Based IMC Construction
Input: MC M = (X,X0, t) , BTGP posteriors ( 𝜇̂𝑁,𝑑 , 𝜎̂

2
𝑁,𝑑
)𝑛𝑥

𝑑=1, error bounds (𝜀𝑑 )𝑛𝑥

𝑑=1
1: S← B𝑞

2: 𝑋𝑠 ← [𝑥𝑠 ]𝑠∈S ← ComputeRep(S)
3: (lb𝑠,𝑑 , ub𝑠,𝑑 )𝑠∈S,𝑑∈{1,...,𝑛𝑥 } ← ComputeBounds(X, S)
4: S0 ← Ψ𝑞 (X0 )
5: t, t← 1, 1
6: for 𝑑 ∈ {1, . . . , 𝑛𝑥 } do
7: for 𝑠 ∈ S do
8: Δ← 𝜇̂𝑁,𝑑 (𝑠) − 𝑋𝑠,𝑑 ⊲ Distances from mean to representative states
9: Δmax ← |Δ | + 𝜀𝑑 (𝑠) ⊲ “Worst-case” error

10: 𝜇̂worst ← 𝑋𝑠,𝑑 + sgn(Δ) ⊙ Δmax

11: 𝑝 ← cdf
(
ub𝑠,𝑑

��� 𝜇̂worst, 𝜎̂
2
𝑁,𝑑
(𝑠)

)
− cdf

(
lb𝑠,𝑑

��� 𝜇̂worst, 𝜎̂
2
𝑁,𝑑
(𝑠)

)
⊲ Lower bound

12: Δmin ← max{0, |Δ | − 𝜀𝑑 (𝑠) } ⊲ “Best-case” error
13: 𝜇̂best ← 𝑋𝑠,𝑑 + sgn(Δ) ⊙ Δmin

14: 𝑝 ← cdf
(
ub𝑠,𝑑

��� 𝜇̂best, 𝜎̂
2
𝑁,𝑑
(𝑠)

)
− cdf

(
lb𝑠,𝑑

��� 𝜇̂best, 𝜎̂
2
𝑁,𝑑
(𝑠)

)
⊲ Upper bound

15: t( · |𝑠) ← t( · |𝑠) ⊙ 𝑝
16: t( · |𝑠) ← t( · |𝑠) ⊙ 𝑝
17: end for
18: end for

Output: IMC M̂ = (S, S0, t, t)

obtained using, for instance, the interval iteration algorithm (IIA) proposed by Had-
dad and Monmege (2018). Similar to the dynamic programming framework outlined
in Subsection 2.4.3, the IIA is based on the iterative update of (two) value functions,
𝑉
𝑖
, 𝑉 𝑖 : S → [0, 1] defined on the discrete space S. These functions form an enve-

lope or interval around the true probability of satisfying the specification starting
from some initial partition 𝑠0 ∈ S0. The corresponding algorithmic procedure is
provided in Algorithm 2.

Inter alia, Haddad and Monmege (2018) establish the following result.

Proposition 4.3 (Value Convergence) For a given IMC M̂ := (S, S0, t, t) and
an (infinite-horizon) reachability specification 𝜓T , let 𝑉∗ : S → [0, 1] be the
optimal value function such that P(M̂ |= 𝜓T) = 𝑉∗ (𝑠0), for M̂ initialised in
𝑠0 ∈ S0. Then, the IIA (Algorithm 2) converges to 𝑉∗ as 𝑖 →∞, for any 𝜈 > 0.
Furthermore, for every iteration 𝑖 ∈ N0 it holds that𝑉

𝑖
(𝑠0) ≤ 𝑉∗ (𝑠0) ≤ 𝑉 𝑖 (𝑠0).

Before giving a summary of Algorithm 2, the following linear program (LP) is
defined, where optimise ∈ {max,min}:
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Algorithm 2 Interval Iteration Algorithm (IIA)

Input: IMC M̂ = (S, S0, t, t) , reachability specification 𝜓T , stopping threshold 𝜈 > 0
1: for 𝑠 ∈ S do
2: 𝑟 (𝑠) ← min

{∑
𝑠+∈Ψ𝑞 (T) t(𝑠+ |𝑠) , 1

}
3: 𝑟 (𝑠) ← ∑

𝑠+∈Ψ𝑞 (T) t(𝑠+ |𝑠)
4: 𝑙 (𝑠) ← 1 − ∑

𝑠+∈S t(𝑠+ |𝑠)
5: 𝑙 (𝑠) ← max

{
0, 1 − ∑

𝑠+∈S t(𝑠+ |𝑠)
}

6: end for
7: 𝑖 ← 0, 𝑉0 ← 1, 𝑉0 ← 0
8: while ∥𝑉 𝑖 − 𝑉 𝑖

∥∞ > 𝜈 do
9: 𝑟 , t← solve min LP in (4.12)

10: for 𝑠 ∈ S do
11: 𝑉 𝑖+1 (𝑠) ← 𝑟 (𝑠) +∑𝑠+∈S\Ψ𝑞 (T) t(𝑠+ |𝑠)𝑉 𝑖 (𝑠+ )
12: 𝑉

𝑖+1 (𝑠) ← 𝑟 (𝑠) +∑𝑠+∈S\Ψ𝑞 (T) t(𝑠+ |𝑠)𝑉 𝑖
(𝑠+ )

13: end for
14: 𝑖 ← 𝑖 + 1, 𝑉 𝑖 ← 𝑉 𝑖+1, 𝑉

𝑖
← 𝑉

𝑖+1
15: end while
16: 𝑉min ← 𝑉

𝑖
⊲ Take underapproximation

17: 𝑖 ← 0, 𝑉0 ← 1, 𝑉0 ← 0
18: while ∥𝑉 𝑖 − 𝑉 𝑖

∥∞ > 𝜈 do
19: 𝑟 , t← solve max LP in (4.12)
20: for 𝑠 ∈ S do
21: 𝑉 𝑖+1 (𝑠) ← 𝑟 (𝑠) +∑𝑠+∈S\Ψ𝑞 (T) t(𝑠+ |𝑠)𝑉 𝑖 (𝑠+ )
22: 𝑉

𝑖+1 (𝑠) ← 𝑟 (𝑠) +∑𝑠+∈S\Ψ𝑞 (T) t(𝑠+ |𝑠)𝑉 𝑖
(𝑠+ )

23: end for
24: 𝑖 ← 𝑖 + 1, 𝑉 𝑖 ← 𝑉 𝑖+1, 𝑉

𝑖
← 𝑉

𝑖+1
25: end while
26: 𝑉max ← 𝑉 𝑖 ⊲ Take overapproximation

Output: Bounds (𝑉min, 𝑉max )

optimise
𝑟 ,t

𝑟 (𝑠) +∑𝑠+∈S\Ψ𝑞 (T ) t(𝑠+ |𝑠)𝑉𝑖 (𝑠+),

subject to t(𝑠+ |𝑠) ≤ t(𝑠+ |𝑠) ≤ t(𝑠+ |𝑠),
𝑟 (𝑠) ≤ 𝑟 (𝑠) ≤ 𝑟 (𝑠),
𝑙 (𝑠) ≤ 𝑙 (𝑠) ≤ 𝑙 (𝑠),
𝑟 (𝑠) + 𝑙 (𝑠) +∑𝑠+∈S\Ψ𝑞 (T ) t(𝑠+ |𝑠) = 1.

(4.12)

Lines 2 to 5 of Algorithm 2 compute functional lower and upper bounds (𝑟, 𝑟) on
the reward — the probability of reaching the projected target region Ψ𝑞 (T) ⊂ S in
one time step starting from the state 𝑠 ∈ S. Analogously, (𝑙, 𝑙) represent functional
bounds on the loss — the probability of leaving the state space S. In line 7, the
overapproximation 𝑉0 and underapproximation 𝑉0 of the value function — the
probability of eventually reaching the target T starting from partition 𝑠 — are
initialised. Until convergence, the following two steps are repeated. First, for every
state pair 𝑠, 𝑠+ ∈ S, the LP (4.12) is minimised in line 9 to find feasible rewards
𝑟 and transition probabilities t(𝑠+ |𝑠) that capture the worst-case behaviour of the
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system. Then, 𝑉0 and 𝑉0 are updated via the Bellman equation in lines 11 and 12.
The while-loop converges when the maximal difference between the over- and under-
approximation is less than the predefined closeness bound 𝜈 > 0. After convergence,
the under-approximation𝑉

𝑖
is taken as the lower bound𝑉min on the value function in

line 16. The same procedure is repeated to obtain an overapproximation𝑉max in lines
17 to 26, where the LP is maximised in line 19. From Proposition 4.3, the true latent
value 𝑉∗ lies between the obtained upper and lower bounds, i.e., 𝑉min ≤ 𝑉∗ ≤ 𝑉max.

Based on Theorem 4.1 and Proposition 4.3, the following result establishes bounds
on the robust satisfaction probability of the latent data-generating system M in (4.2)
with respect to a reachability specification 𝜓T .

Theorem 4.2 (Robust Satisfaction Probability) Consider the setup of Theo-
rem 4.1. Let 𝑓𝑑 ∼ GP( 𝜇̂𝑁,𝑑 , 𝜎̂2

𝑁,𝑑
), 𝑑 ∈ {1, . . . , 𝑛}, be the posterior BTGPs

obtained based on data D𝑁 from the system M in (4.2). Let M̂ be the cor-
responding IMC constructed via Algorithm 1. Then, for an (infinite-horizon)
reachability specification 𝜓T and M initialised at some 𝑥0 ∈ X0, it holds that

𝑉min (𝑠0) ≤ P(M(𝑥0) |= 𝜓T) ≤ 𝑉max (𝑠0),

where 𝑠0 := Ψ𝑞 (𝑥0), and (𝑉min, 𝑉max) are the bounds obtained via the IIA
(Algorithm 2) for any 𝜈 > 0.

The result follows directly from Theorem 4.1 and Proposition 4.3.

Solution Theorem 4.2 solves Problem 4.1, where P(M |= 𝜓T) ≥ 𝑉min.

4.6 Case Study

Consider the autonomous discrete-time nonlinear system

M :
{ [
𝑥1,𝑡+1
𝑥2,𝑡+1

]
=

[
𝑥1,𝑡 − 𝜏𝑠𝑥1,𝑡 + 0.5𝜏𝑠 sin(𝑥2,𝑡 )
𝑥2,𝑡 − 𝜏𝑠𝑥2,𝑡 + 0.5𝜏𝑠 sin(𝑥1,𝑡 )

]
+ 𝑤𝑡 , 𝑤𝑡 ∼ N( · |0, 𝜎2

𝑤𝐼2),

evolving on the continuous state space X = [−10, 10]2 ⊂ R2, with a time discreti-
sation of 𝜏𝑠 := 0.5, and additive Gaussian noise of standard deviation 𝜎𝑤 = 3.16.
The objective is to compute a lower bound on the probability of the system reaching
the target set T = [−3, 3]2 ⊂ X from a given initial position 𝑥0 ∈ X0 := X. To
this end, 𝑁 = 5000 transitions are generated from the system as outlined in Sub-
section 4.3.2. Based on the data, two BTGPs with precision 𝑞 = 6 are trained —
one for each output dimension of the system. For the computation of the statistical
error bounds, a squared-exponential kernel (4.1) with hyperparameters 𝜎 𝑓 ,1 = 12,
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𝜎 𝑓 ,2 = 7, 𝜎𝑙,1 = [4000, 2500], and 𝜎𝑙,2 = [500, 2000] is employed. The complexity
bounds for the two output dimensions are set to 𝐵1 = 0.015 and 𝐵2 = 0.006.

Training and evaluation of the BTGPs at the representative states takes 42 s on
an Apple M1 Pro CPU. Fig. 4.7 illustrates the model fit of the BTGPs. A statistical

(a) Dimension 1 (𝑑 = 1)

(b) Dimension 2 (𝑑 = 2)

Fig. 4.7: BTGP model fit 𝜇̂𝑁,𝑑 (𝑥) ± 3𝜎̂𝑁,𝑑 (𝑥) versus true 𝑓𝑑 (𝑥).

error bound is computed via Theorem 4.1 for a confidence level of 1 − 𝛼 := 0.8.
The representative states {𝑥𝑠}𝑠∈B𝑞 correspond to the centre points of the generated
partitions. Owing to the piecewise-constant posterior of the BTGP, the IMC can be
constructed via (4.10a) in under 3 s (serial implementation). In contrast, abstracting
a comparable continuous GP using (4.11) requires approximately 12 h. The IMC
is verified using the IIA, which converges after 3 s with a termination threshold of
𝜈 = 10−8. The resulting lower bound on the probability of reaching T is shown in
Fig. 4.8 as a function of the initial state.

This example illustrates why existing IMC generation tools rely crucially on mas-
sive parallelisation (Wooding and Lavaei, 2024; Mathiesen et al., 2024). However,
such parallelism does not address the exponential growth in complexity with system
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dimension and can be applied equally within the BTGP–IMC framework, making it
an orthogonal consideration rather than a distinguishing feature.

Fig. 4.8: Lower bound on the infinite-horizon reachability probability as a function
of the initial state.

Comparison The verification procedure is repeated with the first statistical error
component 𝜀𝑑,1 in Theorem 4.1 set to zero, yielding a reachability probability lower
bound close to 1 (see Fig. 4.8). This demonstrates that the conservativeness of the
proposed method is predominantly driven by this term, which arises directly from
standard statistical bounds used widely in GP-based formal frameworks (Fiedler et al.,
2021; Chowdhury and Gopalan, 2017). Neglecting this term places the approach
on par with existing methods that either assume model correctness or offer only
asymptotic guarantees — such as NN-based dynamics models (Adams et al., 2022)
or the reachability method explored by Lew and Pavone (2021). Crucially, while
such approaches remain oblivious to statistical error under finite data, the BTGP
framework can explicitly account for it and reveals its substantial influence on the
final verification result. Interestingly, in the limit where the total error 𝜀𝑑 = 𝜀𝑑,1 +
𝜀𝑑,2 + 𝜀𝑑,3 vanishes — e.g., with sufficient data and negligible approximation error
— the BTGP-induced IMC collapses into a Markov chain (see Equation 4.10b). This
reduction enables direct application of the extensive model-based MDP literature.

This comparison yields two key insights. First, that accounting for statistical error
is not only feasible but has a decisive impact. Second, that under high data availabil-
ity and high precision 𝑞, the BTGP-based method can yield substantially stronger
guarantees than existing black-box approaches. At the same time, this highlights
the pressing need for tighter, less conservative statistical error bounds for GPs — a
challenge orthogonal to this thesis.
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While the previous chapters benefited from known parametric models, the final
chapter addresses a setting where formally relating statistical error to data availability
becomes significantly more intricate. Although theoretical bounds exist (Li et al.,
2022) — similar to the case of GPs, explored in this chapter — they are often
overly conservative or impractical to compute. Accordingly, moving forward, the
error bound is treated as a given input, and its influence on the verification outcome
is explored across a range of values.

4.7 Conclusion

This chapter investigated binary-tree Gaussian processes (BTGPs) as a data-driven
framework for learning formal abstractions of uncertain stochastic systems directly
from data. By employing a binary-tree kernel that induces piecewise-constant pos-
terior GPs, BTGPs abstract continuous-space dynamics into discrete-state IMCs
over binary strings. This sidesteps the computational bottlenecks of traditional GP-
based abstraction pipelines, which are dominated by explicit discretisation and error
quantification procedures. The resulting abstractions support formal verification and
synthesis by design; here, demonstrated for verification against reachability speci-
fications, with IMCs generated orders of magnitude faster than with conventional
GPs. Numerical results underscore the value of encoding structurally aligned priors
in learning-enabled models for effective integration with formal tools. Crucially, it
was shown that statistical error bounds can be derived to provide robust end-to-end
guarantees — without relying on predefined parametric models, as assumed in earlier
chapters. Together, these results position BTGPs as a promising interface between
latent physical systems and formal frameworks.

While this chapter focused on verification, the same machinery extends naturally
to synthesis and scLTL specifications — by composing the IMC with a DFA encoding
the temporal property (Kamgarpour et al., 2013), as done in previous chapters.
Moreover, IMC/IMDP models broaden applicability to full LTL semantics via an
additional preprocessing step on the graph structure of the abstraction (Baier and
Katoen, 2008; Haddad and Monmege, 2018).

Despite these strengths, limitations remain. The statistical error bound in Theo-
rem 4.1 reflects two sources of conservatism: first, classical GP error bounds (Fiedler
et al., 2021; Chowdhury and Gopalan, 2017) are extremely conservative and exhibit
poor scaling with increasing data — highlighting the need to explore sharper bounds;
second, even as the BTGP resolution increases (i.e., tree depth grows), the binary-
tree kernel does not converge to a smooth kernel, such as the squared exponential
kernel. This lack of asymptotic smoothness complicates error analysis and limits
approximation quality during learning.

These limitations point toward several interesting directions for future work:
designing alternative hierarchical kernels that preserve the efficiency of BTGPs
whilst expanding expressiveness; enabling adaptive refinement of abstractions at
varying resolutions; and exploring analogues of deep kernel learning (DKL) for



106 4 Learning Formal Abstractions via Binary-Tree Gaussian Processes

tree-structured kernels, akin to recent work on GP–IMDP approaches enhanced with
neural feature maps (Reed et al., 2023). In this context, a key challenge is to preserve
statistical guarantees: by modifying the feature map, DKL implicitly redefines the
underlying space of learnable functions — raising open questions about how to
ensure the true dynamics remain contained within it.

The next chapter builds on these findings and ideas, relaxing many of the as-
sumptions made here to address the formal verification of fully black-box stochastic
systems.



Chapter 5

Kernel-Based Learning of Black-Box
Safety Certificates

Abstract The previous chapter demonstrated that kernel methods offer a powerful
framework for learning structured abstractions of latent stochastic systems without
relying on strong modelling assumptions. To reach a level of abstraction required
for certifying autonomous systems with complex, often opaque AI components in
the loop, this chapter adopts a fully black-box perspective. A data-driven safety
verification framework is developed, that learns control barrier certificates directly
from observed system transitions, without requiring access to the underlying dynam-
ics. Conditional mean embeddings are used to obtain a latent approximation of the
unknown stochastic dynamics in a reproducing kernel Hilbert space, capturing uncer-
tainty and enabling the construction of ambiguity sets that facilitate distributionally
robust guarantees. A spectral abstraction based on a finite Fourier expansion of the
kernel is introduced to cast the data-driven barrier problem into a tractable linear
program. Leveraging the fast Fourier transform, the spectral barrier can be computed
efficiently, yielding a scalable yet distributionally robust approach to verifying safety.
Theoretical results show how the method naturally extends beyond safety to gen-
eral 𝜔-regular temporal logic specifications. The approach moves beyond restrictive
assumptions on system dynamics and uncertainty, as demonstrated on several case
studies, including a black-box system with a neural network controller.

5.1 Introduction

The preceding chapters established rigorous results for abstraction-based verifi-
cation and synthesis under both aleatoric and epistemic uncertainty. However,

these guarantees were contingent on specific structural assumptions about the la-
tent system. In fact, formal reasoning under unknown dynamics is only feasible
when data is complemented by sufficient regularity assumptions. Previously, this
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was achieved either through a parametrised model or — more recently — by impos-
ing a GP structure, modelling uncertainty as additive Gaussian noise1 superposed
on a deterministic regressor. Such assumptions, however, restrict applicability to
gray-box systems. Extending these methods to AI-driven systems — e.g., those gov-
erned by neural network (NN) controllers — remains elusive, as their complexity
and opacity typically necessitate a black-box treatment. In such settings, the burden
of constructing an uncertainty-aware model becomes prohibitive, rendering direct
reasoning about desired behavioural properties essential.

While the previous chapter employed GPs to regress latent dynamics within
an RKHS, recent advances in machine learning have extended RKHS-based tech-
niques toward more expressive characterisations of stochastic systems, allowing to
reason about their expected behaviour directly from data without explicit model
construction. A particularly notable development is the theory of conditional mean
embeddings (CMEs) (Song et al., 2009; Klebanov et al., 2020), which embed condi-
tional distributions into RKHSs. This representation allows conditional expectations
to be expressed as inner products, facilitating probabilistic reasoning while sidestep-
ping explicit density estimation or numerical integration. Compared to existing
approaches that rely on explicit parametrisations or structural assumptions, CMEs
offer greater flexibility, accommodating systems where linearity, affine dynamics, or
fixed stochasticity cannot be presumed. They thus form a natural and more expressive
extension of GP-based methods, underpinned by a rigorous theoretical foundation.

However, reasoning solely with respect to the expected behaviour of a system
can mask important aspects of the underlying stochastic transition process — mo-
tivating the development of distributionally robust frameworks (Elsayed-Aly et al.,
2024). CMEs have demonstrated promise in data-driven chance-constrained control
(Thorpe et al., 2022) and distributionally robust abstraction-based synthesis (Romao
et al., 2023). While the former yields only approximate solutions without formal
guarantees, the latter — as the abstraction-based approaches studied in preceding
chapters — suffers from the curse of dimensionality. Notably, computing conditional
expectations from data is also central to learning control barrier certificates (CBCs)
for uncertain stochastic systems (Prajna et al., 2007). This motivates the application
of CMEs to CBC synthesis in a model-free setting.

In contrast to related works relying on control-affine dynamics (Lopez and Slotine,
2023; Cohen et al., 2022a), known Lipschitz constants and exponential sample
complexity (Salamati et al., 2024; Wang et al., 2023), or intermediate models based
on less expressive GPs or RMDPs under partial model knowledge (Jagtap et al.,
2020a; Wajid et al., 2022; Wang et al., 2018; Gracia et al., 2023; Chekan and
Langbort, 2023), the approach proposed here learns CBCs directly from data. It
leverages ambiguity sets over candidate transition kernels without requiring full
stochastic model construction. This reformulation admits a distributionally robust
interpretation, enabling probabilistic guarantees for the data-generating system via

1 Gaussianity is a structural assumption crucial to many frameworks, as it often enables closed-form
solutions or ensures computational tractability (Park et al., 2012). Developing methods that move
beyond this assumption is significantly more challenging, as it exposes the inherent complexity of
stochastic systems — no longer merely deterministic regressors masked by static Gaussian noise.
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concentration inequalities over finite data sets (Li et al., 2022), and generalises
beyond safety to 𝜔-regular temporal logic specifications through automata-based
representations and Streett supermartingales (Abate et al., 2024b).

Computationally, the resulting problem constitutes a non-convex semi-infinite
program (SIP), a formulation also encountered in many model-based CBC ap-
proaches. Although barrier methods are typically less susceptible to the curse of
dimensionality than abstraction-based techniques, SIPs are inherently challenging to
solve monolithically. Here, various solution strategies are analysed and compared,
both theoretically and empirically, revealing that many ostensibly abstraction-free
approaches still rely on some form of discrete spatial approximation (see Section 5.7).

For the squared-exponential kernel and safety verification, a key innovation is in-
troduced: a Fourier series expansion of the kernel yields an expressive yet tractable
spectral abstraction of the dynamics alongside a novel Fourier control barrier cer-
tificate. Truncating the expansion reduces the CME-based constraint to a form effi-
ciently evaluable via the fast Fourier transform (FFT) on equidistant sample lattices.
Inspired by random feature approximations (Rahimi and Recht, 2007), this spectral
discretisation generalises the spatial abstraction via binary-tree kernels introduced in
Chapter 4, eliminating the need for dense spatial support vectors. This significantly
improves tractability while retaining expressiveness. The resulting spectral formula-
tion reduces the SIP to a finitely constrained linear program (LP), leveraging recent
bounding results for trigonometric polynomials (Pfister and Bresler, 2018). The
method relaxes restrictive assumptions of existing techniques and scales favourably
across benchmarks with complex safety specifications and NN-based controllers.

Organisation The remainder of the chapter is structured as follows. After a brief
review of additional related work, the definition of CBCs and the formal problem
statement are provided in Section 5.3. The theory of kernel mean embeddings for
(conditional) probability measures is introduced in Section 5.4. This foundation is
used in Section 5.5 to derive data-driven CBC constraints without assuming an
explicit system model. Generalisations to temporal logic objectives beyond safety
are discussed in Section 5.6. With a focus on safety specifications, the resulting
SIP is characterised and possible solutions are compared in Section 5.7. Section 5.8
introduces a tractable spectral solution approach based on Fourier expansions, which
yields an LP relaxation of the data-driven verification problem. Numerical results
on two benchmarks are presented in Section 5.9, followed by concluding remarks in
Section 5.10.

5.2 Related Work

Most black-box approaches to formal verification focus on deterministic systems with
known or fully queryable dynamics (Corso et al., 2021), often relying on reachability
analysis or abstraction-based methods. In contrast, the approach presented here
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enables direct safety verification of stochastic systems from data, without requiring
the construction of an explicit model.

Adjacent work on abstraction-free temporal logic control often employs model-
free reinforcement learning (Kazemi and Soudjani, 2020; Lavaei et al., 2020a), but
typically lacks formal guarantees in the absence of known Lipschitz constants. Lew
and Pavone (2021) compute reachable sets for stochastic systems using a sampling-
based scheme, which yields only asymptotic guarantees. Others employ GPs to
construct reachable sets via mixed monotonicity theory (Cao et al., 2022), but rely
on prior knowledge of bounds for unmodelled dynamics. There is also a growing body
of work exploring polynomial chaos expansions to propagate stochastic distributions
through dynamics (Pan and Faulwasser, 2023; Kim et al., 2013; Seshadri et al., 2020),
which is based on representing random variables as a function of a finite-dimensional
random vector using an orthogonal polynomial basis.

NN-based methods for synthesising barrier certificates have gained traction due
to their functional flexibility (So et al., 2024; Abate et al., 2021, 2024a). These
approaches generally involve training neural CBCs on finite samples and verifying
them using NN verification tools, such as bound propagation (Wang et al., 2024).
However, convergence guarantees remain elusive. The broader field of NN verifi-
cation is highly active, with numerous tools being developed to ensure reliability
and safety in AI systems (Liu et al., 2021), including extensions to closed-loop set-
tings (Harapanahalli et al., 2023b; Jafarpour et al., 2023). Nonetheless, correctness
with respect to the underlying data-generating process remains unaddressed.

Closest in spirit to the present work are approaches based on interval probability
metrics such as the maximum mean discrepancy (MMD) or the Wasserstein distance.
A recent method by Chen et al. (2025) leverages Wasserstein distances for distri-
butionally robust reach–avoid control. Both approaches aim to provide probabilistic
guarantees under distributional uncertainty by bounding deviations between the
empirical and true transition distributions. However, whereas our method employs
MMD uncertainty sets and yields a tractable finite linear program, their formula-
tion embeds the Wasserstein distance within a dynamic programming framework
solved using sum-of-squares (SOS) optimisation, demonstrated on comparatively
low-dimensional examples.

5.3 Preliminaries and Problem Statement

This chapter requires additional probabilistic concepts extending those introduced
in Subsection 2.2.1.

Random Variables and Expectations Let (Ω,ℱ, P) be a probability space. For a
random variable 𝑋 : Ω→ X, define 𝑝𝑋 as the pushforward measure ofP under 𝑋 , i.e.,
𝑝𝑋 (𝐴) := P(𝑋−1 (𝐴)) for all 𝐴 ∈ ℬ(X). The expected value of a measurable function
𝑓 : X → R is denoted by E𝑝𝑋 [ 𝑓 (𝑋)], and abbreviated as E[ 𝑓 (𝑋)] when clear
from context. Given measurable spaces (X,ℬ(X)) and (Y,ℬ(Y)), let 𝑋 and 𝑌 be
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random variables taking values inX andY, respectively. The conditional expectation
of a measurable function 𝑓 : Y → R given 𝑋 is denoted by Ep [ 𝑓 (𝑌 ) |𝑋 = · ],
which is a function of 𝑥 ∈ X, where p : X × ℬ(Y) → [0, 1] is a probability
kernel. For a realisation 𝑥 ∈ X, p( · |𝑥) is a probability measure on (Y,ℬ(Y)), and
Ep [ 𝑓 (𝑌 ) |𝑋 = 𝑥] denotes the expected value of 𝑓 under that measure.

5.3.1 System and Specification

System Definition This chapter considers black-box systems that can be represented
as a Markov decision process (MDP) M = (X,X0,U, t), derived directly from the
generalised MDP definition (see Definition 2.4) by omitting the explicit output space.
In every execution, given a current state 𝑥 ∈ X and control input 𝑢 ∈ U, the system
M transitions to a successor state 𝑥+ ∈ X, drawn as a realisation 𝑥+ ∼ t( · |𝑥, 𝑢). A
wide class of systems can be expressed in this form, encompassing all discrete-time
stochastic dynamics with Markovian structure, namely all systems of the form

M :
{
𝑥𝑡+1 = 𝑓 (𝑥𝑡 , 𝑢𝑡 , 𝑤𝑡 ), 𝑤𝑡 ∼ 𝑝𝑤
𝑦𝑡 = 𝑥𝑡

, (5.1)

where the state evolution is described by a function 𝑓 : X × U ×W → X, subject
to arbitrary i.i.d. noise 𝑤𝑡 ∼ 𝑝𝑤 supported on a (possibly unbounded) set W. This
represents the most general system class considered in this thesis, extending beyond
earlier assumptions of Gaussian and/or additive noise.

Safety Specifications The objective in this chapter is to synthesise a controller C Safety Specifications
such that the closed-loop system C ZM satisfies a given safety specification. To
this end, the goal is to design a controller C : X→ U (see Subsection 2.2.2 for more
details), as such policies are sufficient to achieve optimality in the context of MDPs.
The closed-loop system C ZM is said to be safe if, for any initial state 𝑥0 ∈ X0,
the system does not enter an unsafe set of states X𝑢 ⊂ X in a given finite horizon
𝑇 ∈ N (see Fig. 5.1). A (finite-horizon) safety specification 𝜓safe := (X𝑢, 𝑇) is thus
fully characterised by an unsafe set X𝑢 and a time horizon 𝑇 . The associated safety
probability is abbreviated as 𝑃safe := P(C Z M |= 𝜓safe) whenever the reference
system is clear from context.

Although the main focus of this chapter is on finite-horizon safety specifications,
a natural extension to more general temporal properties is provided in Section 5.6.

5.3.2 Control Barrier Certificates

Whilst certifying the safety of a continuous-space stochastic system is generally Control Barrier
Certificateschallenging, control barrier certificates (CBCs) and control barrier functions (CBFs)

leverage the concept of set invariance to arrive at an abstraction-free formulation. This
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X0 X𝑢

X𝑢

Fig. 5.1: Examples of safety-critical embodied AI systems in the transport sector.
The initial set X0 (in blue) and the unsafe regions X𝑢 (in red) for the ego vehicle are
indicated schematically.

has made CBCs/CBFs popular tools for safety verification and synthesis (Prajna et al.,
2007; Cosner et al., 2024). The CBC definition is recalled briefly as follows.

Definition 5.1 (Control Barrier Certificate (CBC)) A non-negative function
B : X → R≥0 is called a CBC of an MDP M = (X,X0,U, t) with reference
to an unsafe set X𝑢, if the following conditions hold (cf. Fig. 5.2):

(a) ∀𝑥0 ∈ X0 : B(𝑥0) ≤ 𝜂;
(b) ∀𝑥𝑢 ∈ X𝑢 : B(𝑥𝑢) ≥ 𝛾; and
(c) ∀𝑥 ∈ X, ∃𝑢 ∈ U : Et [ B(𝑋+) |𝑋 = 𝑥, 𝑈 = 𝑢 ] − B(𝑥) ≤ 𝑐;

for some constants 𝛾 > 𝜂 ≥ 0 and 𝑐 ≥ 0.

Intuitively, condition (c) of Definition 5.1 restricts B to elicit a relaxed supermartin-
gale property for any non-zero 𝑐. Note that this implies the existence of a stationary
controller C : X→ U generating the corresponding control inputs 𝑢 ∈ U.

If a CBC can be found for a system M, then, a lower bound on the probability
of M being safe is given by the following proposition due to Kushner (1967,
Theorem 3).

Proposition 5.1 (Finite-Horizon Safety) Consider an MDP M = (X,X0,U, t)
and a safety specification 𝜓safe = (X𝑢, 𝑇). Suppose there exists a CBC B (Def-
inition 5.1) with reference to X𝑢 with constants 𝜂, 𝛾, and 𝑐. Then, there exists
a stationary controller C such that
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(a) High level set separation 𝛾 >> 𝜂 (b) Low level set separation 𝛾 > 𝜂

Fig. 5.2: Conceptual illustration of CBCsB for an initial region X0 (in black), unsafe
regions X𝑢 (in red), and two different pairs of level sets 𝛾, 𝜂 (in gray).

P(C ZM |= 𝜓safe) ≥ 1 − 𝜂 + 𝑐𝑇
𝛾

.

See Fig. 5.2 for a conceptual visualisation of this result.

Remark 5.1 (Infinite-Horizon Safety) Finding a CBC (Definition 5.1) for a non-
negative constant 𝑐 > 0 is generally easier than for 𝑐 = 0. If, however, a CBC can
be obtained for 𝑐 = 0, Proposition 5.1 provides safety guarantees for an unbounded
time horizon 𝑇 →∞.

5.3.3 Problem Statement

The aim is to synthesise a safety controller C for a black-box system M, where the
transition kernel t is unknown and accessible only through empirical data. Specif-
ically, a finite set of observed transitions of the form {𝑥𝑖 , 𝑢𝑖 , 𝑥𝑖+}𝑁𝑖=1, 𝑁 ∈ N, is
available, with 𝑥𝑖+ ∼ t( · |𝑥𝑖 , 𝑢𝑖) and uniformly sampled states 𝑥𝑖 ∼ 𝒰X and inputs
𝑢𝑖 ∼ 𝒰U. This corresponds to drawing i.i.d. samples from the joint distribution

(𝑥, 𝑢, 𝑥+) ∼ t(𝑥+ |𝑥, 𝑢)𝒰X (𝑑𝑥)𝒰U (𝑑𝑢). (5.2)

Note that this setting admits a plethora of target systems. The problem statement is
formalised as follows.

Problem 5.1 (Black-Box Safety) Given a safety specification 𝜓safe and a con-
fidence level 1−𝛼 ∈ (0, 1), and based only on i.i.d. observations {𝑥𝑖 , 𝑢𝑖 , 𝑥𝑖+}𝑁𝑖=1,
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𝑁 ∈ N, determine a controller C and threshold 𝑝𝑁 ∈ (0, 1) such that
P(C ZM |= 𝜓safe) ≥ 𝑝𝑁 with probability at least 1 − 𝛼.

In this chapter, Problem 5.1 is addressed under the assumption of minimal system
information (see Assumption 5.1), using CBCs to provide probabilistic safety guar-
antees. The main challenge arises from the chance constraint inherent to the CBC
condition (c) (see Definition 5.1). It is shown how CBCs can be constructed from
data by forming an empirical mean embedding of the latent transition kernel in a re-
producing kernel Hilbert space (RKHS) via state-of-the-art kernel methods, thereby
expressing the chance constraint as a linear inner product. An RKHS ambiguity
set centred at the empirical mean embedding is constructed, that can be inflated to
account for out-of-distribution dynamics, i.e., transitions not captured by the data.
The resulting controller synthesis problem is cast as a semi-infinite program (SIP).
For the special case in which a controller C is fixed — i.e., for system verification
— an efficient algorithmic solution is presented. In particular, by employing a finite
Fourier expansion of the kernel, the SIP is relaxed to a tractable linear program (LP).

In the following section, techniques for embedding (conditional) probability mea-
sures into RKHSs are provided.

5.4 Kernel Mean Embeddings

In the previous chapter, a single RKHS associated with a kernel 𝑘 was sufficient to
encode uncertain dynamics in the form of a GP, which implicitly assumes additive
Gaussian noise. In contrast, the present chapter considers conditional probability
distributions, without making parametric assumptions about the stochastic law. This
shift introduces a key structural change: two separate kernels are required — one for
the conditioning variable 𝑋 and another for the target variable 𝑌 . These are denoted
by 𝑘X : X × X → R and 𝑘Y : Y × Y → R, respectively. The use of conditional dis-
tributions naturally gives rise to operator-valued representations, which are formally
constructed within the tensor product of the respective RKHSs.

Recall the brief summary on reproducing kernel Hilbert spaces (RKHSs) in
Section 4.3.1. Throughout this chapter, all kernels are assumed to be bounded on
their domains, e.g., E[𝑘X (𝑥, 𝑥)] < ∞ for 𝑥 ∈ X, and all RKHSs are assumed to be
separable (Schölkopf and Smola, 2002).

Tensor Product Hilbert Spaces For two kernels 𝑘X : X×X→ R and 𝑘Y : Y×Y→
R with associated RKHSs ℋX and ℋY, ℋXY := ℋX ⊗ℋY is the tensor product of
the Hilbert spaces ℋX and ℋY with reproducing kernel 𝑘XY ((𝑥, 𝑦), (𝑥′, 𝑦′)) =

𝑘X (𝑥, 𝑥′) 𝑘Y (𝑦, 𝑦′), for 𝑥, 𝑥′ ∈ X and 𝑦, 𝑦′ ∈ Y. ℋX ⊗ℋY is equipped with the inner
product ⟨𝜑X ⊗ 𝜑Y, 𝜑′X ⊗ 𝜑

′
Y⟩ℋX⊗ℋY = ⟨𝜑X, 𝜑′X⟩ℋX ⟨𝜑Y, 𝜑′Y⟩ℋY , for 𝜑X, 𝜑′X ∈ ℋX

and 𝜑Y, 𝜑′Y ∈ℋY, where its elements (𝜑X ⊗ 𝜑Y) are called tensors. The associated
norm is given by ∥𝜙X ⊗ 𝜙Y∥ℋX⊗ℋY

= ∥𝜙X∥ℋX
∥𝜙Y∥ℋY

(Arai, 2018, Chapter 2). For
feature vectors 𝜙X (𝑥) and 𝜙Y (𝑦), 𝜙X (𝑥) ⊗ 𝜙Y (𝑦) indicates their outer product.
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5.4.1 Embedding Probability Measures

To reason about the expected value of a random variable, embedding the variable
into a (higher dimensional) space is a well-established concept in machine learning
(Schölkopf and Smola, 2002; Steinwart and Christmann, 2008). The (kernel) mean
embedding (ME) follows the same reasoning and represents the projection of a
probability measure into an RKHS (Smola et al., 2007; Muandet et al., 2017).

Definition 5.2 (Mean Embedding (ME)) Given an RKHSℋ𝑘X spanned by a kernel Mean Embedding
𝑘X : X × X→ R, the mean embedding of a probability measure 𝑝 : ℬ(X) → [0, 1]
is computed via the mean map Ψ𝑘X : 𝒫(X) →ℋ𝑘X as

Ψ𝑘X (𝑝) := E𝑝 [𝜙X (𝑋)] =
∫
X
𝜙X (𝑥) 𝑑𝑝(𝑥).

Note that the reproducing property of the kernel carries on to the ME, facilitating
the computation of the expected value of a function 𝑓 ∈ ℋ𝑘X via the inner product
(Smola et al., 2007), that is

E𝑝 [ 𝑓 (𝑋)] = ⟨ 𝑓 ,Ψ𝑘X (𝑝)⟩ℋ𝑘X
. (5.3)

A kernel 𝑘X is called characteristic, if the associated ME Ψ𝑘X is injective, i.e., any
probability measure 𝑝 ∈ 𝒫(X) is injectively mapped to a unique ME Ψ𝑘X (𝑝) ∈
ℋ𝑘X (Gretton et al., 2012). This gives rise to the definition of a distance metric
between embeddings in the RKHS — the maximum mean discrepancy (MMD). For a
characteristic kernel 𝑘X, the MMD between two probability measures 𝑝, 𝑝′ ∈ 𝒫(X)
in ℋ𝑘X is defined as



Ψ𝑘X (𝑝) − Ψ𝑘X (𝑝′)

ℋ𝑘X
(Gretton et al., 2012).

5.4.2 Embedding Probability Kernels

Analogous to generic probability measures, there exists a similar notion for the
conditional case, that is, for probability kernels of the form p : X ×ℬ(Y) → [0, 1].
More specifically, the measure-theoretic definition of a conditional mean embedding
(CME), introduced by Park and Muandet (2020), is employed.

Conditional Mean
Embedding

Definition 5.3 (Conditional Mean Embedding (CME)) Given two RKHSs
ℋ𝑘X andℋ𝑘Y with the associated kernels 𝑘X : X×X→ R and 𝑘Y : X×X→ R,
the CME of a probability kernel p : X ×ℬ(Y) → [0, 1] is an 𝑋-measurable
random variable taking values in ℋ𝑘Y , given by

Ψ𝑘Y |𝑘X (p) ( · ) := Ep [𝜙Y (𝑌 ) |𝑋 = · ] .

Refer to Park and Muandet (2020) for a comprehensive mathematical dissemi-
nation of the CME. Analogous to the non-conditional case, the CME can be used
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to compute the conditional expectation of a function 𝑓 ∈ℋ𝑘Y via its inner product,
i.e., almost surely it holds that

Ep [ 𝑓 (𝑌 ) |𝑋 = 𝑥] = ⟨ 𝑓 ,Ψ𝑘Y |𝑘X (p) (𝑥)⟩ℋ𝑘Y
. (5.4)

Since the CME of a probability kernel p is often unknown (and potentially infinite
dimensional), an empirical estimate may be obtained from a finite set of training
data.

Empirical CME Proposition 5.2 (Empirical CME) Let a finite dataset ( 𝑋̂𝑁 , 𝑌𝑁 ) := ( [𝑥𝑖]𝑁
𝑖=1,

[ 𝑦̂𝑖]𝑁
𝑖=1) of samples (𝑥𝑖 , 𝑦̂𝑖) ∈ X×Y from a probability kernel p : X×ℬ(Y) →

[0, 1] be given such that 𝑦̂𝑖 ∼ p( · |𝑥𝑖). For kernels 𝑘X, 𝑘Y, the empirical CME
of p given ( 𝑋̂𝑁 , 𝑌𝑁 ) is defined as

Ψ̂𝑁
𝑘Y |𝑘X ( · ) := 𝑘 𝑋̂ ( · )⊤

[
𝐾𝑁
𝑋̂
+ 𝑁𝜆𝐼𝑁

]−1
𝜙Y (𝑌𝑁 ),

with a regularisation factor 𝜆 ≥ 0. For 𝑁 →∞, the empirical CME converges
in expectation, that is

E𝒰X𝒰U

[


Ψ̂𝑁
𝑘Y |𝑘X (𝑋,𝑈) − Ψ𝑘Y |𝑘X (p) (𝑋,𝑈)





ℋ𝑘Y

]
→ 0. (5.5)

Here and in the following, it is assumed that [𝐾𝑁
𝑋̂
+𝑁𝜆𝐼𝑁 ] (and equivalent terms)

are invertible. Note that this is always true if the regularisation factor 𝜆 is strictly
positive. Given sufficient data, i.e., 𝑁 sufficiently large, it holds by the virtue of the
reproducing property for any function 𝑓 ∈ℋ𝑘Y almost surely that

Ep [ 𝑓 (𝑌 ) |𝑋 = 𝑥] ≈ ⟨ 𝑓 , Ψ̂𝑁
𝑘Y |𝑘X (𝑥)⟩ℋ𝑘Y

= 𝑘𝑁
𝑋̂
(𝑥)⊤

[
𝐾𝑁
𝑋̂
+ 𝑁𝜆𝐼𝑁

]−1
𝑓 (𝑌𝑁 ). (5.6)

From (5.5) it follows that the empirical estimate improves in expectation as more
data becomes available.

Remark 5.2 (Comparison) The empirical conditional expectation in (5.6) closely
resembles the GP posterior mean in Equation 4.4; they coincide when 𝜎2

𝑤 = 𝑁𝜆.
An in-depth comparison between GPs and kernel methods is provided in Kanagawa
et al. (2018).

Unlike GPs, which assume additive Gaussian noise, the CME enables conditional
expectation estimates for arbitrary probability kernels. This flexibility is afforded by
the use of characteristic kernels, which — analogous to characteristic functions in
probability theory — encode all distributional information (in the form of their gen-
eralised moments) in the rich RKHS. As a result, the embedding becomes injective.
In contrast, the BT kernel used in Chapter 4 intentionally introduced equivalence
classes through piecewise-constant representations to yield a discrete-state model.
This sacrificed expressiveness for tractability. A similar trade-off will be revisited
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in Section 5.8, where a different strategy is introduced to derive representations that
are both expressive and formally verifiable by design.

While CMEs are effective for estimating conditional means, recovering full con-
ditional distributions remains challenging. Parametric methods based on kernel mo-
ment matching (Song et al., 2008) offer one route, but rely on a predefined family
of distributions. Non-parametric alternatives (Schuster et al., 2020) exist, but were
found to be numerically ill-conditioned, often failing to produce valid probability
distributions.

5.5 Data-Driven Barrier Formulation

In this section, the supermartingale-like property (c) in Definition 5.1 is established
for a system with unknown transition kernel t, using its CME based on i.i.d. data

D𝑁 :=
(
𝑋̂𝑁 , 𝑈̂𝑁 , 𝑋̂

+
𝑁

)
:=

(
[𝑥𝑖]𝑁𝑖=1, [𝑢̂

𝑖]𝑁𝑖=1, [𝑥
𝑖
+]𝑁𝑖=1

)
, 𝑥𝑖+ ∼ t( · |𝑥𝑖 , 𝑢̂𝑖), (5.7)

generated from the unknown black-box system as shown in (5.2). In the following,
three kernels are used to represent each part of the data 𝑋̂𝑁 , 𝑈̂𝑁 , and 𝑋̂+

𝑁
:

𝑘𝑥 : X × X→ R, 𝑘𝑢 : U × U→ R, 𝑘+ : X × X→ R, (5.8)

with associated RKHSs ℋ𝑥 , ℋ𝑢, and ℋ+, respectively. It is assumed that the output
kernel 𝑘+ is characteristic. Furthermore, the tensor product space ℋ𝑥𝑢 := ℋ𝑥 ⊗ℋ𝑢

is defined, with the associated kernel 𝑘𝑥𝑢 := 𝑘𝑥 · 𝑘𝑢. Table 5.1 gives a brief summary
of the notation used in the remainder of the chapter.

RKHS Kernel Feature Map

ℋ𝑥 𝑘𝑥 : X × X→ R 𝜙𝑥 : X→ℋ𝑥

ℋ𝑢 𝑘𝑢 : U × U→ R 𝜙𝑢 : U→ℋ𝑢

ℋ+ 𝑘+ : X × X→ R 𝜙+ : X→ℋ+
ℋ𝑥𝑢 𝑘𝑥𝑢 : (X × U) × (X × U) → R not used
𝒢 Γ : (X × U) × (X × U) →ℒ (ℋ+ ) not used

Table 5.1: Overview of the kernels and RKHSs.

To reason about the unknown dynamics in a mathematically rigorous way, the Hypothesis Space
transition kernel t is assumed to admit a CME that lies in a known vector-valued
RKHS 𝒢 of mappings X × U → ℋ+ (Park and Muandet, 2020, Section 2.3)2. In
the following, the space 𝒢 is referred to as the latent hypothesis (function) space of
the system. Under standard assumptions,𝒢 is dense in 𝐿2 (X×U,ℬ(X×U), t;ℋ+),

2 For each fixed (𝑥, 𝑢) ∈ X × U, the vector-valued RKHS 𝒢 reduces to the regular RKHS ℋ+.
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where 𝐿2 (X ×U,ℬ(X ×U), t;ℋ+) is the space of strongly (ℬ(X ×U) −ℬ(ℋ+))-
measurable and Bochner square-integrable functions X×U→ℋ+ with respect to t,
withℬ(X×U) andℬ(ℋ+) denoting the Borel𝜎-fields ofX×U andℋ+, respectively
(Li et al., 2022).

This assumption imposes minimal structural constraints on the underlying dy-
namics. In fact, in contrast to many existing approaches based on finite Taylor
approximations of the unknown dynamics — which are limited to approximating
analytic functions of bounded degree — the RKHS framework adopted here allows
approximation of a far broader class, e.g., of all smooth functions via the squared
exponential kernel. This property affords significantly greater modelling flexibility
and expressiveness. Moreover, the choice of kernel provides a natural mechanism for
incorporating prior knowledge, where available. With this, the following standard
assumption is raised.

Assumption 5.1 Let the CME Ψ𝑘+ |𝑘𝑥𝑢 (t) be well-specified, i.e., Ψ𝑘+ |𝑘𝑥𝑢 (t) ∈
𝒢. For a given confidence 1 − 𝛼 ∈ (0, 1), let a radius ℜ ≥ 0 be known s.t.

P
(


Ψ𝑘+ |𝑘𝑥𝑢 (t) − Ψ̂𝑁

𝑘+ |𝑘𝑥𝑢





𝒢

≤ ℜ

)
≥ 1 − 𝛼,

where Ψ̂𝑁
𝑘+ |𝑘𝑥𝑢 is the empirical CME for the data D𝑁 in (5.7), given by

Ψ̂𝑁
𝑘+ |𝑘𝑥𝑢 ( · ) := 𝑘𝑁

𝑋̂𝑈̂
( · )⊤

[
𝐾𝑁
𝑋̂𝑈̂
+ 𝑁𝜆𝐼𝑁

]−1
𝜙+ ( 𝑋̂+𝑁 ). (5.9)

It is common practice to introduce a robustness radius ℜ (as in Assumption 5.1)
to account for uncertainty in empirical estimates such as the estimated conditional
expectation in (5.6), by constructing an RKHS ambiguity set centred at the empirical
CME. Although theoretical results exist that relate this radius to the probability
of the true CME of the black-box dynamics t lying within the ambiguity set —
achieving minimax rates of order O(log(𝑁)/𝑁) (Li et al., 2022; Mollenhauer et al.,
2022) — such concentration bounds tend to be excessively conservative in practice.
Consequently, the radius is often chosen manually or calibrated using data-driven
techniques such as MMD-based bootstrapping (see, e.g., Nemmour et al., 2022, for
an approach using non-conditional mean embeddings).

To learn CBCs from data, the conditional expectation in the left-hand side of
condition (c) in Definition 5.1 is first reformulated as an inner product involving the
CME Ψ𝑘+ |𝑘𝑥𝑢 (t), as shown in (5.4). That is, almost surely

Et [B(𝑋+) |𝑋 = 𝑥, 𝑈 = 𝑢] = ⟨B,Ψ𝑘+ |𝑘𝑥𝑢 (t) (𝑥, 𝑢)⟩ℋ+ .

Since the CME Ψ𝑘+ |𝑘𝑥𝑢 (t) is unknown, an ambiguity set C𝑁
ℜ
⊂ 𝒢 is constructedAmbiguity Set

around the empirical CME Ψ̂𝑁
𝑘+ |𝑘𝑥𝑢 , which is computed from data (5.7) using Propo-

sition 5.2. The radius ℜ ≥ 0 is chosen such that the true CME lies within this set
with confidence at least 1 − 𝛼 ∈ (0, 1), i.e.,
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P
(
Ψ𝑘+ |𝑘𝑥𝑢 (t) ∈ C𝑁ℜ

)
≥ 1 − 𝛼,

where the ambiguity set C𝑁
ℜ

is defined as

C𝑁
ℜ

:=
{
Ψ ∈ 𝒢

��� 


Ψ − Ψ̂𝑁
𝑘+ |𝑘𝑥𝑢





𝒢

≤ ℜ

}
. (5.10)

This leads to the following result:

Theorem 5.1 Let dataD𝑁 as in (5.7) from an unknown MDP M and kernels
𝑘𝑥𝑢 and 𝑘+ (characteristic) be given. Let Ψ̂𝑁

𝑘+ |𝑘𝑥𝑢 denote the empirical CME as
defined in (5.9), and consider the ambiguity set C𝑁

ℜ
in (5.10) constructed with

confidence 1 − 𝛼. If there exists a function B : X→ R≥0 with B ∈ℋ+ s.t.

∀𝑥 ∈ X, ∃𝑢 ∈ U, ∀Ψ ∈ C𝑁
ℜ

: ⟨B,Ψ(𝑥, 𝑢)⟩ℋ+ − B(𝑥) ≤ 𝑐 (5.11)

for some constant 𝑐 ≥ 0, then B satisfies CBC condition (c) of Definition 5.1
with respect to M with probability at least 1 − 𝛼.

The following result provides a tractable way of establishing Theorem 5.1 by
reformulating the left-hand side of (5.11) for the RKHS norm-ball ambiguity set in
(5.10). This yields a data-driven barrier constraint involving the Gram matrices

𝐾𝑁
𝑋̂+

:= [𝑘+ (𝑥𝑖+, 𝑥
𝑗
+)]𝑁𝑖, 𝑗=1 and 𝐾𝑁

𝑋̂𝑈̂
:= [𝑘𝑥𝑢 ((𝑥𝑖 , 𝑢̂𝑖), (𝑥 𝑗 , 𝑢̂ 𝑗 ))]𝑁𝑖, 𝑗=1.

Theorem 5.2 Consider the setup of Theorem 5.1. If there exists a function
B : X→ R≥0, B ∈ℋ+, with a bound B ≥ ∥B∥ℋ+ such that

∀𝑥 ∈ X, ∃𝑢 ∈ U : 𝑤(𝑥, 𝑢)⊤B( 𝑋̂+𝑁 ) − B(𝑥) ≤ 𝑐 −ℜB𝜅(𝑥, 𝑢) (5.12)

for some constant 𝑐 ≥ 0, with 𝜅(𝑥, 𝑢) :=
√︁
𝑘𝑥 (𝑥, 𝑥)

√︁
𝑘𝑢 (𝑢, 𝑢), and

𝑤(𝑥, 𝑢)⊤ := 𝑘𝑁
𝑋̂𝑈̂
(𝑥, 𝑢)⊤

[
𝐾𝑁
𝑋̂𝑈̂
+ 𝑁𝜆𝐼𝑁

]−1
(5.13)

for some regularisation factor 𝜆 ≥ 0, then B satisfies CBC condition (c) of
Definition 5.1 with respect to M with probability at least 1 − 𝛼. In particular,
this implies the existence of a controller C : X→ U satisfying (5.12).

Proof. The inner product in (5.11) can be rewritten as

⟨B,Ψ(𝑥, 𝑢)⟩ℋ+ = ⟨B,Ψ(𝑥, 𝑢) − Ψ̂𝑁
𝑘+ |𝑘𝑥𝑢 (𝑥, 𝑢)⟩ℋ+ + ⟨B, Ψ̂

𝑁
𝑘+ |𝑘𝑥𝑢 (𝑥, 𝑢)⟩ℋ+ .

Via (5.6), the latter term has the closed form
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⟨B, Ψ̂𝑁
𝑘+ |𝑘𝑥𝑢 (𝑥, 𝑢)⟩ℋ+ = 𝑤(𝑥, 𝑢)

⊤B( 𝑋̂+𝑁 ).

To bound the first term, the operator-valued positive definite kernel Γ : (X × U) ×
(X × U) → ℒ(ℋ+) associated with 𝒢 (see, e.g., Li et al., 2022, Definition 1) is
introduced:

Γ((𝑥, 𝑢), (𝑥′, 𝑢′)) := 𝑘𝑥𝑢 ((𝑥, 𝑢), (𝑥′, 𝑢′)) Idℋ+ ,

where Idℋ+ is the identity operator on ℋ+ and ℒ(ℋ+) denotes the Banach space of
bounded linear operators from ℋ+ to ℋ+.

By the reproducing property of Γ (see, e.g., Li et al., 2022, Equation (2)ff), the
following bound can be established:

⟨B,Ψ(𝑥, 𝑢) − Ψ̂𝑁
𝑘+ |𝑘𝑥𝑢 (𝑥, 𝑢)⟩ℋ+ = ⟨Γ( · , (𝑥, 𝑢))B,Ψ − Ψ̂

𝑁
𝑘+ |𝑘𝑥𝑢⟩𝒢,

≤ ℜ ∥Γ( · , (𝑥, 𝑢))B∥
𝒢
,

= ℜ
√︁
⟨Γ( · , (𝑥, 𝑢))B, Γ( · , (𝑥, 𝑢))B⟩𝒢,

= ℜ
√︁
⟨B, Γ((𝑥, 𝑢), (𝑥, 𝑢))B⟩ℋ+ ,

≤ ℜB
√︁
∥Γ((𝑥, 𝑢), (𝑥, 𝑢))∥,

= ℜB
√︁
𝑘𝑥𝑢 ((𝑥, 𝑢), (𝑥, 𝑢)),

where the inequality in the penultimate line follows from the assumption B ≥
∥B∥ℋ+ and the submultiplicativity of the operator norm. Finally, noting that
𝑘𝑥𝑢 ((𝑥, 𝑢), (𝑥, 𝑢)) = 𝑘𝑥 (𝑥, 𝑥)𝑘𝑢 (𝑢, 𝑢) and substituting both terms back into (5.11),
the result follows. ⊓⊔

Intuitively, the conservatism introduced through the worst-case treatment with
respect to the unknown transition kernel t is captured in the additional term ℜB𝜅,
which is proportional to the radius ℜ. Ensuring that the inequality in (5.12) holds for
an adequate robustness margin ℜB𝜅 provides the necessary headroom to account
for possible deviations in the true dynamics from those captured by the empirical
CME. Note that the required margin is strongly dependent on the amount and
representativeness of the available data, as captured through the radius ℜ.

When designing a candidate CBC B, an upper bound B on the RKHS norm of
B can be estimated either analytically or numerically; see, for example, Berlinet and
Thomas-Agnan (2004); Kanagawa et al. (2018).

Based on Theorem 5.2, the following result establishes a quantified safety proba-
bility for a black-box system M.

Theorem 5.3 (Data-Driven Finite-Horizon Safety) Consider the data-driven
setup in Theorem 5.2 and a safety specification 𝜓safe = (X𝑢, 𝑇). Suppose there
exists a function B satisfying the conditions in Theorem 5.2 for some constant
𝑐 ≥ 0 and a controller C. If there exist constants 𝛾 > 𝜂 ≥ 0 such that

(a) ∀𝑥0 ∈ X0 : B(𝑥0) ≤ 𝜂; and
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(b) ∀𝑥𝑢 ∈ X𝑢 : B(𝑥𝑢) ≥ 𝛾;

then, with probability at least 1 − 𝛼, the following lower bound holds:

P(C ZM |= 𝜓safe) ≥ 1 − 𝜂 + 𝑐𝑇
𝛾

.

Theorem 5.3 follows directly from Theorem 5.2 and Proposition 5.1.

5.6 Extension to General Classes of Temporal Logic
Specifications

The results presented in the previous section can be extended to develop a data-driven
approach for computing a lower bound on the satisfaction of more general specifi-
cations beyond safety. Examples include developing AI systems satisfying liveness,
fairness, and complex temporal properties in scenarios involving cooperation or
human interaction.

5.6.1 Linear Temporal Logic over Finite Traces

The work by Jagtap et al. (2020b) introduces a model-based procedure for using
CBCs to compute a lower bound on the probability of satisfying LTL specifications
over finite traces (LTLF). The procedure comprises the following steps:

(i) The specification is negated;
(ii) The negated specification is translated into a DFA;
(iii) The resulting DFA is decomposed into a sequence of reachability tasks;
(iv) For each individual reachability task, an upper bound on its satisfaction proba-

bility is computed using CBCs; and
(v) The individual bounds are composed, based on the structure of the DFA, to obtain

a lower bound on the probability of satisfying the original LTLF specification.

This procedure relies primarily on knowledge of the specification and uses CBCs
as a subroutine to establish bounds on the individual reachability probabilities. In
scenarios where a model of the system is not available but an LTLF specification
is given, the identical procedure outlined above can be applied in conjunction with
data-driven CBCs constructed using the results of Section 5.5. Further technical
details are omitted here, as the overall approach remains unchanged from that of
Jagtap et al. (2020b), with the only difference being the substitution of model-based
CBCs by their data-driven counterparts developed in Section 5.5.
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5.6.2 Specifications Modelled via Co-Büchi Automata

In an effort to address a broader class of specifications beyond LTLF, the work by
Anand et al. (2024) proposes a method for computing a lower bound on the probabil-
ity of satisfying 𝜔-regular specifications in networked stochastic systems. However,
the approach is based on a fundamental simplification: the original specification is
reduced to an automaton with a co-Büchi acceptance condition — that is, an accep-
tance criterion requiring certain states to be visited only finitely often. Consequently,
the method is effectively restricted to a strict subset of 𝜔-regular specifications.

The approach of Anand et al. (2024) comprises the following steps:

(i) The 𝜔-regular specification is modelled as a DFA with a Rabin acceptance
condition;

(ii) The specification is strengthened by replacing the Rabin acceptance condition
with a co-Büchi acceptance condition;

(iii) A subset of satisfying traces with repeating cycles is extracted from the resulting
automaton;

(iv) These traces are decomposed into sequences of safety specifications;
(v) CBCs are employed to compute individual lower bounds on the probability of

satisfying these safety specifications; and
(vi) The individual bounds are combined to obtain a lower bound on the probability

of satisfying the original specification.

As for the approach proposed by Jagtap et al. (2020a) reviewed previously, the
above procedure relies primarily on knowledge of the specification and uses CBCs as
a subroutine to obtain bounds on the individual safety probabilities. Thus, the data-
driven results of Section 5.5 can be used to extend the procedure to a model-free
setting. The underlying steps remain unchanged, and so the mathematical details are
omitted.

Given the replacement of the original 𝜔-regular specification with a strengthened
version based on a co-Büchi condition, it should be noted that the resulting lower
bound is likely to be overly conservative, if not trivial.

5.6.3 𝝎-Regular Specifications

To address the general class of 𝜔-regular specifications, this section builds on the
concept of Streett supermartingales, proposed by Abate et al. (2024b), and provides
a data-driven version that can be established without model knowledge and based
only on data from the latent system. For this, let a Streett pair (𝐹, 𝐼), i.e., a pair of
sets 𝐹, 𝐼 ∈ ℬ(X), be given. The following result is an extension of Theorem 3 by
Abate et al. (2024b) to non-autonomous stochastic systems.

Street
Supermartingales
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Proposition 5.3 (Streett Supermartingale) For an MDP M = (X,X0,U, t)
and a Streett pair (𝐹, 𝐼), suppose there exist two functions 𝑉 : X → R and
B : X → R≥0, and positive constants 𝜒, 𝜈 > 0, such that for all 𝑥 ∈ X there
exists a control input 𝑢 ∈ U satisfying the following conditions:

(a) 𝑉 (𝑥+) ≤ 𝑉 (𝑥) almost surely, where 𝑥+ ∼ t( · |𝑥, 𝑢) if 𝑥 ∈ 𝑊;
(b) Et [ B(𝑋+) |𝑋 = 𝑥, 𝑈 = 𝑢 ] − B(𝑥) ≤ −𝜒 if 𝑥 ∈ (𝐹\𝐼) ∩𝑊;
(c) Et [ B(𝑋+) |𝑋 = 𝑥, 𝑈 = 𝑢 ] − B(𝑥) ≤ 𝜈 if 𝑥 ∈ 𝐼 ∩𝑊; and
(d) Et [ B(𝑋+) |𝑋 = 𝑥, 𝑈 = 𝑢 ] − B(𝑥) ≤ 0 if 𝑥 ∈ 𝑊\(𝐹 ∪ 𝐼);

where 𝑊 = {𝑥 ∈ X|𝑉 (𝑥) ≤ 1} is a sublevel set of 𝑉 . Then, B is called a
Streett supermartingale and there exists a controller C : X → U under which
the MDP, starting from any initial state 𝑥0 ∈ 𝑊 , almost surely either visits 𝐹
a finite number of times or visits 𝐼 infinitely often.

From the four conditions in Proposition 5.3, the last three involve the computation
of conditional expectations. These conditions can be replaced with their data-driven
version using CMEs. The first condition, however, requires the inequality to hold
almost surely. To satisfy the first condition, the following assumption is raised.

Assumption 5.2 (Known Support) For the MDP M = (X,X0,U, t), it is assumed
that the support of the transition kernel t is known. That is, a set-valued function
𝑆(𝑥, 𝑢) is given such that t(𝑆(𝑥, 𝑢) |𝑥, 𝑢) = 1 for all 𝑥 ∈ X and 𝑢 ∈ U.

Remark 5.3 When the system is directly represented in the form of (5.1), Assump-
tion 5.2 can be satisfied by requiring the deterministic component 𝑓 of the dy-
namics and the support W of the noise to be known, while allowing the measure
𝑝𝑤 ∈ 𝒫(W) to remain unknown. In this case, the support can be expressed as
𝑆(𝑥, 𝑢) = { 𝑓 (𝑥, 𝑢, 𝑤) |𝑤 ∈ W}. Although this constitutes a restrictive assumption, it
is noted that in many practical scenarios a deterministic approximation of the model
and a reasonable estimate of the support set for stationary noise can be constructed.

The next result presents the conditions for the CME-based computation of Streett
supermartingales under Assumption 5.2.

Theorem 5.4 (Data-Driven Street Supermartingales) Let data D𝑁 as de-
fined in (5.7), collected from an unknown MDP M under Assumption 5.2, and
kernels 𝑘𝑥𝑢 and 𝑘+ (characteristic) be given. Consider the resulting empirical
CME Ψ̂𝑁

𝑘+ |𝑘𝑥𝑢 in (5.9) and the ambiguity set C𝑁
ℜ

defined in (5.10) with confi-
dence bound 1−𝛼. For a given Streett pair (𝐹, 𝐼), suppose that there exist two
functions 𝑉 : X → R and B : X → R≥0, where B ∈ ℋ+, as well as constants
𝜒, 𝜈 > 0, such that for all 𝑥 ∈ X, a control input 𝑢 ∈ U exists, satisfying

(a) 𝑉 (𝑥+) ≤ 𝑉 (𝑥), for all 𝑥+ ∈ 𝑆(𝑥, 𝑢) if 𝑥 ∈ 𝐼;
(b) 𝑤(𝑥, 𝑢)⊤B( 𝑋̂+

𝑁
) − B(𝑥) ≤ −𝜒 −ℜB𝜅(𝑥, 𝑢) if 𝑥 ∈ (𝐹\𝐼) ∩𝑊;

(c) 𝑤(𝑥, 𝑢)⊤B( 𝑋̂+
𝑁
) − B(𝑥) ≤ 𝜈 −ℜB𝜅(𝑥, 𝑢) if 𝑥 ∈ 𝐼 ∩𝑊; and
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(d) 𝑤(𝑥, 𝑢)⊤B( 𝑋̂+
𝑁
) − B(𝑥) ≤ −ℜB𝜅(𝑥, 𝑢) if 𝑥 ∈ 𝑊\(𝐹 ∪ 𝐼);

where 𝑊 = {𝑥 ∈ X|𝑉 (𝑥) ≤ 1}, B ≥ ∥B∥ℋ+ , 𝜅(𝑥, 𝑢) :=
√︁
𝑘𝑥 (𝑥, 𝑥)

√︁
𝑘𝑢 (𝑢, 𝑢),

and 𝑤(𝑥, 𝑢)⊤ is defined in (5.13). This implies the existence of a controller
C : X → U that satisfies the above conditions. Then, with probability at least
1−𝛼, the function B constitutes a Streett supermartingale, and the system M,
starting from any initial state 𝑥0 ∈ 𝑊 and operating under the controller C,
almost surely either visits 𝐹 only finitely many times or visits 𝐼 infinitely often.

Any 𝜔-regular specification can be represented by a DFA equipped with a Streett
acceptance condition (Streett, 1981; Baier and Katoen, 2008). A Streett acceptance
condition is defined by a finite collection of pairs {(𝐹𝑖 , 𝐼𝑖)}𝑝𝑖=1, where a trajectory
is accepted if for every 𝑖 ∈ {1, . . . , 𝑝} either the set 𝐹𝑖 is visited only finitely often,
or the set 𝐼𝑖 is visited infinitely often. Thus, to verify almost-sure satisfaction of
an 𝜔-regular specification, Streett supermartingales may be constructed for each
pair (𝐹𝑖 , 𝐼𝑖), with each supermartingale yielding an associated winning domain 𝑊𝑖 .
A lower bound on the satisfaction probability can then be obtained by solving a
reachability problem to the intersection of the winning domains

⋂𝑝

𝑖=1𝑊𝑖 .

Theorem 5.5 (Data-Driven 𝝎-Regular Satisfaction) Consider the data-
driven setup of Theorem 5.4 and a Streett acceptance condition given by
{(𝐹𝑖 , 𝐼𝑖)}𝑝𝑖=1. Suppose that for a common controller C : X → U each pair
(𝐹𝑖 , 𝐼𝑖) admits a Street supermartingale B𝑖 according to Theorem 5.4 with
confidence at least 1 − 𝛼 and with associated winning domain 𝑊𝑖 . Then, the
trajectories of C ZM satisfy the Streett acceptance condition almost surely
from any initial state 𝑥0 ∈

⋂𝑝

𝑖=1𝑊𝑖 .

5.7 Problem Characterisation and Comparison of Possible
Solutions

To enable a focused investigation of possible computational solutions, the remainder
of this chapter is focused on safety verification. Thus, the controller C is assumed
to be given, and the controlled system is denoted using the same notation after
eliminating the input from the mathematical expressions.

First, the optimisation problem identified for computing data-driven CBCs is
summarised and characterised:

Data-Driven Barrier
SIP
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min
B,𝑐,𝜂,𝛾

𝜂 + 𝑐𝑇
𝛾

, (5.14a)

subject to ∀𝑥0 ∈ X0 : B(𝑥0) ≤ 𝜂, (5.14b)
∀𝑥𝑢 ∈ X𝑢 : B(𝑥𝑢) ≥ 𝛾, (5.14c)

∀𝑥 ∈ X : 𝑤(𝑥)⊤B( 𝑋̂+𝑁 ) − B(𝑥) ≤ 𝑐 −ℜB𝜅, (5.14d)
∀𝑥 ∈ X : B(𝑥) ≥ 0, (5.14e)
𝑐 ≥ 0, 𝛾 > 𝜂 ≥ 0, B ∈ℋ+,

where 𝜅 ≥ sup𝑥∈X
√︁
𝑘𝑥 (𝑥, 𝑥), complexity bound B ≥ ∥B∥ℋ+ , and

𝑤(𝑥)⊤ := 𝑘𝑁
𝑋̂
(𝑥)⊤

[
𝐾𝑁
𝑋̂
+ 𝑁𝜆𝐼𝑁

]−1
.

For translation invariant kernels, the bound 𝜅 is exact. The constraint set of (5.14) is
infinite, rendering it a semi-infinite program (SIP).

Every candidate barrier function B ∈ ℋ+ admits a representation as a weighted
combination of kernel evaluations, that is

B(𝑥) :=
∑︁
𝑖

𝑏𝑖𝑘+ (𝑥𝑖 , 𝑥), (5.15)

where the spatial support vectors 𝑥𝑖 ∈ X and coefficients 𝑏𝑖 ∈ R are to be optimised.
For commonly used kernels such as the Gaussian, squared exponential, or Matérn
kernel, the SIP (5.14) is generally non-convex. Possible (partial) dual reformulations
of this problem are discussed in Subsection 5.7.1. Broadly, (5.14) falls under the
class of non-convex semi-infinite optimisation problems. Several relevant techniques
have been proposed in the literature on robust and semi-infinite programming; see,
e.g., (Djelassi et al., 2021). The following subsections present an overview of the
frameworks that were tested as part of this thesis, comparing them both in terms of
theoretical complexity and empirical performance. All methods discussed here take
the SIP (5.14) as their starting point and rely on Assumption 5.1. Importantly, this
assumption can be set arbitrarily general and does not impose any strong structural
assumptions such as linear, affine, or polynomial dynamics that could be exploited
by special solvers.

5.7.1 Monolithic Solutions

CBCs have been developed to reduce the computational burden associated with for-
mal methods. In particular, they have been developed as a supposedly “abstraction-
free" alternative to address the so-called curse of dimensionality, that arises from
approaches based on the spatial partitioning of the system domain — aptly dubbed
“abstraction-based". Over the years, a list of customary assumptions has been es-
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tablished in the literature to obtain feasible formulations of the barrier problem that
can be efficiently solved monolithically, i.e., without spatial or spectral subdivi-
sion. In the model-based case, the most typical assumptions include control-affine
polynomial dynamics and polynomial barriers — both of known maximum de-
gree. Recall that the RKHS framework adopted here allows the approximation of
non-analytic smooth functions far beyond polynomials (see Assumption 5.1). In the
model-free/data-driven setting, additional Lipschitz bounds on the dynamics and
intermediate functions (Salamati et al., 2024) are inevitable, knowledge assumed
given even though the dynamics are deemed unknown. Evidently, it is unclear how
these assumptions can be rigorously justified.

5.7.1.1 Sum of Squares

The sum-of-squares (SOS) approach has gained notable popularity for establishing
barriers in polynomial system models (Prajna et al., 2005), with Schön et al. (2024)
being the first to cast data-driven barrier problems into SOS form. This method
relies on several assumptions: polynomial barrier functions, sets X,X0,X𝑢 ⊂ R𝑛𝑥

given in semi-algebraic form, and — in the data-driven case — dynamics that are
polynomially dependent on the state 𝑥 (i.e.,ℋ𝑥 limited to the RKHS of the polynomial
kernel). Furthermore, the computational complexity hinges directly on the maximum
polynomial degree appearing in the resulting program. There exist extensions to bases
beyond polynomials, known as kernel SOS (KSOS) (Marteau-Ferey et al., 2020).
For instance, Bagnell and Farahmand (2015) restrict a kernel machine to functions
of SOS form from the product RKHS ℋ

′ := ℋ ⊗ℋ, associating the kernel

𝑘 ′ (𝑥, 𝑥′) := ⟨𝜙(𝑥) ⊗ 𝜙(𝑥), 𝜙(𝑥′) ⊗ 𝜙(𝑥′)⟩ℋ′ = ⟨𝜙(𝑥), 𝜙(𝑥′)⟩2ℋ .

Further examples of similar methods used for hard-constraining kernel machines
are provided in Subsection 5.7.2. Note, that in the multivariate case 𝑛𝑥 > 1, SOS
functions only constitute a subset of all non-negative functions, thus introducing
conservatism (Parrilo, 2003). Nevertheless, the SOS approach is very popular for
obtaining well-behaved/convex relaxations of complex programs such as the SIP in
(5.14), as it avoids domain discretisation and nonlinear optimisation.

Although nomenclature-wise abstraction-free, the SOS approach is not immune
to the curse of dimensionality, as it covertly solves a semi-definite program (SDP),
for which the number of variables scales exponentially with the system dimension
𝑛𝑥 and the maximum polynomial degree 𝑑. The resulting complexity of the SOS
is polynomial in the number of variables. Additionally, solving barrier problems
such as the SIP (5.14) usually requires the sets X, X0, X𝑢, constants 𝜂, 𝛾, 𝑐 −ℜB𝜅,
and additional Lagrange multipliers to be expressed in the chosen kernel basis. This
can be extremely cumbersome — especially in an infinite basis — and increase the
size of the SDP substantially. Sampling-based extensions exist that can bypass this
additional overhead and even exploit sparsity under the assumption of poisedness
(Lofberg and Parrilo, 2004; Cifuentes and Parrilo, 2017). The interested reader is
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referred to the paper by Parrilo (2003) for a more detailed dissemination of the SOS
approach, as well as Jagtap et al. (2020b, Section V.C.1) and Schön et al. (2024) for
its application to barrier certificates.

5.7.1.2 Dual Reformulation

In an effort to reformulate the SIP in (5.14) under minimal structural assumptions
into a form that can be efficiently solved monolithically, dual reformulation of the
constraints may be considered. For example, given a polyhedral unsafe set X𝑢 :=
{𝑥𝑢 ∈ X | 𝐻𝑢𝑥𝑢 ≤ ℎ𝑢} with matrix 𝐻𝑢 and vector ℎ𝑢 of appropriate dimensions, the
dual to the constraint (5.14c) is given by

min
𝜆𝑢≤0
B∗ (𝐻⊤𝑢𝜆𝑢) − 𝜆⊤𝑢ℎ𝑢 ≤ −𝛾, (5.16)

where B∗ is the Fenchel conjugate3 of B. Closed-form solutions of (5.16) can be
obtained for specific choices of the kernel, as shown in the following example.

Example 5.1 (Exponential Kernel) Consider B ∈ ℋ, with ℋ the RKHS of the
exponential kernel 𝑘 (𝑥, 𝑥′) := 𝛼𝑒𝛽𝑥⊤𝑥′ , where 𝛼, 𝛽 > 0. Then, B can be written in
the form B(𝑥) = 𝛼

∑𝑛𝑥
𝑖=1 𝑎𝑖𝑒

𝛽𝑒⊤
𝑖
𝑥 , where {𝑒𝑖}𝑛𝑥𝑖=1 ⊂ X is an orthogonal basis of X.

Furthermore, the Fenchel conjugate B∗ is given by

B∗ (𝜆) = 1
𝛽

𝑛𝑥∑︁
𝑖=1

1
∥𝑒𝑖 ∥

𝑒⊤𝑖 𝐻
⊤
𝑢𝜆.

The expression can be simplified for an orthonormal basis {𝑒𝑖}𝑛𝑥𝑖=1, where ∥𝑒𝑖 ∥ = 1
for all 𝑖 ∈ {1, . . . , 𝑛𝑥}. The derivation is omitted for brevity.

Even though this shows that closed-form convex reformulations of individual con-
straints can be obtained for specific kernel choices, it is not possible to convexify
the entire SIP (5.14) in this manner. In fact, non-linear convexity of both constraints
(5.14b) and (5.14c) is contradictory. Furthermore, the Kushner constraint (5.14d) is
generally neither convex nor concave. Dual reformulation will be revisited briefly in
the context of local optimisations used in branch-and-bound optimisers, described
in the next subsection.

5.7.2 Divide-and-Conquer Solutions

The main take-away from the previous subsection is that solving the non-convex SIP
(5.14) in a monolithic fashion is only feasible under carefully chosen assumptions.

3 The Fenchel conjugate of a function 𝑓 : X → R is defined as 𝑓 ∗ (𝑦) = sup𝑥∈X
(
𝑦𝑇 𝑥 − 𝑓 (𝑥 )

)
(Boyd and Vandenberghe, 2004).
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But even then, the solution approach suffers — similarly, albeit less strongly than
abstraction-based approaches — from the curse of dimensionality. For those that
strive for maximal flexibility and minimal assumptions, this subsection discusses
approaches that (at least partially) leverage a spatial subdivision of the domain of
the system/barrier. Although bearing similarities to traditional abstraction-based ap-
proaches, these approaches leverage the barrier as a mathematical vehicle for storing
information and guiding the spatial abstraction process. In comparison, abstraction-
based approaches often suffer from significant memory requirements and adaptive
abstraction techniques rely on ad-hoc principles such as the approximation of local
Lipschitz constants (Zhang et al., 2024; Kazemi et al., 2024a).

One-Stage vs Two-Stage Solutions Approaches to solving the SIP (5.14) can be ap-
plied in both one-stage and two-stage frameworks. One-stage frameworks find valid
barriers directly, while two-stage methods involve (i) candidate barrier identifica-
tion and (ii) candidate barrier verification. For instance, the counterexample-guided
inductive synthesis (CEGIS) approach is a typical two-stage approach, that iterates
between learning candidate barriers and verifying them using a counterexample ap-
proach (Edwards et al., 2024). Typically, verifying a candidate barrier is less complex
than generating it, rendering two-stage methods generally more computationally ef-
ficient. Section 5.8 presents an efficient sampling-based algorithm for generating
barriers that are valid by design, thus avoiding the computational challenges associ-
ated with CEGIS. For completeness, various verification approaches are discussed
and compared in the following subsubsections.

5.7.2.1 SAT/SMT Solvers

Satisfiability (SAT) solvers and satisfiability modulo theories (SMT) solvers are use-
ful algorithmic tools for determining if a given set of equations can be satisfied.
Thus, SMT solvers such as Z3 (De Moura and Bjørner, 2008) and dReal (Gao et al.,
2013) have found widespread adoption in applications requiring formal correctness
guarantees. For example, Huang et al. (2017) use Z3 to verify the safety of neu-
ral networks. Similarly, the recent barrier tool by Edwards et al. (2024) relies on
SMT solvers to verify the soundness of generated candidate barriers. Although the
aforementioned solvers can handle (some) nonlinear expressions, their numerical
complexity is prohibitive. Whilst the exact complexity of solving an SIP such as
(5.14) via SMT solvers is problem dependent, the general complexity of 𝛿-SMT
programs such as the ones solved by dReal is NP-complete (Gao et al., 2012). The
involved 𝛿-decision procedures construct a symbolic representation of the problem
by replacing nonlinear expressions with symbolic variables. The constraints are sub-
sequently evaluated over the continuous domain by applying interval arithmetic.
The resulting number of paths to be checked scales exponentially in the number of
symbolic variables; a phenomenon known as path explosion.
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5.7.2.2 Global Optimisers

Another tool for solving the SIP (5.14) are global optimisers with deterministic
guarantees for finding the global optimum (within tolerance) in finite time (Horst
and Tuy, 2013). Global optimisers themselves can be subcategorised depending
on their operating principle. For instance, branch-and-bound (B&B) optimisers
such as BARON (Sahinidis, 1996), SCIP (Bestuzheva et al., 2021), and MAiNGO
(Bongartz et al., 2018), solve the problem by iteratively subdividing the domain and
performing local convex relaxations to obtain upper and lower bounds on possible
function values. Similar to SMT solvers, they decompose the nonlinear program by
assigning symbolic variables to nonlinear expressions. For kernel methods such as
GPs, the number of nonlinear terms scales quadratically in the number of training
samples. See Schweidtmann et al. (2021) for a dissemination of global optimisation
of GPs based on branch-and-bound algorithms. For the specific case of neural barrier
verification, interval analysis tools such as immrax (Harapanahalli et al., 2024) can
be used. In contrast to SMT solvers, global optimisers can provide information
beyond logical feasibility and determine the actual (approximate) value of the global
optimum. However, SMT solvers typically leverage combinatorial techniques such
as conflict-driven clause learning (CDCL) and are generally not less well equipped
to solving SIPs over continuous domains than global optimisers leveraging convex
relaxations. Notably, the tool MAiNGO provides dedicated relaxations for common
kernel functions. The worst-case complexity of any B&B algorithm is exponential.
However, the average complexity of the algorithm can be significantly lower on a
case-by-case basis. In our experiments using the squared exponential kernel, neither
the SMT solver dReal nor any of the previously mentioned B&B optimisers was
able to produce results in a reasonable time frame for a minimal example of the SIP
(5.14) involving all constraints.

5.7.2.3 Compact Coverings

Most methods enforcing hard shape constraints — such as positivity — on kernel-
based function approximations rely on compact coverings of the domain. For exam-
ple, the covering-based strategy proposed by Aubin-Frankowski and Szabó (2020)
introduces inequality constraints on function derivatives by sampling a finite num-
ber of equidistant points. These methods exploit regularity properties of the function
space, similar to global optimisation techniques. However, unlike iterative B&B
schemes, a compact covering represents the limit case where the entire domain is
partitioned uniformly without discarding regions where constraints are already sat-
isfied (e.g., through convex relaxations). As a result, their computational complexity
becomes an inferior O(𝑟𝑛𝑥 ), where 𝑟 denotes the resolution of the discretisation and
𝑛𝑥 the dimensionality of the state space (Lasserre, 2001). To provide some intuition,
in the case of the squared exponential kernel (4.1), the required resolution 𝑟 for a
given approximation accuracy is highly dependent on the kernel amplitude 𝜎2

𝑓
.
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5.7.2.4 Other Approaches

Several additional methods fall outside the previously discussed categories or are
currently impractical. For instance, the non-convex scenario optimisation approach
introduced by Garatti and Campi (2024) reformulates the solution of a SIP as the
identification of the least complex finite subproblem — i.e., one involving the fewest
active constraints. However, the identification of such a subproblem is generally
obviously difficult. By contrast, B&B methods identify a relaxed problem via a
systematic iterative procedure.

Next, the proposed solution to the SIP (5.14) is introduced. In contrast to previous
methods that operate directly on the spatial domain, a kernel inducing a Fourier
basis is employed to derive a spectral representation of the problem. Specifically, a
finite Fourier feature expansion of the squared exponential kernel is used, serving
as a spectral abstraction of the system. Building on the mathematical foundation
of kernel methods, correct-by-design barriers are constructed through an explicit
mathematical characterisation of both the candidate barrier space and the hypothesis
space 𝒢 of the system.

5.8 Fourier Barrier Solution

To address the SIP in (5.14), a central observation is made: although modelling non-
linear state evolutions, at its core, a CME corresponds to a linear operator in RKHS.
However, as characteristic RKHSs are typically infinite-dimensional, performing
explicit computations within RKHS is generally not possible. To obtain a tractable
approximation, a Fourier series expansion of the characteristic squared exponen-
tial kernel is employed. This yields a finite-dimensional spectral approximation of
the associated RKHS, which remains expressive enough to capture both the system
dynamics and candidate barrier functions.

In contrast to compact covering methods (see Subsubsection 5.7.2.3), where the
number of spatial support vectors scales exponentially with the dimensionality of the
system, the spectral density of the squared exponential kernel is concentrated near
the origin, allowing for a compact and efficient basis requiring comparatively few
spectral support vectors. The resulting formulation is a semi-infinite linear program
(SILP), which can be solved efficiently as a standard linear program (LP) using
trigonometric bounding techniques (Pfister and Bresler, 2018).

Truncating the Fourier expansion introduces a spectral abstraction, yielding equiv-
alence classes of functions analogous to the spatial abstraction introduced by the
BTGP in Subsection 4.4.2. Notably, unlike before, the ambiguity arises here in the
frequency domain, introducing uncertainty over the frequency response of the sys-
tem. While this chapter focuses on establishing the overall framework, quantifying
the induced abstraction error and identifying principled strategies for selecting an
optimal spectral basis remain open challenges for future work.
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5.8.1 Finite Fourier Feature Expansion

It is well known that for translation-invariant kernels, Bochner’s theorem provides
an infinite Fourier series expansion characterising the kernel in terms of a kernel-
specific spectral measure (Rahimi and Recht, 2007). In this chapter, focus is placed
on the versatile squared exponential kernel (4.1), which admits a Fourier expansion
via the Gaussian measure as follows:

𝑘 (𝑥, 𝑥′) ≡ 𝜎2
𝑓

∫
R𝑛𝑥

N(𝑑𝜔 |0, Σ) 𝑒𝔦𝜔⊤(𝑃 (𝑥 )−𝑃 (𝑥′ ) ) , Σ := diag(𝜎𝑙)−2, (5.17)

with the imaginary unit 𝔦 :=
√
−1, and where the projection 𝑥 ↦→ 𝑃(𝑥) maps the

domain X into the unit hypercube [0, 1]𝑛𝑥 . In what follows, the kernel 𝑘 in (5.17)
— with its associated infinite-dimensional RKHS ℋ — is used to replace both the
conditioning kernel 𝑘𝑥 and the output kernel 𝑘+. Thus, the corresponding subscripts
are dropped for simplicity.

Recall that for the CME Ψ(t) (𝑥) ∈ℋ for all 𝑥 ∈ X. To obtain a tractable formu-
lation, the barrier function is chosen deliberately from a smaller, finite-dimensional
function spaceℋ𝑀 approximating4

ℋ, spanned by a truncated Fourier basis derived
from (5.17), namely

𝜙𝑀 (𝑥) = 𝜎 𝑓



𝑤0√
2𝑤1 cos(𝜔⊤1𝑃(𝑥))√
2𝑤1 sin(𝜔⊤1𝑃(𝑥))

...√
2𝑤𝑀 cos(𝜔⊤

𝑀
𝑃(𝑥))√

2𝑤𝑀 sin(𝜔⊤
𝑀
𝑃(𝑥))


,

where 𝑀 ∈ N denotes the number of selected wavenumbers (i.e., spatial frequencies)
𝜔 𝑗 := 2𝜋𝜁 𝑗 ∈ R𝑛𝑥 , 𝑗 ∈ {0, . . . , 𝑀}, indexed by multi-indices 𝜁 𝑗 ∈ (N0)𝑛𝑥 . The
weights 𝑤0, . . . , 𝑤𝑀 ∈ R≥0 are determined by the Gaussian spectral density via the
multivariate CDF:

𝑤2
𝑗 :=

∫ (2𝜁 𝑗+1) 𝜋

(2𝜁 𝑗−1) 𝜋
N(𝑑𝜉 |0, Σ), 𝑗 ∈ {0, . . . , 𝑀}.

Note that 𝜁0 := (0, . . . , 0) corresponds to the zero frequency component.
Using this basis, any barrier B ∈ ℋ𝑀 can be expressed as a finite Fourier series Fourier Barrier

Certificatewith 2𝑀 + 1 coefficients:

B(𝑥) = 𝜙𝑀 (𝑥)⊤𝑏 = 𝛼0 +
𝑀∑︁
𝑖=1

𝛼𝑖 cos
(
𝜔⊤𝑖 𝑃(𝑥)

)
+ 𝛽𝑖 sin

(
𝜔⊤𝑖 𝑃(𝑥)

)
, (5.18)

4 Strictly speaking, ℋ𝑀 is not a subspace of the original RKHS ℋ since, for instance, the constant
function (included in ℋ𝑀 ) is not contained in ℋ; see, e.g., Kanagawa et al. (2018).
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which is linear in the corresponding spectral amplitudes

𝑏 =

[
𝛼0
𝜎2

𝑓
𝑤2

0

𝛼1
2𝜎2

𝑓
𝑤2

1

𝛽1
2𝜎2

𝑓
𝑤2

1
. . .

𝛼𝑀

2𝜎2
𝑓
𝑤2
𝑀

𝛽𝑀

2𝜎2
𝑓
𝑤2
𝑀

]⊤
∈ R2𝑀+1

associated with the basis functions. Naturally, barriers of the form (5.18) will be
referred to as Fourier control barrier certificates. For illustrative purposes, the first
basis functions of an example Fourier barrier are visualised in Fig. 5.3. A candidate
barrier B ∈ℋ𝑀 arises as a weighted sum of these basis functions.

Compared to the typical representer form (5.15) based on spatial support vectors
𝑥1, 𝑥2, . . . ∈ X, the spectral form (5.18) is a much more efficient representation
for higher-dimensional systems. The number of spatial support vectors needed to
construct adequately expressive barriers grows exponentially in the dimensionality
of the system. This is avoided here. In fact, the same principle is leveraged by
memory-efficient file formats such as JPEG.

Apart from the memory efficiency of the spectral barrier form, the same
idea can be applied to collapse the complex CME term in (5.14d), accelerated
by the fast Fourier transform (FFT). To that end, a spectral coefficient matrix
𝐻 ∈ R(2𝑀+1)×(2𝑀+1) is computed such that

𝑘𝑁
𝑋̂
(𝑥)⊤

[
𝐾𝑁
𝑋̂
+ 𝑁𝜆𝐼𝑁

]−1 [
𝜙𝑀 (𝑥𝑖+)⊤

]𝑁
𝑖=1 𝑏 ≈ 𝜙𝑀 (𝑥)

⊤𝐻𝑏. (5.19)

Whilst projection onto a truncated Fourier basis introduces an approximation error,
the error decreases exponentially with the cardinality of wavenumbers in the basis
(Rahimi and Recht, 2007).

Substituting the barrier B ∈ ℋ𝑀 of the form (5.18) and the approximated CME
term in (5.19) into the SIP (5.14), the following semi-infinite linear program (SILP)
is obtained:

Data-Driven Barrier
SILP min

𝑏,𝑐,𝜂,𝛾

𝜂 + 𝑐𝑇
𝛾

, (5.20a)

subject to ∀𝑥0 ∈ X0 : 𝜙𝑀 (𝑥0)⊤𝑏 ≤ 𝜂, (5.20b)
∀𝑥𝑢 ∈ X𝑢 : 𝜙𝑀 (𝑥𝑢)⊤𝑏 ≥ 𝛾, (5.20c)

∀𝑥 ∈ X : 𝜙𝑀 (𝑥)⊤(𝐻𝑏 − 𝑏) ≤ 𝑐 −ℜB𝜅, (5.20d)
∀𝑥 ∈ X : 𝜙𝑀 (𝑥)⊤𝑏 ≥ 0, (5.20e)

𝑐 ≥ 0, 𝛾 > 𝜂 ≥ 0, 𝑏 ∈ R2𝑀+1,

with coefficients 𝜅 ≥ 𝜎 𝑓 and B ≥ ∥𝑏∥2.

Spectral Symbolic Representation In the previous chapters, discrete repre-
sentative states (Chapter 2 & Chapter 3) and binary strings (Chapter 4) served
as symbolic abstractions of the continuous system state. Here, the truncated
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(a) 𝜁0 = (0, 0) (b) cos, 𝜁1 = (1, 0) (c) sin, 𝜁1 = (1, 0)

(d) cos, 𝜁2 = (2, 0) (e) sin, 𝜁2 = (2, 0) (f) cos, 𝜁3 = (0, 1)

(g) sin, 𝜁3 = (0, 1) (h) cos, 𝜁4 = (1, 1) (i) sin, 𝜁4 = (1, 1)

(j) cos, 𝜁5 = (2, 1) (k) sin, 𝜁5 = (2, 1) (l) cos, 𝜁6 = (0, 2)

Fig. 5.3: Spectral basis functions used for the barrier in Subsection 5.9.1. A Fourier
barrier is thus composed of a superposition of standing waves yielding a Fourier
series expansion.

Fourier expansion of the kernel yields a spectral abstraction of both the barrier
and the embedded dynamics, as expressed in (5.18) and (5.19). In this setting,
the wavenumbers 𝜔 𝑗 := 2𝜋𝜁 𝑗 ∈ R𝑛𝑥 , 𝑗 ∈ {0, . . . , 𝑀}, act as symbolic co-
ordinates over frequency space. Unlike the previous cases, these symbols do
not encode equivalence classes of physical states 𝑥 ∈ X, but rather abstract
the frequency response of the system. Designing more adaptive or efficient
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wavenumber selection procedures for spectral abstraction remains an interest-
ing direction for future work.

5.8.2 Finite-Constraint Relaxation

Deterministic sampling-based bounds for multivariate trigonometric polynomials
have been established in the literature (Cifuentes and Parrilo, 2017; Pfister and
Bresler, 2018), which can be directly applied to the bandlimited spectral barrier in
(5.18). Using these results, the SILP in (5.20) can be relaxed to a finite-constraint
linear program (LP) by sampling a finite subset 𝑋𝑁̂ ⊂ X of cardinality 𝑁̂ . To this
end, 𝑁̂ = 𝑄𝑛𝑥 equidistant points are selected to form a discrete lattice of points cov-
ering the state space. The corresponding constraints can then be evaluated efficiently
in O(𝑄 log(𝑄)) operations via the inverse FFT. In addition, the same procedure
also considerably reduces the number of evaluations of the computationally expen-
sive CME term in (5.14d), which requires O(𝑁2) operations per evaluation. For a
further details, the reader is referred to the Petersen-Middleton theorem (Petersen
and Middleton, 1962), which generalises the Nyquist-Shannon sampling theorem to
higher-dimensional Euclidean domains. The following result by Pfister and Bresler
(2018) provides the technical foundation for this relaxation:

Trigonometric
Bounds

Lemma 5.1 (Trigonometric Bounds) Let 𝑓 : [0, 1]𝑛𝑥 → R be a real-valued
trigonometric polynomial (e.g., (5.18)) of maximum degree 𝑑 ∈ N0, and define
a sampling lattice Θ𝑄 := { 2𝜋𝑙

𝑄
|𝑙 = 0, . . . , 𝑄 − 1} with 𝑄 ≥ 2𝑑 + 1. Let 𝑓 :=

max𝑧∈Θ𝑛
𝑄
𝑓 (𝑧) and 𝑓 := min𝑧∈Θ𝑛

𝑄
𝑓 (𝑧). Then, the following bounds hold for

all 𝑧 ∈ [0, 1]𝑛𝑥 :

1
2

(
𝑓 + 𝑓 − 𝐶𝑄𝑛𝑥

(
𝑓 − 𝑓

) )
≤ 𝑓 (𝑧) ≤ 1

2

(
𝑓 + 𝑓 + 𝐶𝑄𝑛𝑥

(
𝑓 − 𝑓

) )
,

where the coefficient 𝐶𝑄𝑛𝑥 ≥ 1 is defined as

𝐶𝑄𝑛𝑥 :=
(
1 − 2𝑑

𝑄

)− 𝑛𝑥
2
.

From Lemma 5.1, a finite-constraint relaxation of the SIP (5.14) can be derivedFinite-Constraint
Relaxation via a constraint-tightening argument:

1
2

(
B̂X
𝑁̂
+ B̌X

𝑁̂
− 𝐶𝑁̂

(
B̂X
𝑁̂
− B̌X

𝑁̂

))
≥ lb =⇒ ∀𝑥 ∈ X : 𝑓 (𝑥) ≥ lb,

for a desired lower bound lb ∈ R, where the barrier functionB(𝑥) = 𝜙𝑀 (𝑥)⊤𝑏 attains
the following maximum and minimum values on the finite lattice:
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B̂X
𝑁̂

:= max
𝑥∈𝑋𝑁̂

{
𝜙𝑀 (𝑥)⊤𝑏

}
and B̌X

𝑁̂
:= min

𝑥∈𝑋𝑁̂

{
𝜙𝑀 (𝑥)⊤𝑏

}
.

Consequently, a sufficient condition can be expressed in the form

1
2

(
B̂X
𝑁̂
+ B̌X

𝑁̂
− 𝐶𝑁̂

(
B̂X
𝑁̂
− B̌X

𝑁̂

))
≥ lb ⇔ B̌X

𝑁̂
≥ 2
𝐶𝑁̂ + 1

lb +
𝐶𝑁̂ − 1
𝐶𝑁̂ + 1

B̂X
𝑁̂
.

An analogous relaxation can be derived for upper bounds 𝑓 (𝑥) ≤ ub for all 𝑥 ∈ X,
which yields the constraint

B̂X
𝑁̂
≥ 2
𝐶𝑁̂ + 1

ub +
𝐶𝑁̂ − 1
𝐶𝑁̂ + 1

B̌X
𝑁̂
.

These inequalities thus enable the reformulation of the original semi-infinite pro-
gram as a tractable finite-dimensional LP. Notably, this approach yields deterministic
coverage guarantees, in contrast to many alternative sampling-based methods that
can only provide statistical guarantees, which are generally insufficient to ensure the
validity of the barrier (see Definition 5.1).

5.8.3 Linear Program

The finite-constraint relaxation of the SILP in (5.20) is now presented. In addi-
tion to the discretised set 𝑋𝑁̂ ⊂ X, discrete subsets {𝑥 (1)0 , . . . , 𝑥

( 𝑁̂0 )
0 } ⊂ X0 and

{𝑥 (1)𝑢 , . . . , 𝑥
( 𝑁̂𝑢 )
𝑢 } ⊂ X𝑢 of cardinality 𝑁̂0 ∈ N and 𝑁̂𝑢 ∈ N, respectively, are formed.

For given values of B and 𝛾, the following LP is obtained:
Relaxed Data-Driven
Barrier LPmin

𝑏,𝑐,𝜂

B̌X0
𝑁̂
, B̂X𝑢

𝑁̂
, B̂X

𝑁̂
, B̌Δ

𝜂 + 𝑐𝑇,

subject to 𝜙𝑀 (𝑥 (𝑖)0 )
⊤𝑏 ≤ 𝜂, 𝑖 = 1, . . . , 𝑁̂0,

𝜙𝑀 (𝑥 (𝑖)𝑢 )⊤𝑏 ≥ 𝛾̂, 𝑖 = 1, . . . , 𝑁̂𝑢,

𝜙𝑀 (𝑥 (𝑖) )⊤(𝐻𝑏 − 𝑏) ≤ Δ̂, 𝑖 = 1, . . . , 𝑁̂,

𝜙𝑀 (𝑥 (𝑖) )⊤𝑏 ≥ 𝜉, 𝑖 = 1, . . . , 𝑁̂,

B̌X0
𝑁̂
≤ 𝜙𝑀 (𝑥 (𝑖)0 )

⊤𝑏, 𝑖 = 1, . . . , 𝑁̂0,

B̂X𝑢

𝑁̂
≥ 𝜙𝑀 (𝑥 (𝑖)𝑢 )⊤𝑏, 𝑖 = 1, . . . , 𝑁̂𝑢,

B̂X
𝑁̂
≥ 𝜙𝑀 (𝑥 (𝑖) )⊤𝑏, 𝑖 = 1, . . . , 𝑁̂,

B̌Δ ≤ 𝜙𝑀 (𝑥 (𝑖) )⊤(𝐻𝑏 − 𝑏), 𝑖 = 1, . . . , 𝑁̂,

𝑐 ≥ 0, 𝛾 > 𝜂 ≥ 0, 𝑏 ∈ R2𝑀+1,

(5.21)
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with 𝜅 ≥ 𝜎 𝑓 , B ≥ ∥𝑏∥2, and constraint-tightening coefficients

𝜂 :=
2

𝐶𝑁̂ + 1
𝜂 +

𝐶𝑁̂ − 1
𝐶𝑁̂ + 1

B̌X0
𝑁̂
, 𝛾̂ :=

2
𝐶𝑁̂ + 1

𝛾 +
𝐶𝑁̂ − 1
𝐶𝑁̂ + 1

B̂X𝑢

𝑁̂
,

Δ̂ :=
2

𝐶𝑁̂ + 1

(
𝑐 −ℜB𝜅

)
+
𝐶𝑁̂ − 1
𝐶𝑁̂ + 1

B̌Δ, 𝜉 :=
𝐶𝑁̂ − 1
𝐶𝑁̂ + 1

B̂X
𝑁̂
.

Any solution to the LP (5.21) satisfying the norm constraint ∥𝑏∥2 ≤ B constitutes a
feasible solution to the original SIP (5.14).

Solution For a given controller C, any feasible solution to the LP (5.21)
satisfying ∥𝑏∥2 ≤ B solves Problem 5.1 via Proposition 5.1, namely

P(C ZM |= 𝜓safe) ≥ 1 − 𝜂 + 𝑐𝑇
𝛾

.

Further details regarding the derivation of the LP (5.21) from the SILP (5.20) via
the constraint-tightening procedure introduced in Subsection 5.8.2 are provided in
Appendix B.

5.9 Case Studies

The proposed Fourier barrier approach is evaluated on several benchmark problems.
In all experiments, 𝑁 = 1000 data points are sampled from the unknown system. The
inverse of the Gram matrix is computed with a regularisation parameter 𝜆 = 10−5.
To construct the finite-constraint LP (5.21), a discrete lattice of 𝑁̂ points is generated
using the FFT, with the value of 𝑁̂ specified per benchmark. For simplicity, a
rectangular sampling lattice is used, leaving the exploration of more complex (e.g.,
optimal) sampling lattices for future work.

All computations are performed on a machine equipped with an AMD Ryzen 9
5950X 16-core CPU and 64 GB of RAM. The LP is generated using a serial imple-
mentation. For solving the LP, Gurobi (Gurobi Optimization, LLC, 2024) is used,
which is allowed to execute solution methods concurrently using its default settings.
The feasibility tolerance is set to the minimum possible value of 10−9, keeping the
remaining settings at default.

5.9.1 Complex Safety Specification

The first benchmark is adapted from the deterministic example Barr3 by Abate
et al. (2021), extended here to include stochastic process noise. The resulting two-
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dimensional nonlinear stochastic dynamics are given by

M :
{ [
𝑥1,𝑡+1
𝑥2,𝑡+1

]
=

[
𝑥2,𝑡

1
3𝑥

3
1,𝑡 − 𝑥1,𝑡 − 𝑥2,𝑡

]
+ 𝑤𝑡 , 𝑤𝑡 ∼ N( · |0, 0.01𝐼2).

The objective is to compute a certified lower bound on the probability that the system
initialised in [𝑥1,0, 𝑥2,0]⊤ ∈ X0 (blue regions in Fig. 5.4) avoids the unsafe regions
X𝑢 (in red) for a time horizon of 𝑇 = 10. The close proximity of X0 and X𝑢 renders
the barrier synthesis particularly challenging.

The LP is generated based on a fixed lattice of 𝑁̂ = 112 equidistant points. Two
configurations of spectral barrier bases are considered:

(a) 𝑀 = 62 − 1 = 35 wavenumbers, yielding 2𝑀 + 1 = 71 barrier coefficients; and
(b) 𝑀 = 162 − 1 = 255 wavenumbers, resulting in 511 coefficients.

In both cases, the kernel hyperparameters are fixed to 𝜎 𝑓 = 19.456 and 𝜎𝑙 =

[30, 23.568], with a complexity bound B̄ = 25, robustness radius ℜ = 0.001, and
threshold level 𝛾 = 18.312. The resulting barriers are displayed in Fig. 5.4. For (a),

(a) 𝑀 = 35, 𝑝𝑁 = 16% (b) 𝑀 = 255, 𝑝𝑁 = 52%

Fig. 5.4: Robustified CBCs and level sets 𝛾 (in red) and 𝜂 (in blue), computed for
the benchmark in Subsection 5.9.1, robustified with margin ℜB𝜎 𝑓 = 0.4864 and
using (a) 𝑀 = 35 wavenumbers (∥𝑏∥ = 10.394), and (b) 𝑀 = 255 wavenumbers
(∥𝑏∥ = 21.397), respectively.

the optimisation yields 𝜂 = 15.337 and 𝑐 = 0, certifying a lower bound of 16% on
the safety probability via Theorem 5.3. As 𝑐 = 0, this certificate remains valid as
𝑇 →∞ (see Remark 5.1). The barrier basis (b) is much richer, leading to 𝜂 = 8.826
and 𝑐 = 0, certifying a safety probability of at least 52% for infinite time horizons.

The actual safety probability 𝑃safe is estimated via Monte Carlo simulation using
10 000 sample trajectories, each with a maximum length of 500 time steps. By
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applying Chebyshev’s inequality at a 90% confidence level, the safety probability is
estimated to lie within the interval 75–78%. It is noted that the certified lower bound
may not converge to the actual safety probability even in the limit 𝑀 →∞, 𝑁 →∞,
due to the general conservatism inherent to the barrier method. This is in contrast
to abstraction-based approaches explored in earlier chapters, for which the certified
probability converges to the true one as the abstraction is refined and more data is
accumulated (Laurenti and Lahijanian, 2023).

5.9.2 Overtaking Scenario Featuring a Neural Network Controller

Now, a system controlled by a NN controller is considered. The scenario involves
an AV overtaking another vehicle, as depicted in Fig. 5.1. The dynamics of the ego
vehicle are given by Dubins car model with additive noise:

M :


𝑥𝑡+1
𝑦𝑡+1
𝜙𝑡+1

 =

𝑥𝑡
𝑦𝑡
𝜙𝑡

 +

𝜏𝑣 cos(𝜙𝑡 )
𝜏𝑣 sin(𝜙𝑡 )
𝜏𝑢𝑡

 +

𝑤1,𝑡
𝑤2,𝑡
𝑤3,𝑡

 , 𝑤𝑡 ∼ N( · |0, Σ). (5.22)

where (𝑥, 𝑦) denotes the relative position in longitudinal and lateral direction, and
𝜙 is the heading angle. The noise 𝑤𝑖,𝑡 , 𝑖 ∈ {1, 2, 3}, is zero-mean Gaussian with
covariance matrix Σ := diag( [0.012, 0.012, 0.0012]).

The steering angle 𝑢𝑡 = C (𝑥𝑡 ) is supplied by a NN controller C : X → U,
trained using the twin-delayed deep deterministic (TD3) policy gradient algorithm.
The controller is trained to avoid the unsafe regions X𝑢 and reach a target set, as
illustrated in Fig. 5.5. The NN is equipped with two layers of 200 neurons each
and produces actions 𝑢𝑡 ∈ [−𝜋, 𝜋]. A fixed 𝑣 = 1 and time discretisation 𝜏 = 0.5
are used. The objective is to certify that the system initialised in [𝑥0, 𝑦0, 𝜙0]⊤ ∈ X0
remains safe, i.e., avoids X𝑢, over 𝑇 = 50 time steps.

An LP is formulated on a lattice of 𝑁̂ = 303 equidistant points. A spectral
basis with 𝑀 = 43 − 1 wavenumbers is used, yielding a barrier parametrised by
2𝑀 + 1 = 127 coefficients. The kernel hyperparameters are set as 𝜎 𝑓 = 7.764 and
𝜎𝑙 = [8.1212, 6.8174, 6.3307]. For ℜ = 0, 𝑐 = 0, and level sets 𝛾 = 1.775 and
𝜂 = 0.325, the resulting barrier (shown in Fig. 5.6a) certifies a safety probability
of at least 82%. As 𝑐 = 0, this safety guarantee holds even for the infinite-horizon
case 𝑇 → ∞ (see Remark 5.1). Note that this is only certifying safety with respect
to the empirical distribution, i.e., the CME constructed from the observed data. To
robustify the result to out-of-distribution behaviour, the robustness coefficient ℜ is
increased. Its effect on the certified robust safety probability 𝑝𝑁 is shown in Fig. 5.7.
Intuitively, increasing ℜ tightens the Kushner constraint (5.14d) by enforcing the
barrier to decay by at least ℜB𝜎 𝑓 in every time step. This requires higher barrier
complexity, reflected in an exponentially increasing complexity of the barrier —
measured through the norm ∥𝑏∥. Simultaneously, the separation between the level
sets 𝛾 and 𝜂 shrinks, prompting the robust safety probability 𝑝𝑁 to decline. For the
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X0

Fig. 5.5: Control performance of the NN controller for the overtaking scenario
(Subsection 5.9.2), demonstrated on 10 random trajectories initialised in X0 (in
blue), trained to avoid the unsafe regions X𝑢 (in red) and reach a target set (in black).

(a) Empirical CBC (ℜB𝜎 𝑓 = 0), 𝑝𝑁 = 82% (b) Robust CBC (ℜB𝜎 𝑓 = 0.2502), 𝑝𝑁 = 12%

Fig. 5.6: CBCs and level sets 𝛾 (in red) and 𝜂 (in blue) computed for the overtaking
scenario (Subsection 5.9.2) shown for a fixed 𝜙 = 0, (a) based only on the empirical
data, and (b) robustified with ℜ = 0.006 and B = 5.37029. The intersections of the
barrier and the level sets are indicated as dashed lines.
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largest considered valueℜ = 0.006, the required decay reachesℜB𝜎 𝑓 = 0.2502, and
the resulting barrier (shown in Fig. 5.6b) certifies a robust safety probability of 12%.

ℜ

Fig. 5.7: Robust safety probability 𝑝𝑁 (in purple) and required barrier complexity
∥𝑏∥ (in black) for the overtaking scenario (Subsection 5.9.2) generated for different
robustness radii ℜ.

Table 5.2: Robust safety probability 𝑝𝑁 and runtime (for Fourier projection and
LP solving) obtained for the benchmarks for ℜ = 0 and variations of the following
quantities: number of system dimensions 𝑛𝑥 , basis size 2𝑀 + 1, number of lattice
samples 𝑄𝑛𝑥 .

Benchmark #Dimensions 2𝑴 + 1 #Samples 𝒑𝑵 Runtime

Complex specification (Subsection 5.9.1) 2 35 112 16% 0.6 s
255 112 52% 36 s

Overtaking scenario (Subsection 5.9.2) 3 127 303 81.6% 111 s
127 403 82.4% 219 s
127 503 83.8% 606 s
249 403 83.4% 579 s
249 503 84.7% 1154 s
431 403 84.2% 3596 s

Fig. 5.7 visualises this trade-off between robustness and barrier complexity. Table 5.2
further quantifies the scalability of the approach across the two benchmarks, basis
size, and lattice resolution.
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5.10 Conclusion

This work contributes to the verification and synthesis of stochastic black-box sys-
tems without explicit model knowledge, by leveraging the theory of conditional
mean embedding (CMEs) to learn control barrier certificates (CBCs) directly from
data. Probabilistic CBC constraints are reformulated into distributionally robust op-
timisation problems, enabling their characterisation from data with probabilistic
correctness guarantees. The approach relaxes many assumptions inherent in exist-
ing approaches, allowing it to tackle black-box systems with neural network (NN)
controllers.

It is shown how the approach can be generalised to encompass temporal logic
specifications beyond safety via automata-based representations and the introduction
of Streett supermartingales For the data-driven computation of safety barriers, a finite
Fourier expansion has been proposed, allowing the CBC constraints to be encoded
as a linear program.

Despite these advances, several limitations remain. The conservatism of the
method warrants further investigation, particularly regarding the derivation of tighter
ambiguity set radiiℜ. This includes the potential application of concentration bounds
tailored to the barrier function class, e.g., based on Rademacher complexity, and the
exploration of alternative algorithmic strategies for solving the Fourier-based CBC
optimisation problem (5.20).

While the spectral representation circumvents the need for exponentially many
spatial support vectors, the number of samples required by the trigonometric sam-
pling bounds remains exponential in the system dimensionality. Although FFT-based
implementations alleviate this burden to some extent, scalability challenges per-
sist, especially in solving the resulting LP. Future work may involve coupling the
Fourier-based formulation with global nonlinear optimisers possessing deterministic
convergence guarantees. Achieving this is expected to necessitate the development
of a dedicated semi-infinite solver that fully exploits the problem structure. Further
efforts are also needed to address hyperparameter tuning and the principled selec-
tion of the spectral basis. Finally, a complete software implementation supporting
temporal logic specifications remains an important direction for future work.





Chapter 6

Conclusion

This chapter summarises the main contributions of the thesis and reflects on
their significance and impact. These contributions address core challenges

in the formal synthesis and verification of autonomous systems operating under
uncertainty, and are organised thematically to highlight the progression from model-
rich formulations to learning-based, black-box approaches:

I Addressing Uncertainty via Robust Stochastic Simulation Relations
II Scalable Synthesis via Compositional Reasoning
III Direct Learning of Efficiently-Amenable Formal Abstractions from Data
IV A Framework for Formal Verification of Black-Box Systems

The theoretical contributions presented in this thesis are supported by the develop-
ment of corresponding software tools, briefly summarised in Section 6.2.

6.1 Summary

I Addressing Uncertainty via Robust Stochastic Simulation Relations Chap-
ter 2 extends stochastic simulation relations to systems with ambiguous dynamics.
By relaxing classical probabilistic couplings to sub-probability couplings, this work
synthesises robust controllers with formal guarantees despite uncertain system pa-
rameters. Paired with Bayesian inference, the resulting data-driven approach provides
refined guarantees as data accumulates, bridging the gap between theoretical robust-
ness and practical adaptability. This contribution is foundational for the control
design of autonomous CPSs, offering robust guarantees in settings where precise
models are unavailable and parameters vary across operational modes or due to
manufacturing tolerances.

II Scalable Synthesis via Compositional Reasoning Chapter 3 addresses the scal-
ability limitations of abstraction-based formal methods that hinder their application
to large-scale, interconnected CPSs. By developing a compositional framework and

143
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dealing with the challenges of heterogeneous stochasticity, this work shows how lo-
cal simulation relations and controllers can be systematically combined to guarantee
the desired global system behaviour. This enables formal synthesis methods to scale
linearly with the number of subsystems, a key step toward practical deployment in
complex networks such as smart grids, automated transportation, or industrial au-
tomation. The compositional approach thus significantly expands the applicability
of robust formal methods to real-world high-risk domains.

III Direct Learning of Efficiently-Amenable Formal Abstractions from Data
Chapter 4 advances the thesis focus to learning by addressing the challenge of
formal verification for systems with completely unknown dynamics. By leveraging
structured Gaussian process models, it enables the direct construction of formal
abstractions from data that effectively capture learning uncertainty without incurring
excessive computational cost. This contribution opens a promising path toward
scalable learning methods designed for verification, which are essential for extending
formal guarantees to realistic autonomous systems with learning-based components.

IV A Framework for Formal Verification of Black-Box Systems Chapter 5 com-
pletes the progression from robustness- to learning-centred approaches, addressing
a central safety challenge posed by autonomous systems: the combination of ran-
domness and AI components in the loop. Due to their inherent complexity and
unknown dynamics, such systems can only be effectively treated as black boxes.
They lie beyond the scope of earlier formal frameworks, which rely on assumptions
about model structure or noise distributions that do not hold in this setting. Break-
ing free from previous abstraction paradigms, this work concentrates on learning
safety certificates directly from observed system behaviour, eliminating the need for
intermediate models and operating directly on observed data points through condi-
tional mean embeddings. This opens a promising direction for establishing formal
guarantees in opaque, AI-driven systems. Such capabilities are essential for realising
trustworthy autonomy in realistic settings, where safety must ultimately be inferred
directly from behaviour learned from multimodal sensor streams.

To bridge theory and practice, the theoretical contributions of this thesis are ac-
companied by the development of tools that render the results practically accessible.

6.2 Tool Development

SySCoRe – Synthesis via Stochastic Simulation Relations Developed alongside
the work in Chapter 2 and Chapter 3, the SySCoRe toolbox1 is a MATLAB package
implementing the key algorithms for correct-by-design synthesis of stochastic sys-
tems in an accessible and performant format (Van Huijgevoort et al., 2023). Given
a system description and a specification, SySCoRe automates all steps required to

1 Source code: https://github.com/oliverschoen/SySCoRe; online executable capsule:
https://doi.org/10.24433/co.3825821.v2.

https://github.com/oliverschoen/SySCoRe
https://doi.org/10.24433/co.3825821.v2
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construct a symbolic abstraction, translate the formula into a DFA, perform stochas-
tic MOR, and synthesise a robust controller with quantified satisfaction probability.
SySCoRe distinguishes itself from existing tools by supporting MOR, nonlinear
dynamics, and rich scLTL specifications over infinite horizons. This is achieved by
establishing probabilistic simulation relations between an abstract nominal model
and the original system, as described in earlier chapters. A key strength is that
the computed error does not grow linearly with the specification horizon, enabling
meaningful lower bounds even under unbounded disturbances and infinite-horizon
properties. Efficient tensor-based representations further accelerate the computation
of transition probabilities.

In contrast to widely used tools for probabilistic model checking over finite-state
systems — such as PRISM (Kwiatkowska et al., 2002) and MRMC (Katoen et al.,
2011) — SySCoRe targets continuous-space systems. It has been benchmarked
against comparable tools in the annual ARCH competition (Abate et al., 2022a,
2023, 2025), with most alternative tools in this space relying on IMDPs (Wooding
and Lavaei, 2024; Mathiesen et al., 2024), which offer only limited support for MOR
and often incur higher computational cost.

LUCID – Learning Uncertain Control Invariant Dynamics Building on the
framework introduced in Chapter 5, LUCID is a verification engine under de-
velopment for certifying the safety of black-box stochastic systems using only
data (Casablanca et al., 2026). LUCID provides both a graphical user interface and
command-line access. Users can load datasets, specify operating and unsafe regions
(e.g., obstacles), and receive a computed barrier certificate that certifies safety with a
quantified probability. Internally, LUCID constructs a CME-based expectation ora-
cle and automatically learns a Fourier barrier function that satisfies the probabilistic
barrier conditions. The toolbox is being developed in Python, with core components
implemented in C++ for performance, in collaboration with Ernesto Casablanca and
Prof. Sadegh Soudjani.

Few existing tools offer comparable capabilities. The most closely related is
TRUST (Gardner et al., 2025), which can synthesise barrier certificates from data
but is limited to deterministic systems with polynomial dynamics. FOSSIL (Edwards
et al., 2024) supports arbitrary nonlinear dynamics but is not data-driven and is
also limited to deterministic systems. In contrast, LUCID is designed specifically
for stochastic black-box systems — essential for certifying the safety of AI-driven
autonomous systems.

Future extensions of LUCID will include control synthesis, less conservative
barrier variants, and support for more expressive specifications.

BTGP Synthesis and Verification Toolbox The BTGP–IMDP framework intro-
duced in Chapter 4 is currently being implemented as a professional Python toolbox.
It enables users to train BTGPs from data through a scikit-learn-compatible interface,
abstracting away the internal complexity of the underlying architecture. The sparse
structure of the BT kernel accelerates training, and the toolbox provides streamlined
functionality for verifying reachability properties and synthesising controllers —
both accessible via a single command.
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In contrast to related model-based tools such as IMPaCT (Wooding and Lavaei,
2024) and IntervalMDP.jl (Mathiesen et al., 2024) — which require a known model
and exhibit significantly higher computational cost for IMDP construction — this
toolbox directly supports learning from data with orders-of-magnitude speed-up, as
demonstrated in Chapter 4.



Chapter 7

Future Directions

Several challenges of advancing formal synthesis and verification to real-world
deployment have been addressed in this thesis. At the same time, the works

uncovered many promising directions for future work, that shall be discussed here.
The following future directions are examined:

I Data-Driven Black-Box Control
II IMDP-Based Learning
III Hybrid Correctness Frameworks
IV Efficient Reasoning in Agent-Environment Interactions
V Control-Theoretical Connections
VI Dynamic Specifications
VII Situational Awareness
VIII Identifying High-Probability Critical Scenarios
IX Inferring Causal Structure
X Partial Observability and Non-Markovian Dynamics
XI Discrete- vs Continuous-Time
XII Multimodal Data Streams
XIII Formal Contracts for AI-Enabled Components

Albeit tightly linked, these extensions can be loosely categorised into (1) method-
ological extensions, (2) abstraction and sparsity techniques, and (3) extensions ad-
dressing expressiveness, integration, and deployment.

7.1 Methodological Extensions

I Data-Driven Black-Box Control A natural extension of the results in Chapter 5
on verifying black-box systems is a CME-based framework for control synthesis.
Since the control input enters the problem formulations through the (nonlinear) kernel
(see Theorem 5.2 for the details), the resulting optimisation problem is generally
non-convex and difficult to solve. A promising direction is to explore whether —
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analogous to the Fourier-based formulation considered in this thesis — structural
properties of the kernel can be exploited to yield more tractable formulations. Further
investigations into tree-like kernels or spectral properties of the CME may offer a
fruitful starting point.

II IMDP-Based Learning To obtain stronger guarantees beyond distributional ro-
bustness, CME-based approaches could be explored under additional strengthening
assumptions, such as Markovian dynamics. In this case, CMEs stand in direct com-
petition with IMDP-based approaches, which offer strong formal guarantees under
model uncertainty. When applied in learning-based contexts — particularly relevant
for embodied AI systems, where policies must adapt continuously and in real-time to
newly acquired data — however, standard GP–IMDP pipelines are often prohibitively
slow (see Chapter 4). Future work should therefore investigate how IMDP updates
can be performed sparsely in response to newly acquired data that only affects the
learned dynamics locally, rather than requiring full regeneration. In particular, it
would be promising to exploit the structure of the BTGP to enable such incremental
updates, potentially at the cost of slightly more conservative guarantees. Advancing
this capability may prove essential for scaling formal methods to continuous learn-
ing scenarios, where maintaining safety guarantees during the exploration of the
environment remains a key challenge.

III Hybrid Correctness Frameworks There has been only very little effort de-
voted to analysing the dichotomy between abstraction-based and abstraction-free
approaches, which seems to persist throughout the literature (Laurenti and Lahija-
nian, 2023). As shown in Chapter 5, however, this distinction becomes increasingly
blurred in practice. Supposedly abstraction-free frameworks frequently give rise to
optimisation problems that are difficult to solve monolithically, especially for com-
plex systems and/or specifications. As a result, many approaches resort to solution
procedures that are abstraction-based in all but name. This suggests that a strict sep-
aration between the two methodological frameworks may not be tenable, and future
research should instead explore their symbiotic fusion.

In fact, barrier certificates already act as inert local correctness witnesses, whilst
abstraction can be seen more as a momentum mechanism that structures the search
or verification process. One could therefore try to establish new frameworks that
start by identifying local “seed” barrier certificates within coarse partitions of the
system domain, and then expand or merge them through successive refinement. This
is methodologically similar to an approach explored by Bobiti and Lazar (2018),
although their work is limited to deterministic dynamics and relies on estimating
Lipschitz bounds. By contrast, kernel methods — extensively used throughout this
thesis — may offer a more flexible and scalable foundation for such hybrid strategies.
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7.2 Abstraction and Sparsity

IV Efficient Reasoning in Agent-Environment Interactions The importance of
identifying and leveraging problem structure — both for scalability and for obtaining
strong guarantees — has been emphasised throughout the thesis (Miner and Parker,
2004). Whilst compositional methods (see Chapter 3 and references therein) are
effective for networked systems with bounded interaction between their subsystems,
this assumption often fails in realistic CPSs, where dynamics are tightly coupled
— so-called reactive systems — and global specifications cannot be decomposed
into local ones. In such settings, efficient reasoning must instead rely on identifying
and abstracting the dominant modes of interaction, i.e., in the form of a compressed
model. This perspective aligns with the notion of situational awareness, which
draws from human intuition (Kahneman, 2011): in the presence of many moving
parts, attention is placed on the key dynamics that govern the situation.

Accordingly, navigating tightly coupled environments efficiently often requires
reasoning under environmental ambiguity. This direction is partially explored by
Schön et al. (2025), who embed probabilistic simulation relations into an assume-
guarantee framework. Ambiguity is introduced deliberately through model order
reduction and partial observability to control complexity. A promising direction for
future work is to explore how, for a given situation, such compressed dynamics can be
learned from data, as well as how situations themselves can be defined and switched
between effectively. Central challenges in this context are quantifying the inflicted
statistical abstraction error and learning suitable probabilistic assumptions (Feng
et al., 2011).

V Control-Theoretical Connections The idea of imposing sparsity to obtain com-
pressed representations extends beyond the previously discussed intuition and sug-
gests a deeper connection to existing concepts from classical control theory, which
remains largely unexplored. For instance, the Fourier-based CME explored in Chap-
ter 5 can be interpreted as a frequency response operator, raising the question of
whether it admits a principled interpretation within the framework of control theory.
Understanding the extent and nature of this connection could potentially untap a new
line of research at the intersection of machine learning and control.

To this end, one may investigate alternative operator constructions, such as wavelet
bases or tree-structured kernels, and analyse their control-theoretic interpretations.
If successful, such work could lay the foundation for a renaissance of kernel-based
techniques in formal modelling and reasoning, aligned with established notions from
control theory.

7.3 Expressiveness, Integration, and Deployment

VI Dynamic Specifications This thesis assumed time-invariant specifications with
a static labelling function. An important direction for future work is to study how
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dynamic specifications (with dynamic labelling functions) affect the synthesis pro-
cess — for example, by introducing symbolic parameters that encode aspects of the
environment, such as moving obstacles. Recall that the labelling function defines an
implicit abstraction of the output domain of the target system. Designing a dynamic
output abstraction could enable efficient planning in dynamic environments without
requiring full online controller synthesis (see, e.g., Lacerda et al., 2014).

VII Situational Awareness More broadly, supporting rich temporal specifications
could pave the way for autonomous systems that are not only provably safe, but also
context-aware. Extending beyond safety properties to expressive (signal) temporal
logic objectives — such as those required for systems with situational awareness
capabilities — allows for the automatic generation of robust, holistic controllers
directly from requirements catalogues. Recall that many of the results from this
thesis can already be readily extended to STL (see Section 2.7). For comprehensive
requirements catalogues, a sparse integration of the structural constraints imposed
by temporal logic specifications with the (e.g., CME-based) representation of the
learned dynamics is required. This could be achieved by leveraging the structure
of the associated labelling or robustness function throughout the learning and ver-
ification process (see, e.g., Gao et al., 2024). To manage and prioritise stacks of
potentially conflicting objectives, multi-objective strategies have to be developed
(see, e.g., Monir et al., 2024; Forejt et al., 2011b).

VIII Identifying High-Probability Critical Scenarios In a similar vein, identi-
fying critical scenarios — particularly useful for analysing the behaviour of agents
in complex environments throughout the design phase of an autonomous system —
requires a systematic examination of the interaction between the specification and
the system dynamics. Existing work in this direction is limited, with only a few ap-
proaches leveraging the structure of temporal logic specifications to isolate scenarios
that are both realistic (as quantified by their likelihood) and exhibit low robustness
margins (Corso and Kochenderfer, 2020; Tuncali et al., 2019). However, these meth-
ods do not provide any guarantees on the coverage of the space of possible scenarios,
limiting their usefulness to mere recommendation tools in the system development
process rather than supporting rigorous formal verification. In the context of the
correct-by-design frameworks considered in this thesis, this raises the question how
to extract critical scenarios that constrain the achievable guarantees. Note that this
is not only helpful in the development process, but the identification of hazardous
scenarios is a requirement of several industry standards such as ISO 34502:2022
(2022).

IX Inferring Causal Structure Taking this one step further, a natural extension is
to move toward inferring the underlying causal structure governing the interaction
between the system, its environment, and the specification. To this end, one could
explore graph-based learning and reasoning methods capable of systematically un-
covering interpretable dependencies from data. Such an approach would align well
with existing industrial practices, where expert-defined discrete graph models are
commonly used in commercial tools for design-space exploration, optimisation, and
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counterexample generation. A data-driven approach to learning such structures could
offer a robust and scalable alternative to manual specification.

Unlike the correct-by-design frameworks studied in this thesis, inferring causal
structure from data may support stronger robustness guarantees under intervention-
like perturbations — especially relevant for medical applications. Moreover, access
to an explicit causal structure could facilitate more efficient verification, synthe-
sis, and even counterfactual reasoning by constraining the analysis to graph-based
optimisations aligned with observed system behaviour.

X Partial Observability and Non-Markovian Dynamics Building on the previ-
ous discussion of causal structure, the hierarchical relationships between symbolic
variables — such as latent state variables and observable output variables — invite
further investigation into relaxing the thesis-wide assumption of full-state access.
In practice, systems are typically only partially observed through noisy sensor mea-
surements. There exists work extending kernel-based learning models such as GPs
and CMEs to sequential data (Toth and Oberhauser, 2020; Thorpe et al., 2022), how-
ever, they have not been studied in a formal context yet. Formal approaches remain
limited to model-based settings, suffering mainly from the computational blow-up
associated with partially observed systems — see, e.g., Haesaert et al. (2018) for a
treatment of Gaussian linear POMDPs.

Partial observability was previously addressed by Schön et al. (2025) as a by-
product of abstraction introduced to improve scalability. The resulting information
asymmetry was captured via sub-probability couplings, enabling tractable reasoning
through abstraction but prone to becoming increasingly conservative as observability
degrades. A natural direction for future work is to explore whether more suitable
coupling strategies exist and how they can be computed. A promising starting point
is the data-driven, kernel-based framework developed in this thesis, which may also
clarify how stochastic simulation relations relate to CMEs. Since current simulation
relations consider one-step transitions of the system, they become intractable under
high degrees of uncertainty. This underscores the need to incorporate sequential
information — potentially using sequential kernels (Király and Oberhauser, 2019)
— to capture temporal dependencies in partially observed settings.

XI Discrete- vs Continuous-Time When considering temporal aspects, formal
frameworks are typically associated with either a discrete- or continuous-time
paradigm. Navigating between these two remains conceptually unclear, particularly
in data-driven settings. While physical systems evolve in continuous time, discrete-
time models are often more natural for learning and verification due to the sam-
pled nature of data and the inherently discrete operation of computational systems.
Nonetheless, many methods embed discrete data into continuous-time frameworks
by approximating time derivatives from samples — a practice that lacks formal
rigour and may introduce artefacts if the time discretisation is not chosen appro-
priately. The challenge is compounded by asynchronous transitions across system
components and sensor streams, rendering unified modelling increasingly difficult.
An interesting direction for future work is to explore whether kernel methods, espe-
cially those designed for sequential data (Király and Oberhauser, 2019), could offer
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a principled medium for fusing asynchronous, multi-rate signals. Such methods
may provide a theoretical bridge between discrete- and continuous-time reasoning,
although their practical utility in formal verification remains largely unexplored.

XII Multimodal Data Streams A natural extension of the previous discussion
arises in the context of sensor fusion, where systems may no longer rely on structured
state trajectories but instead operate directly on raw, multimodal sensor data. In such
cases, partial observability is compounded by the heterogeneous nature of inputs —
ranging from image sequences and point clouds to audio and natural language. Note
that while most available formal approaches are tailored to Euclidean spaces, kernel-
based approaches can be defined to relate any type of object by defining a suitable
feature map (Berlinet and Thomas-Agnan, 2004; Schölkopf and Smola, 2002). The
signature method underlying the sequential kernels previously discussed presents a
mathematically grounded approach to encoding arbitrary types of sequential data in a
unified manner (Lee and Oberhauser, 2023). Whether direct operation on these high-
dimensional, unstructured inputs can be made computationally tractable in practice,
however, remains an open question. This also involves the exploration of suitable
hardware to deploy such algorithms efficiently (Ali et al., 2023; Garcia et al., 2019).

XIII Formal Contracts for AI-Enabled Components Shifting from a system- to
a component-level perspective, the kernel-based black-box verification framework
introduced in Chapter 5 could be employed to establish formal contracts on the
input-output behaviour of AI-enabled components, such as perception modules or
learning-based controllers. As these components typically operate on sequential,
potentially multimodal data, similar sequential kernels discussed before could be
investigated.
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Appendix A

Additional Proofs of Statements

A.1 Proof of Theorem 2.3

Proof. It is first established that (2.21) defines a sub-probability coupling between
t̂( · |𝑥, 𝑢̂) in (2.15) and t𝜃 ( · |𝑥, 𝑢̂) in (2.16) over R in (2.20). Verification of the
conditions of Definition 2.8 is carried out and 𝛿 is derived. Subsequently, it is shown
that (2.18) defines a valid control refinement. To simplify the notation, define the
tuple 𝑧 := (𝑥, 𝑥, 𝑢̂), where 𝑧 ∈ Z with Z := {(𝑥, 𝑥, 𝑢̂) | (𝑥, 𝑥) ∈ R and 𝑢̂ ∈ Û}.

Definition 2.8(a)

It is shown that for all 𝑧 ∈ Z and 𝜃 ∈ Θ, 𝒗𝜃 is fully supported onR, i.e., 𝒗𝜃 (X̂×X|𝑧) =
𝒗𝜃 (R|𝑧). First, 𝒗𝜃 is integrated over X̂ × X. From (2.21), it follows for all 𝑧 ∈ Z and
𝜃 ∈ Θ that

𝒗𝜃 (X̂ × X|𝑧) =
∫
𝑥̂+∈X̂

∫
𝑥+∈X

∫
𝑤̂∈Ŵ

∫
𝑤∈W

𝛿𝜃⊤ 𝑓 ( 𝑥̂,𝑢̂)+𝑤̂(𝑑𝑥+)𝛿𝛾𝜃+𝑤(𝑑𝑤̂)

× 𝛿𝜃⊤ 𝑓 (𝑥,𝑢)+𝑤(𝑑𝑥+)min{N (𝑑𝑤 |0, Σ),N(𝑑𝑤 | − 𝛾𝜃 , Σ)},

=

∫
𝑥̂+∈X̂

∫
𝑥+∈X

∫
𝑤∈W

𝛿𝑥+ (𝑑𝑥+)𝛿𝜃⊤ 𝑓 (𝑥,𝑢)+𝑤(𝑑𝑥+)

×min{N (𝑑𝑤 |0, Σ),N(𝑑𝑤 | − 𝛾𝜃 , Σ)},
(A.1)

where (2.20), (2.17), and the interface function 𝑢 ≡ 𝑢̂ have been used in the last step.
Next, (2.21) is integrated over R to obtain that for all 𝑧 ∈ Z and 𝜃 ∈ Θ
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𝒗𝜃 (R|𝑧)=
∭

𝑤∈W
( 𝑥̂+ ,𝑥+ ) ∈R

𝛿𝑥+ (𝑑𝑥+)𝛿𝜃⊤ 𝑓 (𝑥,𝑢)+𝑤(𝑑𝑥+)min{N (𝑑𝑤 |0, Σ),N(𝑑𝑤 | − 𝛾𝜃 , Σ)},

=

∭
𝑤∈W
( 𝑥̂+ ,𝑥+ ) ∈X̂×X

𝛿𝑥+ (𝑑𝑥+)𝛿𝜃⊤ 𝑓 (𝑥,𝑢)+𝑤(𝑑𝑥+)min{N (𝑑𝑤 |0, Σ),N(𝑑𝑤 | − 𝛾𝜃 , Σ)},

where the choice of relation R := {(𝑥, 𝑥) ∈ X̂ × X|𝑥 = 𝑥}, interface function 𝑢 ≡ 𝑢̂,
and offset 𝛾𝜃 (𝑥, 𝑢) = (𝜃 − 𝜃)⊤ 𝑓 (𝑥, 𝑢) ensures that (𝑥+, 𝑥+) ∈ R for (𝑥, 𝑥) ∈ R. With
(A.1), it follows that 𝒗𝜃 (R|𝑧) = 𝒗𝜃 (X̂ × X|𝑧), verifying condition Definition 2.8(a).

Definition 2.8(b)

For measurable 𝑆 ⊂ X̂, integration of 𝒗𝜃 over 𝑆 × X yields

𝒗𝜃 (𝑆 × X|𝑧) ≤
∫
𝑤∈W

∫
𝑥̂+∈𝑆

𝛿𝜃⊤ 𝑓 ( 𝑥̂,𝑢̂)+𝑤(𝑑𝑥+)min{N (𝑑𝑤 |𝛾𝜃 , Σ),N(𝑑𝑤 |0, Σ)},

≤
∫
𝑤∈W

∫
𝑥̂+∈𝑆

𝛿𝜃⊤ 𝑓 ( 𝑥̂,𝑢̂)+𝑤(𝑑𝑥+)N (𝑑𝑤 |0, Σ) = t̂(𝑆 |𝑧),

verifying condition Definition 2.8(b). The first inequality becomes an equality for
unbounded X.

Definition 2.8(c)

For measurable 𝑆 ⊂ X, integration of 𝒗𝜃 over X̂ × 𝑆 yields

𝒗𝜃 (X̂ × 𝑆 |𝑧) ≤
∫
𝑤∈W

∫
𝑥+∈𝑆

𝛿𝜃⊤ 𝑓 ( 𝑥̂,𝑢̂)+𝑤(𝑑𝑥+)N (𝑑𝑤 |0, Σ) = t𝜃 (𝑆 |𝑧),

verifying condition (c). Hence, (2.21) constitutes a valid sub-probability coupling.

Proving 𝜹 in (2.22)

It is now verified that 𝛿(𝑥, 𝑢̂) in (2.22) satisfies 𝒗𝜃 (X̂ × X|𝑧) ≥ 1 − 𝛿(𝑥, 𝑢̂). For
this, the objective is to find the relation between 𝛿(𝑥, 𝑢̂) and 𝛾𝜃 (𝑥, 𝑢̂). Observe that
𝒗𝜃 (X̂ × X|𝑧) in (A.1) reduces to the minimum of two Gaussian distributions:

𝒗𝜃 (X̂ × X|𝑧) ≥
∫
𝑤∈W

min{N (𝑑𝑤 |0, Σ),N(𝑑𝑤 | − 𝛾𝜃 , Σ)},
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using the fact that the integral of the Dirac delta measure over the whole domain is
at most equal to one. In fact, the inequality becomes an equality if the spaces (X̂,X)
are unbounded. Due to the symmetry of the Gaussian distribution, it follows that

𝒗𝜃 (X̂ × X|𝑧) = 2
∫
𝐴

N(𝑑𝑤 |0, Σ), (A.2)

where 𝐴 = {𝑤 ∈ W | 𝛾⊤
𝜃
Σ−1 (2𝑤 + 𝛾𝜃 ) ≤ 0}. This set represents a half-space derived

fromN(𝑑𝑤 |0, Σ) ≤ N (𝑑𝑤 | −𝛾𝜃 , Σ). The computation in (A.2) can be interpreted as
𝒗𝜃 (X̂ ×X|𝑧) = 2P(𝛾⊤

𝜃
Σ−1 (2𝑤 + 𝛾𝜃 ) ≤ 0) with 𝑤 having Gaussian distribution with

mean zero and covariance Σ. This amounts to integrating a multivariate Gaussian
distribution over a half space. Note that in this case, 2𝛾⊤

𝜃
Σ−1𝑤 is a one-dimensional

normal random variable with zero mean and variance 4𝛾⊤
𝜃
Σ−1𝛾𝜃 . Thus,

𝒗𝜃 (X̂ × X|𝑧) = 2 · cdf
©­­«
−𝛾⊤

𝜃
Σ−1𝛾𝜃√︃

4𝛾⊤
𝜃
Σ−1𝛾𝜃

ª®®¬ = 2 · cdf
(
−1

2

√︃
𝛾⊤
𝜃
Σ−1𝛾𝜃

)
.

Therefore, it holds that 𝒗𝜃 (X̂ × X|𝑧) ≥ 1 − 𝛿(𝑥, 𝑢̂), with

𝛿(𝑥, 𝑢̂) := 1 − 2 · cdf
(
−1

2
√︁
𝜁 (𝑥, 𝑢̂)

)
, (A.3)

𝜁 (𝑥, 𝑢̂) := sup
𝜃∈Θ

(
𝛾𝜃 (𝑥, 𝑢̂)⊤Σ−1𝛾𝜃 (𝑥, 𝑢̂)

)
.

Note that a 𝛿 dependent on (𝑥, 𝑢̂) is calculated to reduce the conservatism of the
approach. Given the definition of 𝛾𝜃 and the characterisation of Θ in (2.5), the
computation of 𝜁 (𝑥, 𝑢̂) is through the optimisation

𝜁 (𝑥, 𝑢̂) := sup
𝜃

𝑓 (𝑥, 𝑢̂)⊤(𝜃 − 𝜃)Σ−1 (𝜃 − 𝜃)⊤ 𝑓 (𝑥, 𝑢̂) (A.4)

s.t. (Δ𝜃)⊤Σ−1
𝑁 (Δ𝜃) ≤ 𝑛 · 𝜒−1 (1 − 𝛼 |𝑛),

where Δ𝜃 := [𝜃1 − 𝜃1; . . . ; 𝜃𝑛 − 𝜃𝑛]. This is a quadratically constrained quadratic
program, which is convex and can be solved efficiently using interior point methods.
Here, an upper bound for the optimal solution is computed, which is sufficient for
the purpose of getting a correct bound for 𝛿:

𝑓 (𝑥, 𝑢̂)⊤(𝜃 − 𝜃)Σ−1 (𝜃 − 𝜃)⊤ 𝑓 (𝑥, 𝑢̂) = Δ𝜃⊤(𝐼𝑛 ⊗ 𝑓 (𝑥, 𝑢̂)⊤)⊤Σ−1 (𝐼𝑛 ⊗ 𝑓 (𝑥, 𝑢̂)⊤)Δ𝜃,

≤


𝐼𝑛 ⊗ 𝑓 (𝑥, 𝑢̂)⊤

2 

Σ−1

 

Δ𝜃

2

,

= ∥ 𝑓 (𝑥, 𝑢̂)∥2


Σ−1

 

Δ𝜃

2

,

≤ ∥ 𝑓 (𝑥, 𝑢̂)∥2


Σ−1

 𝑛 · 𝜒−1 (1 − 𝛼 |𝑛)

𝜆𝑚𝑖𝑛 (Σ−1
𝑁
)

,

= ∥ 𝑓 (𝑥, 𝑢̂)∥2


Σ−1

 ∥Σ𝑁 ∥ · 𝑛 · 𝜒−1 (1 − 𝛼 |𝑛).
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In the above, the following (in)equalities have been used:

• 𝑥⊤𝐴𝑥 ≤ ∥𝐴∥ ∥𝑥∥2 and 𝑥⊤𝐴𝑥 ≥ 𝜆𝑚𝑖𝑛 (𝐴) ∥𝑥∥2, for any vector 𝑥 and symmetric
positive semi-definite matrix 𝐴;

• ∥𝐴𝐵∥ ≤ ∥𝐴∥ · ∥𝐵∥ and ∥𝐴 ⊗ 𝐵∥ = ∥𝐴∥ · ∥𝐵∥ for any two matrices 𝐴 and 𝐵;
and

• ∥𝐼𝑛∥ = 1.

Therefore, it follows that√︁
𝜁 (𝑥, 𝑢̂) ≤ ∥ 𝑓 (𝑥, 𝑢̂)∥

√
𝑟, with 𝑟 :=



Σ−1

 ∥Σ𝑁 ∥ · 𝑛 · 𝜒−1 (1 − 𝛼 |𝑛).

Substituting this into (A.3) completes the proof of the expression for 𝛿 and shows that
condition (b) of Definition 2.8 is satisfied. Recall that condition (a) of Definition 2.8
holds by setting the initial states 𝑥0 = 𝑥0 and that condition (c) is satisfied with 𝜀 = 0
since both systems use the same output mapping. It follows that M̂⪯𝛿𝜀 M(𝜃) with
𝛿(𝑥, 𝑢̂) in (2.22) and 𝜀 = 0.

Definition 2.9

It follows directly from M̂ ⪯𝛿𝜀 M(𝜃) and Proposition 2.2 that there exists a valid
refinement. A composed probability measure t×

𝜃
of the state mapping in (2.18) is

derived using (2.9), which bounds the sub-probability coupling 𝒗𝜃 in (2.21) from
above for all 𝑧 ∈ Z and 𝜃 ∈ Θ:

t×𝜃 (𝑑𝑥+ × 𝑑𝑥+ |𝑧) =
∫
𝑤∈W

∫
𝑤̂∈Ŵ

𝛿𝜃⊤𝑓 ( 𝑥̂,𝑢̂)+𝑤+𝛾𝜃 (𝑑𝑥+)𝛿𝜃⊤𝑓 ( 𝑥̂,𝑢̂)+𝑤(𝑑𝑥+)N (𝑑𝑤 |0, Σ),

≥ 𝒗𝜃 (𝑑𝑥+ × 𝑑𝑥+ |𝑧).

This concludes the proof of Theorem 2.3. ⊓⊔

A.2 Proof of Theorem 3.1

Proof. It is shown that M̂ is in an SSR with M by proving that the conditions in
Definition 3.3 hold for the monolithic case of 𝑖 ∈ {1} (equivalent to Definition 2.8).
Condition (a) holds by setting the initial states 𝑥0 = 𝑥0.
𝜀-Deviation: The proof of condition (c) is a trivial extension to the one provided

by Lavaei et al. (2021, Theorem 4.3).
𝛿-Deviation: For condition (b), the sub-probability coupling 𝒗𝑖

𝜃 𝑖
in (3.10) is

completed to a probability kernel as follows:
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𝒗̄𝑖
𝜃 𝑖
(𝑑𝑥𝑖+ × 𝑑𝑥𝑖+) = 𝒗𝑖

𝜃 𝑖
(𝑑𝑥𝑖+ × 𝑑𝑥𝑖+) +

1
1 − 𝒗𝑖

𝜃 𝑖
(R𝑥𝑖 )

(A.5)

×
(
t𝑖
𝜃 𝑖
(𝑑𝑥𝑖+) − 𝒗𝑖𝜃 𝑖 (X̂

𝑖 × 𝑑𝑥𝑖+)
) (

t̂𝑖 (𝑑𝑥𝑖+) − 𝒗𝑖𝜃 𝑖 (𝑑𝑥
𝑖
+ × X𝑖)

)
,

where the arguments of 𝒗̄𝑖
𝜃 𝑖

, t𝑖
𝜃 𝑖

, and t̂𝑖 have been deprecated for conciseness. Refer
to Proposition 2.1 for more details. The following lemma is established

Lemma A.1 The sub-probability coupling 𝒗𝑖
𝜃 𝑖

in (3.10) is maximal with respect to
the transition kernels (t̂𝑖 , t𝑖

𝜃 𝑖
) in (3.1) and (3.3), and relation R𝑥𝑖 in (3.7), i.e., for

the associated probability kernel 𝒗̄𝑖
𝜃 𝑖

(Proposition 2.1), 𝒗̄𝑖
𝜃 𝑖
(R𝑥𝑖 ) = 𝒗𝑖

𝜃 𝑖
(R𝑥𝑖 ) holds.

Proof. In the following proof, the superscript 𝑖 is dropped. 𝒗̄𝜃 in (A.5) is integrated
over R𝑥 , yielding

𝒗𝜃 (R𝑥 ) = 𝒗̄𝜃 (R𝑥 ) −
𝜙𝜃

1 − 𝒗𝜃 (R𝑥 )
(R𝑥 ), where (A.6)

𝜙𝜃 (R𝑥 ) :=
∫
X

(
t𝜃 (𝑑𝑥+) − 𝒗𝜃 (X̂ × 𝑑𝑥+)

) (
t̂(𝑑𝑥+) − 𝒗𝜃 (𝑑𝑥+ × X)

)
.

Using the definitions of 𝒗𝜃 , t𝜃 , and t̂, this is expanded to get

𝜙𝜃 (R𝑥 ) =
∫
X

∫
W
𝛿 𝑓𝜃+𝑤(𝑑𝑥+)𝑝𝑤(𝑑𝑤 |𝜃)

∫
W
𝛿 𝑓𝜃+𝑤̂(𝑑𝑥+)𝑝𝑤̂(𝑑𝑤̂ |𝜃),

with the distributions

𝑝𝑤(𝑑𝑤 |𝜃) := min
{
0, NN𝐾 (𝑑𝑤 |𝜋, 𝜇 + 𝛾𝜃 , Σ) − NN𝐾 (𝑑𝑤 |𝜃)

}
,

𝑝𝑤̂(𝑑𝑤̂ |𝜃) := min
{
NN𝐾 (𝑑𝑤̂ |𝜃) − NN𝐾 (𝑑𝑤̂ |𝜋, 𝜇 + 𝛾𝜃 , Σ), 0

}
.

Since the distributions are disjoint and identically mapped onto X, 𝜙𝜃 (R𝑥 ) = 0
holds, and it follows from (2.8) that 𝒗̄𝜃 (R𝑥 ) = 𝒗𝜃 (R𝑥 ). ⊓⊔

Analogous to the proof of Lavaei et al. (2021, Theorem 4.3), there exists a
probability kernel 𝒗̄𝜃 =

∏𝑁
𝑖=1 𝒗̄

𝑖
𝜃 𝑖

over (X̂ × X,ℬ(X̂ × X)) that couples (t̂, t𝜃 ) over
R𝑥 . Using Lemma A.1, this yields 𝒗̄𝜃 (R𝑥 ) =

∏𝑁
𝑖=1 𝒗

𝑖
𝜃 𝑖
(R𝑥𝑖 ). Hence, Proposition 2.1

yields that 𝒗𝜃 :=
∏𝑁
𝑖=1 𝒗

𝑖
𝜃 𝑖

defines a sub-probability coupling of (t̂, t𝜃 ) over R𝑥 ,
which satisfies all conditions for a valid sub-probability coupling of (t̂, t𝜃 𝑖 ) over R𝑥 :

𝒗𝜃 (X̂ × X) =
𝑁∏
𝑖=1

𝒗𝑖
𝜃 𝑖
(X̂𝑖 × X𝑖) =

𝑁∏
𝑖=1

𝒗𝑖
𝜃 𝑖
(R𝑥𝑖 ) = 𝒗𝜃 (R𝑥 ),

𝒗𝜃 (𝑑𝑥+ × X) =
𝑁∏
𝑖=1

𝒗𝑖
𝜃 𝑖
(𝑑𝑥𝑖+ × X𝑖) ≤

𝑁∏
𝑖=1

t̂𝑖 (𝑑𝑥𝑖+) = t̂(𝑑𝑥+),

𝒗𝜃 (X̂ × 𝑑𝑥+) =
𝑁∏
𝑖=1

𝒗𝑖
𝜃 𝑖
(X̂𝑖 × 𝑑𝑥𝑖+) ≤

𝑁∏
𝑖=1

t𝑖
𝜃 𝑖
(𝑑𝑥𝑖+) = t𝜃 (𝑑𝑥+).
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Since 𝒗𝜃 (R𝑥 ) ≥
∏𝑁
𝑖=1 (1 − 𝛿𝑖), it follows that 𝛿 = 1 −∏𝑁

𝑖=1 (1 − 𝛿𝑖). This concludes
the proof of Theorem 3.1. ⊓⊔

A.3 Proof of Theorem 3.4

Proof. The proof is similar to Chapter 2, and showing that 𝒗𝜃 in (3.10) is a sub-
probability coupling of the systems (3.1) and (3.3) over relation R𝑥 in (3.7) is
straightforward. To compute the corresponding parameter 𝛿, 𝒗𝜃 is integrated over
the identity relationR𝑥 . Relaxing the resulting expression using the trivial inequality
min

{ ∑
𝑖 𝑓𝑖 ,

∑
𝑖 𝑔𝑖

}
≥ ∑

𝑖 min { 𝑓𝑖 , 𝑔𝑖} yields

𝒗𝜃 (R𝑥 ) ≥
𝐾∑︁
𝑘=1

∫
W

∫
X
𝛿 𝑓𝜃+𝑤+𝛾𝜃 (𝑑𝑥)𝛿 𝑓𝜃+𝑤(𝑑𝑥)

×min
{
𝜋𝑘N(𝑑𝑤 |𝜇𝑘 , Σ𝑘), 𝜋̂𝑘N(𝑑𝑤 | 𝜇̂𝑘 − 𝛾𝜃 , Σ𝑘)

}
,

where the dependence on (𝑥, 𝑢) was omitted for conciseness. To reach a simpler
formulation, the expression is expanded using the Cholesky decomposition Σ𝑘 =

𝐿𝑘𝐿
⊤
𝑘
, where 𝐿𝑘 is the lower triangular matrix of Σ𝑘 . Rearranging yields

𝒗𝜃 (R𝑥 ) ≥
𝐾∑︁
𝑘=1

∫
W

min
{
𝜋𝑘N(𝑑𝑤 |𝛽𝑘, 𝜃 , 𝐼), 𝜋̂𝑘N(𝑑𝑤 |0, 𝐼)

}
,

with 𝛽𝑘, 𝜃 := 𝜇𝑘 − 𝜇̂𝑘 + 𝛾𝜃 and utilising the choice of offset 𝛾𝜃 (𝑥, 𝑢) = 𝑓𝜃 (𝑥, 𝑢) −
𝑓𝜃 (𝑥, 𝑢) for all (𝑥, 𝑢, 𝜃). By similar reasoning as van Huijgevoort and Haesaert
(2022), the individual integrals are split into integrations over disjoint halfspaces
𝐸𝑘, 𝜃 , 𝐸̂𝑘, 𝜃 as follows:

𝒗𝜃 (R𝑥 ) ≥
𝐾∑︁
𝑘=1

[
𝜋𝑘

∫
𝑤∈𝐸𝑘,𝜃

N(𝑑𝑤 |𝛽𝑘, 𝜃 , 𝐼) + 𝜋̂𝑘
∫
𝑤∈𝐸̂𝑘,𝜃

N(𝑑𝑤 |0, 𝐼)
]
.

For each component, the halfspaces are given by

𝐸̂𝑘, 𝜃 : 𝛽⊤𝑘, 𝜃𝑤 > 𝜂𝑘, 𝜃 𝛽
⊤
𝑘, 𝜃 𝛽𝑘, 𝜃 , 𝐸𝑘, 𝜃 : 𝛽⊤𝑘, 𝜃𝑤 ≤ 𝜂𝑘, 𝜃 𝛽

⊤
𝑘, 𝜃 𝛽𝑘, 𝜃 ,

with 𝜂𝑘, 𝜃 := 1
2 −

1
𝛽⊤
𝑘,𝜃
𝛽𝑘,𝜃

log 𝜋𝑘
𝜋̂𝑘

. Integration yields
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𝒗𝜃 (R𝑥 |𝜃) ≥
𝐾∑︁
𝑘=1

𝜋𝑘

∫
𝑤: 𝛽⊤

𝑘,𝜃
𝑤≥𝜂𝑘,𝜃𝛽⊤𝑘,𝜃𝛽𝑘,𝜃
N(𝑑𝑤 |0, 𝐼) + 𝜋̂𝑘

∫
𝑤: 𝛽⊤

𝑘,𝜃
𝑤<𝜂𝑘,𝜃𝛽

⊤
𝑘,𝜃
𝛽𝑘,𝜃

N(𝑑𝑤 |𝛽𝑘, 𝜃 , 𝐼),

=

𝐾∑︁
𝑘=1

𝜋𝑘

∫
𝑤: 𝛽⊤

𝑘,𝜃
𝑤≤−𝜂𝑘,𝜃𝛽⊤𝑘,𝜃𝛽𝑘,𝜃

N(𝑑𝑤 |0, 𝐼) + 𝜋̂𝑘
∫
𝑤̂: 𝛽⊤

𝑘,𝜃
𝑤̂< (𝜂𝑘,𝜃−1)𝛽⊤

𝑘,𝜃
𝛽𝑘,𝜃

N(𝑑𝑤̂ |0, 𝐼),

=

𝐾∑︁
𝑘=1

𝜋𝑘cdf
(
−𝜂𝑘, 𝜃



𝛽𝑘, 𝜃

) + 𝜋̂𝑘cdf
(
(𝜂𝑘, 𝜃 − 1)



𝛽𝑘, 𝜃

) ,
where the invertability of the normal centred at zero was used in the first step. Hence,
(3.14) is obtained by considering the supremum over all 𝜃 ∈ Θ. ⊓⊔

Remark A.1 The proof of Theorem 3.4 utilises the assumed pairwise identical co-
variance structure (see Subsection 3.3.3) to obtain planar hypersurfaces dividing
the regions of the support where the component densities of the two noise distri-
butions minimise each other. Relaxing this assumption would yield higher-order
hypersurfaces with possibly more than two regions of mutual minimisation.

A.4 Proof of Proposition 4.1

Proof. The BT kernel in (4.6) can be rewritten as a sum of kernels:

𝑘̂𝑞 (𝑥, 𝑥′) =
𝑞∑︁
𝑖=1

𝜅𝑖 (𝑥, 𝑥′), (A.7)

where each kernel 𝜅𝑖 (𝑥, 𝑥′) is defined as 𝜅𝑖 (𝑥, 𝑥′) := 𝜙𝑖 (𝑥)⊤𝜙𝑖 (𝑥), with the finite-
dimensional feature maps

𝜙𝑖 (𝑥) :=
√

w𝑖
[
1l(𝑥 ∈ Ξ𝑖 (𝑠))

]
𝑠∈B𝑖 ,

where each 𝑖th summand of 𝑘̂𝑞 was expanded with respect to all possible binary
substrings of length 𝑖. Note that the binary substrings 𝑠 ∈ B𝑖 in 𝜅𝑖 : X×X→ [0, 1] are
unique and 𝜅𝑖 is clearly positive-definite. The associated RKHS ℋ𝜅𝑖 has dimension
2𝑖 . Since finite-dimensional spaces are automatically complete, the RKHS ℋ𝜅𝑖 is
simply the span of the functions 𝜅𝑖 (𝑥, · ), for all 𝑥 ∈ X. Every function 𝑓𝑖 ∈ℋ𝜅𝑖 can
therefore be written as a linear combination of the form

𝑓𝑖 (𝑥) =
𝑚∑︁
𝑗=1
𝛼 𝑗𝜅𝑖 (𝑥, 𝑥 𝑗 ) =

𝑚∑︁
𝑗=1
𝛼 𝑗𝜙𝑖 (𝑥)⊤𝜙𝑖 (𝑥 𝑗 ),

for some 𝑚 ∈ N, 𝛼 𝑗 ∈ R, and 𝑥 𝑗 ∈ X (Berlinet and Thomas-Agnan, 2004). Since
𝜙𝑖 (𝑥 𝑗 ) places functional weight only on the partition indexed by 𝑠 = Ψ𝑖 (𝑥 𝑗 ), every
function 𝑓𝑖 ∈ℋ𝜅𝑖 can equivalently be written as
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𝑓𝑖 (𝑥) = 𝑦⊤𝑖 𝜙𝑖 (𝑥),

for some coefficient vector 𝑦𝑖 ∈ R2𝑖 . Since the BT kernel is a weighted sum of
kernels 𝜅𝑖 as shown in (A.7), the kernel sum rule (Berlinet and Thomas-Agnan,
2004, Theorem 5) implies that the corresponding RKHS ℋ𝑘̂𝑞

consists of functions
of the form

𝑓 (𝑥) = 𝑦⊤𝜙𝑞 (𝑥),

with coefficient vector 𝑦 := [𝑦1; . . . ; 𝑦𝑞] ∈ R
∑𝑚

𝑖=1 2𝑖 and the concatenated feature map
𝜙𝑞 (𝑥) := [𝜙1 (𝑥); . . . ; 𝜙𝑞 (𝑥)] ∈ R

∑𝑚
𝑖=1 2𝑖 . This coincides with the functional repre-

sentation in (4.7) and confirms that the RKHS ℋ𝑘̂𝑞
of 𝑘̂𝑞 (𝑥, 𝑥′) = ⟨𝜙𝑞 (𝑥), 𝜙𝑞 (𝑥)⟩ℋ𝑘

is (∑𝑞

𝑖=1 2𝑖)-dimensional. ⊓⊔

A.5 Proof of Proposition 4.2

Proof. The BT kernel in (4.6) can be expressed as a sum of positive-definite kernels:

𝑘̂𝑞 (𝑥, 𝑥′) =
𝑞∑︁
𝑖=1

w𝑖
∑︁
𝑠∈B𝑖

𝜅𝑠 (𝑥, 𝑥′),

where each kernel 𝜅𝑠 is defined by

𝜅𝑠 (𝑥, 𝑥′) := 1l
(
Ψ|𝑠 | (𝑥) = 𝑠

)
1l
(
Ψ|𝑠 | (𝑥′) = 𝑠

)
.

Following similar reasoning as in the proof of Proposition 4.1, the associated RKHS
is given by

ℋ𝜅𝑠 =
{
𝑓𝑠 | 𝑓𝑠 = 𝑦𝑠1l

(
Ψ|𝑠 | ( · ) = 𝑠

)
, 𝑦𝑠 ∈ R

}
,

=
{
𝑓𝑠 | 𝑓𝑠 = 𝑦𝑠1l

(
Ψ|𝑠 | ( · ) = 𝑠

)
1l(𝑠≤ |𝑠 | = 𝑠), 𝑦𝑠 ∈ R

}
,

=
{
𝑓𝑠 | 𝑓𝑠 = 𝑦𝑠𝜅𝑠 ( · , 𝑥𝑠), 𝑦𝑠 ∈ R, 𝑥𝑠 ∈ Ξ |𝑠 | (𝑠)

}
.

Thus, the norm of 𝑓𝑠 ∈ℋ𝜅𝑠 reduces as follows:

∥ 𝑓𝑠 ∥2ℋ𝜅𝑠
≡ ⟨ 𝑓𝑠 , 𝑓𝑠⟩ℋ𝜅𝑠

= 𝑦2
𝑠 ⟨𝜅𝑠 ( · , 𝑥𝑠), 𝜅𝑠 ( · , 𝑥𝑠)⟩ℋ𝜅𝑠

= 𝑦2
𝑠 ,

where 𝜅𝑠 (𝑥𝑠 , 𝑥𝑠) = 1 was used in the last step. According to Aronszajn’s sums of
kernels theorem (Berlinet and Thomas-Agnan, 2004, Theorem 5), the RKHS norm
of a function 𝑓 ∈ℋ𝑘̂𝑞

satisfies

∥ 𝑓 ∥2
ℋ𝑘̂𝑞

≤
𝑞∑︁
𝑖=1

w𝑖
∑︁
𝑠∈B𝑖

∥ 𝑓𝑠 ∥2ℋ𝜅𝑠
,

concluding the proof. ⊓⊔
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A.6 Proof of Theorem 4.1

Proof. Similar to the proof of Theorem 2 by Chowdhury and Gopalan (2017), the
error bound 𝜀𝑑 is split into one term related to the noise and one to the statistical
approximation error. For the data D = (𝑋𝑁 , 𝑌𝑁 ), let 𝑌𝑑 := [𝑦1,𝑑 , . . . , 𝑦𝑁,𝑑]⊤ and
recognise that it holds that 𝑌𝑑 ≡ 𝐹𝑑 + 𝑉𝑑 , with 𝐹𝑑 := [ 𝑓𝑑 (𝑥1), . . . , 𝑓𝑑 (𝑥𝑁 )]⊤ and
𝑉𝑑 := [𝑣1,𝑑 , . . . , 𝑣𝑁,𝑑]⊤. Via Cauchy-Schwarz, the error bound is decomposed:��𝜇̂𝑁,𝑑 (𝑠) − 𝑓𝑑 (𝑥)�� ≤ ��𝑘̂𝑁 (𝑠)⊤𝐶̂−1

𝑁 𝑉𝑑
�� + ��𝑘̂𝑁 (𝑠)⊤𝐶̂−1

𝑁 𝐹𝑑 − 𝑓𝑑 (𝑥)
��, (A.8)

where 𝐶̂𝑁 := [𝐾̂𝑁 + 𝜎2
𝑤𝐼𝑁 ]. The noise term is bounded following similar steps to

Fiedler et al. (2021, Proposition 2), to get

��𝑘̂𝑁 (𝑠)⊤𝐶̂−1
𝑁 𝑉𝑑

�� ≤ 

𝐶̂−1
𝑁 𝑘̂𝑁 (𝑠)



√︂𝑁 + 2
√︃
𝑁 log

(
𝛼−1) + 2 log

(
𝛼−1) ,

which yields the first term in the minimisation of 𝜀𝑑,1 (𝑠). An alternative bound can
be derived by following the steps of Chowdhury and Gopalan (2017, Theorem 2):

| 𝑘̂𝑁 (𝑠)⊤𝐶̂−1
𝑁 𝑉𝑑 | ≤ 𝜎−1

𝑤 𝜎̂𝑁,𝑑 (𝑠)
√︃
𝑉⊤
𝑑
𝐾̂𝑁 𝐶̂

−1
𝑁
𝑉𝑑 .

Hsu et al. (2012, Theorem 2.1) establish that

P
(
∥Σ𝑉𝑑 ∥2 ≤ Tr(Σ) + 2

√︁
Tr(Σ2)𝑡 + 2 ∥Σ∥ 𝑡

)
≥ 1 − 𝑒−𝑡 ,

whereΣ := 𝐾̂𝑁 𝐶̂−1
𝑁

. Setting 𝑡 := log
(
𝛼−1) yields the second term in the minimisation

of 𝜀𝑑,1 (𝑠). Depending on the setting, one or the other bound will provide a less
conservative error 𝜀𝑑,1 (𝑠).

Next, some fixed points 𝑥𝑠 ∈ X are selected for all 𝑠 ∈ S such that 𝑓𝑑 (𝑠) := 𝑓𝑑 (𝑥𝑠).
Expanding the second term in (A.8) with 𝑓𝑑 (𝑠) and Cauchy-Schwarz yields for every
𝑠 ∈ S that for all 𝑥 ∈ Ξ(𝑠)��𝑘̂𝑁 (𝑠)⊤𝐶̂−1

𝑁 𝐹𝑑 − 𝑓𝑑 (𝑥)
�� ≤ ��𝑘̂𝑁 (𝑠)⊤𝐶̂−1

𝑁 𝐹𝑑 − 𝑓𝑑 (𝑠)
�� + �� 𝑓𝑑 (𝑠) − 𝑓𝑑 (𝑥)��. (A.9)

The latter term is bounded from above via�� 𝑓𝑑 (𝑠) − 𝑓𝑑 (𝑥)�� = �� (𝜙(𝑥𝑠) − 𝜙(𝑥))⊤ 𝑓𝑑 ��,
≤ ∥𝜙(𝑥𝑠) − 𝜙(𝑥)∥ℋ𝑘

∥ 𝑓𝑑 ∥ℋ𝑘
,

=
��𝑘 (𝑥𝑠 , 𝑥𝑠) − 2𝑘 (𝑥𝑠 , 𝑥) + 𝑘 (𝑥, 𝑥)

�� 1
2 ∥ 𝑓𝑑 ∥ℋ𝑘

,

≤ 𝜀𝑑,2 (𝑠).

Let Φ𝑁 := [𝜙(𝑥1), . . . , 𝜙(𝑥𝑁 )]⊤. With this and Cauchy-Schwarz, the prior term
in (A.9) yields
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𝑁 𝐹𝑑 − 𝑓𝑑 (𝑠)

�� ≤ 

𝑘̂𝑁 (𝑠)⊤𝐶̂−1
𝑁 Φ𝑁 − 𝜙(𝑥𝑠)⊤




ℋ𝑘
∥ 𝑓𝑑 ∥ℋ𝑘

,

which reduces to 𝜀𝑑,3 (𝑠), concluding the proof. ⊓⊔



Appendix B

SILP to LP Relaxation

This chapter provides further details on the finite-constraint relaxation of the SILP
(5.20) to the LP (5.21). Let

{𝑥 (1)0 , . . . , 𝑥
( 𝑁̂0 )
0 } ⊂ X0, {𝑥 (1)𝑢 , . . . , 𝑥

( 𝑁̂𝑢 )
𝑢 } ⊂ X𝑢, 𝑋𝑁̂ := {𝑥 (1) , . . . , 𝑥 ( 𝑁̂ ) } ⊂ X

be sampling lattices with a common 𝐶𝑁̂ as in Lemma 5.1. Based on the constraint-
tightening reasoning outlined in Subsection 5.8.2, it follows that the first constraint
(5.20b), given by ∀𝑥0 ∈ X0 : 𝜙𝑀 (𝑥0)⊤𝑏 ≤ 𝜂, holds if

maxX0
𝑁̂
≥ 2
𝐶𝑁̂ + 1

𝜂 +
𝐶𝑁̂ − 1
𝐶𝑁̂ + 1

minX0
𝑁̂
,

with the additional variables

minX0
𝑁̂
≤ 𝜙𝑀 (𝑥 (𝑖)0 )

⊤𝑏, and maxX0
𝑁̂
≥ 𝜙𝑀 (𝑥 (𝑖)0 )

⊤𝑏, 𝑖 = 1, . . . , 𝑁̂0.

Renaming maxX0
𝑁̂

=: 𝜂 yields the implication

𝜙𝑀 (𝑥 (𝑖)0 )
⊤𝑏 ≤ 𝜂,

minX0
𝑁̂
≤ 𝜙𝑀 (𝑥 (𝑖)0 )

⊤𝑏, 𝑖 = 1, . . . , 𝑁̂0,

𝜂 := 2
𝐶𝑁̂+1

𝜂 + 𝐶𝑁̂−1
𝐶𝑁̂+1

minX0
𝑁̂
,

 =⇒ ∀𝑥0 ∈ X0 : 𝜙𝑀 (𝑥0)⊤𝑏 ≤ 𝜂.

Similar reasoning for the constraint (5.20d) gives

𝜙𝑀 (𝑥 (𝑖) )⊤(𝐻𝑏 − 𝑏) ≤ Δ̂,

minΔ ≤ 𝜙𝑀 (𝑥 (𝑖) )⊤𝑏, 𝑖 = 1, . . . , 𝑁̂,
Δ̂ := 2

𝐶𝑁̂+1
(
𝑐 −ℜ𝐵̄𝜅

)
+ 𝐶𝑁̂−1
𝐶𝑁̂+1

minΔ,

 =⇒ ∀𝑥 ∈ X : 𝜙𝑀 (𝑥)⊤(𝐻𝑏 − 𝑏) ≤ 𝑐 −ℜ𝐵̄𝜅.

For the remaining lower bounds in the constraints (5.20c) and (5.20b), the constraint-
tightening reasoning outlined in Subsection 5.8.2 gives
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𝜙𝑀 (𝑥 (𝑖)𝑢 )⊤𝑏 ≥ 𝛾̂,
maxX𝑢

𝑁̂
≥ 𝜙𝑀 (𝑥 (𝑖)𝑢 )⊤𝑏, 𝑖 = 1, . . . , 𝑁̂𝑢,

𝛾̂ := 2
𝐶𝑁̂+1

𝛾 + 𝐶𝑁̂−1
𝐶𝑁̂+1

maxX𝑢

𝑁̂
,

 =⇒ ∀𝑥𝑢 ∈ X𝑢 : 𝜙𝑀 (𝑥𝑢)⊤𝑏 ≥ 𝛾,

𝜙𝑀 (𝑥 (𝑖) )⊤𝑏 ≥ 𝜉,
maxX

𝑁̂
≥ 𝜙𝑀 (𝑥 (𝑖) )⊤𝑏, 𝑖 = 1, . . . , 𝑁̂,

𝜉 := 𝐶𝑁̂−1
𝐶𝑁̂+1

maxX
𝑁̂
,

 =⇒ ∀𝑥 ∈ X : 𝜙𝑀 (𝑥)⊤𝑏 ≥ 0,

respectively. The LP (5.21) is obtained by substituting the relaxed constraints into
the SILP (5.20).
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B = {0, 1} set of binary numbers

N = {1, 2, . . .} set of positive natural numbers

N0 = {0, 1, 2, . . .} set of non-negative natural numbers

R set of real numbers

R≥0 set of non-negative reals

𝐴 × 𝐵 Cartesian product of two sets 𝐴 and 𝐵

𝐼𝑛 identity matrix of size 𝑛 × 𝑛
diag(𝑥) diagonal matrix constructed from a vector 𝑥

Tr(𝐴) trace of a matrix 𝐴

1l𝐴 indicator function of a set 𝐴

Probability Theory: measure theory, probability distributions, expectation

(X,ℬ(X), p) probability space

ℬ(X) Borel 𝜎-algebra on a sample space X

P probability

𝒫(X) set of all probability measures on (X,ℬ(X))
E expectation operator

𝛿𝑎 Dirac delta measure concentrated at a point 𝑎

𝒰X uniform probability distribution over X

N(𝑑𝑥 |𝜇, Σ) Gaussian measure with mean 𝜇 and covariance Σ

NN(𝑑𝑥 |𝜋, 𝜇, Σ) Gaussian mixture model with parameters (𝜋, 𝜇, Σ)
cdf (𝑥 |𝜇, Σ) CDF of a Gaussian distribution with mean 𝜇 and covariance Σ

System: dynamics, data, controller

M system model

X state space

U control input space

W process noise space

183



184 List of Symbols

Y output space

t transition probability kernel

D data

C controller

𝜌 control policy

Relations: simulation relation, composition, inter-system mappings

C ZM closed-loop composition of C and M

M̂⪯𝛿𝜀 M (𝜀, 𝛿)-SSR between M and M̂

R relation

i interface function

s state mapping

𝒗 sub-probability coupling

Specifications: LTL, DFA, barrier

𝜓 (temporal logic) specification

|= satisfies

L labelling function

A𝜓 DFA of a specification 𝜓

B control barrier certificate function

RKHS: kernel, feature map, mean embedding, ambiguity set

𝑘 (𝑥, 𝑥′) positive symmetric kernel

𝜙 feature map

ℋ (reproducing kernel) Hilbert space

⟨𝜑, 𝜑′⟩ℋ inner product of 𝜑, 𝜑′ ∈ℋ
∥ · ∥ℋ RKHS norm

Ψ (conditional) mean embedding

Cℜ RKHS ambiguity set with radius ℜ

ℜ RKHS ambiguity set radius
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ACAS X Airborne Collision Avoidance System X

AI Artificial Intelligence

AV Autonomous Vehicle

B&B Branch and Bound

BT Binary Tree

BTGP Binary-Tree Gaussian Process

CBC Control Barrier Certificate

CBF Control Barrier Function

CDCL Conflict-Driven Clause Learning

CDF Cumulative Distribution Function

CEGIS CounterExample-Guided Inductive Synthesis

cf. (Latin: confer) compare

CME Conditional Mean Embedding

CPS Cyber-Physical System

CPU Central Processing Unit

DERs Distributed Energy Resources

DFA Deterministic Finite-state Automaton

DKL Deep Kernel Learning

e.g. (Latin: exempli gratia) for example

etc. et cetera

EU European Union

FFT Fast Fourier Transform

gMDP general Markov Decision Process

GMM Gaussian Mixture Model

GP Gaussian Process

GPS Global Positioning System

IIA Interval Iteration Algorithm

i.i.d. independent, identically distributed
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LP Linear Program
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MDP Markov Decision Process

MMD Maximum Mean Discrepancy
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NN Neural Network
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